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Abstract

Path from Photorealism to Perceptual Realism

Fangcheng Zhong

Photorealism in computer graphics — rendering images that appear as realistic as

photographs — has matured to the point that it is now widely used in industry. With

emerging 3D display technologies, the next big challenge in graphics is to achieve Perceptual

Realism — producing virtual imagery that is perceptually indistinguishable from real-world

3D scenes. Such a significant upgrade in the level of realism offers highly immersive and

engaging experiences that have the potential to revolutionise numerous aspects of life and

society, including entertainment, social connections, education, business, scientific research,

engineering, and design.

While perceptual realism puts strict requirements on the quality of reproduction, the

virtual scene does not have to be identical in light distributions to its physical counterpart

to be perceptually realistic, providing that it is visually indistinguishable to human eyes.

Due to the limitations of human vision, a significant improvement in perceptual realism

can, in principle, be achieved by fulfilling the essential visual requirements with sufficient

qualities and without having to reconstruct the physically accurate distribution of light.

In this dissertation, we start by discussing the capabilities and limits of the human visual

system, which serves as a basis for the analysis of the essential visual requirements for

perceptual realism. Next, we introduce a Perceptually Realistic Graphics (PRG) pipeline

consisting of the acquisition, representation, and reproduction of the plenoptic function of

a 3D scene. Finally, we demonstrate that taking advantage of the limits and mechanisms

of the human visual system can significantly improve this pipeline.

Specifically, we present three approaches to push the quality of virtual imagery towards

perceptual realism. First, we introduce DiCE, a real-time rendering algorithm that exploits

the binocular fusion mechanism of the human visual system to boost the perceived local

contrast of stereoscopic displays. The method was inspired by an established model of

binocular contrast fusion. To optimise the experience of binocular fusion, we proposed

and empirically validated a rivalry-prediction model that better controls rivalry. Next,

we introduce Dark Stereo, another real-time rendering algorithm that facilitates depth



perception from binocular depth cues for stereoscopic displays, especially those under low

luminance. The algorithm was designed based on a proposed model of stereo constancy

that predicts the precision of binocular depth cues for a given contrast and luminance. Both

DiCE and Dark Stereo have been experimentally demonstrated to be effective in improving

realism. Their real-time performance also makes them readily integrable into any existing

VR rendering pipeline. Nonetheless, only improving rendering is not sufficient to meet all

the visual requirements for perceptual realism. The overall fidelity of a typical stereoscopic

VR display is still confined by its limited dynamic range, low spatial resolution, optical

aberrations, and vergence-accommodation conflicts. To push the limits of the overall

fidelity, we present a High-Dynamic-Range Multi-Focal Stereo display (HDR-MF-S display)

with an end-to-end imaging and rendering system. The system can visually reproduce

real-world 3D objects with high resolution, accurate colour, a wide dynamic range and

contrast, and most depth cues, including binocular disparity and focal depth cues, and

permits a direct comparison between real and virtual scenes. It is the first work that

achieves a close perceptual match between a physical 3D object and its virtual counterpart.

The fidelity of reproduction has been confirmed by a Visual Turing Test (VTT) where

naive participants failed to discern any difference between the real and virtual objects in

more than half of the trials. The test provides insights to better understand the conditions

necessary to achieve perceptual realism. In the long term, we foresee this system as a

crucial step in the development of perceptually realistic graphics, for not only a quality

unprecedentedly achieved but also a fundamental approach that can effectively identify

bottlenecks and direct future studies for perceptually realistic graphics.
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1names in alphabetical order and titles at the time of the completion of this dissertation.
2co-authors of the main publications during the course of this dissertation.





Contents

1 Introduction 15

1.1 Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

1.2 Apparent enhancement rendering . . . . . . . . . . . . . . . . . . . . . . . 19

1.3 Reproducing reality . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

1.4 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

1.5 Publications . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

2 Background 27

2.1 Visual requirements for perceptual realism . . . . . . . . . . . . . . . . . . 28

2.1.1 Geometric considerations . . . . . . . . . . . . . . . . . . . . . . . . 28

2.1.2 Spectral considerations . . . . . . . . . . . . . . . . . . . . . . . . . 31

2.1.3 Temporal considerations . . . . . . . . . . . . . . . . . . . . . . . . 35

2.2 High-�delity 3D scene acquisition . . . . . . . . . . . . . . . . . . . . . . . 36

2.2.1 Geometric image formation . . . . . . . . . . . . . . . . . . . . . . 36

2.2.2 Photometric image formation . . . . . . . . . . . . . . . . . . . . . 38

2.3 3D scene representation for perceptually-realistic view synthesis . . . . . . 40

2.3.1 Taxonomy . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

2.3.2 Di�erentiable graphics . . . . . . . . . . . . . . . . . . . . . . . . . 43

2.4 3D scene reproduction with computational 3D displays . . . . . . . . . . . 45

2.4.1 Volumetric displays . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

2.4.2 Stereoscopic displays . . . . . . . . . . . . . . . . . . . . . . . . . . 49

3 Apparent Enhancement Rendering 53

3.1 Improving perceived contrast with binocular fusion . . . . . . . . . . . . . 54

3.1.1 Tone mapping and contrast enhancement . . . . . . . . . . . . . . . 57

3.1.2 Binocular fusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

3.1.2.1 Tone mapping exploiting the binocular domain . . . . . . 57

3.1.2.2 Perception in dichoptic presentation . . . . . . . . . . . . 58

3.1.3 Dichoptic contrast enhancement . . . . . . . . . . . . . . . . . . . . 60

3.1.3.1 Tone curves and contrast enhancement . . . . . . . . . . . 61



3.1.3.2 Interleaved dichoptic tone curves . . . . . . . . . . . . . . 62

3.1.3.3 Smooth tone curves . . . . . . . . . . . . . . . . . . . . . 64

3.1.4 The predictor of rivalry . . . . . . . . . . . . . . . . . . . . . . . . . 65

3.1.5 Rivalry due to luminance di�erence . . . . . . . . . . . . . . . . . . 70

3.1.6 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

3.1.6.1 Selecting interleaved tone-curve parameters . . . . . . . . 72

3.1.6.2 DiCE for partial overlap HMDs . . . . . . . . . . . . . . . 73

3.1.7 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

3.1.7.1 Validation with a stereo display . . . . . . . . . . . . . . . 75

3.1.7.2 Validation in VR . . . . . . . . . . . . . . . . . . . . . . . 78

3.1.8 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

3.1.9 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83

3.2 Improving depth perception under low luminance . . . . . . . . . . . . . . 84

3.2.1 Display dimming . . . . . . . . . . . . . . . . . . . . . . . . . . . . 87

3.2.2 Depth enhancement . . . . . . . . . . . . . . . . . . . . . . . . . . . 88

3.2.3 3D shape perception . . . . . . . . . . . . . . . . . . . . . . . . . . 89

3.2.4 Stereo constancy model . . . . . . . . . . . . . . . . . . . . . . . . . 92

3.2.5 Stereo-preserving contrast enhancement method . . . . . . . . . . . 94

3.2.5.1 Colour space transformation . . . . . . . . . . . . . . . . . 94

3.2.5.2 Multi-scale decomposition . . . . . . . . . . . . . . . . . . 95

3.2.5.3 Measure of local contrast . . . . . . . . . . . . . . . . . . 96

3.2.5.4 Contrast retargeting . . . . . . . . . . . . . . . . . . . . . 97

3.2.5.5 Reconstructing colour image . . . . . . . . . . . . . . . . . 98

3.2.6 Validation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 99

3.2.7 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101

3.2.8 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104

4 Reproducing Reality 105

4.1 Early attempts of visual Turing test . . . . . . . . . . . . . . . . . . . . . . 109

4.2 HDR-MF-S display . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110

4.2.1 Apparatus overview . . . . . . . . . . . . . . . . . . . . . . . . . . . 112

4.2.2 HDR displays . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 113

4.2.3 Focal planes and optics . . . . . . . . . . . . . . . . . . . . . . . . . 114

4.2.4 Real-scene box . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117

4.2.5 Data camera for light �eld capture . . . . . . . . . . . . . . . . . . 117

4.3 HDR-MF-S imaging & rendering system . . . . . . . . . . . . . . . . . . . 117

4.3.1 HDR light �eld capture . . . . . . . . . . . . . . . . . . . . . . . . . 120

4.3.2 Lumigraph reconstruction . . . . . . . . . . . . . . . . . . . . . . . 120

4.3.3 View-dependent focal plane calibration . . . . . . . . . . . . . . . . 122



4.3.4 Multi-focal lumigraph rendering . . . . . . . . . . . . . . . . . . . . 124

4.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125

4.5 Visual Turing test . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 128

4.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 134

4.7 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 137

5 Conclusion and Future Work 139

References 141





Glossary

3IFC Three-interval forced choice.

ADC Analogue-to-digital converter.

BRDF Bidirectional re
ectance distribution function.

CFA Colour �lter array.

CFF Critical 
icker frequency.

CGH Computer-generated holography.

CIE International Commission on Illumination.

cpd Cycles per degree.

CSF Contrast sensitivity function.

DiCE Dichoptic contrast enhancement.

DoF Depth of �eld.

DR Di�erentiable rendering.

DSLR camera Digital single-lens re
ex camera.

FoV Field of view.

HDR High dynamic range.

HDR-MF-S display High-dynamic-range multi-focal stereo display.

HMD Head-mounted display.

HVS Human visual system.

IPD Inter-pupillary distance.



MAP Maximum a posteriori.

OLED Organic light-emitting diode.

ppd Pixels per degree.

ppi Pixels per inch.

PRG Perceptually realistic graphics.

SLM Spatial light modulator.

SPD Spectral power distribution.

ToF camera Time-of-
ight camera.

VA con
ict Vergence-accommodation con
ict.

VR Virtual reality.

VTT Visual Turing test.



Chapter 1

Introduction

1.1 Overview

Realism is an everlasting and primary pursuit in the �eld of computer graphics. Well-

established physically-based rendering techniques can generate images that are as realistic

as photographs. Nowadays, photorealistic rendering has matured to the point that it is

widely applied in the industry. From natural substances of multitudinous forms to intricate

human facial expressions, artists and engineers can synthesise images of virtual scenes with

complex geometry, materials, and illumination, especially in cinematography where most

cutting-edge graphics algorithms in nearly all sub-�elds are practised. Yet, photorealistic

rendering places an upper limit on the realism achieved by a photograph. Emerging

display technologies can deliver high dynamic range (HDR) and contrast, accurate colour

reproduction, and a close approximation to a full set of real-world cues of 3D structure.

Together, such displays can potentially exceed the realism of photographs and bring

us closer to what we de�ne asperceptual realism| displaying virtual scenes that are

perceptually indistinguishable from real-world 3D scenes.

The increasing level of realism has the potential to signi�cantly impact numerous aspects of

life and society. For instance, in the entertainment sector such as gaming and �lmmaking,

perceptually realistic graphics(PRG) enhances the overall experience by creating a more

believable and engaging environment for players and viewers. In live streaming, PRG

transcends the experience of traditional media by enabling the audience to freely immerse

themselves in every detail of the event. In other domains such as education, business,

science, engineering, and design, incorporating PRG and 3D displays o�ers a valuable tool

for complex concepts and ideas to be demonstrated through vivid visual aids and realistic

simulation. Furthermore, PRG provides an opportunity for individuals to better connect
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with friends, family, and colleagues as if they were physically present. People can also

explore places from afar, such as outer space, natural wonders, museums, and historical

sites, without the need for long-distance travel.

From the physics perspective, the ultimate objective of perceptually realistic graphics is to

reproduce a virtual scene that faithfully approximates the true light �eld of the real world.

Unfortunately, this entails an unreasonable requirement for storage, computing power, and

physical control of light, which is currently unrealisable for any display system. However,

the capability of the human visual system is limited in perceiving minor inaccuracies

in the light �eld. The virtual reproduction of light does not have to be identical in

distribution to its physical counterpart to be perceptually realistic, provided that it is

visually indistinguishable to human eyes.

Limits of human vision have been widely exploited in photorealistic graphics such as

level of detail, tone mapping, and colour coding. We continue this endeavour. In this

dissertation, we investigate the essential visual requirements for perceptual realism and

propose practical solutions that exploit the limits and mechanisms of human vision to push

the quality of computer-generated 3D imagery towards perceptual realism. Throughout

this dissertation, we argue that both the physical and perceptual perspectives are equally

paramount in the evaluation and advancement of perceptually realistic graphics.

With this approach, we start this dissertation with a background on thehuman visual

system(HVS), providing a theoretical basis for the analysis of essential visual requirements

for perceptual realism from the geometric, spectral, and temporal aspects. The most

relevant visual requirements that we identify as essential and fundamental for perceptual

realism areretinal image,spatial resolution, depth perception, dynamic range,contrast,

colour (gamut and accuracy), andtemporal resolution. Such requirements provide concrete

objectives for the aimed displayed qualities of perceptually realistic graphics. Next, we

introduce a perceptually realistic graphics(PRG) pipeline consisting of the acquisition,

representation, and reproduction of the plenoptic function of a 3D scene. We examine both

the physical and perceptual perspectives in the evaluation and advancement of this pipeline.

As many integral parts across the pipeline share the same techniques with photorealistic

graphics, we focus on aspects that are unique or substantial to perceptual realism, such

as computational 3D displays and depth reproduction, high-dynamic-range imaging, and

scene representations for view synthesis with megapixel images. Finally, we present three

approaches to push forward the quality of perceptually realistic graphics by exploiting

the limits and mechanisms of human vision. First, we introduceDiCE, a dichoptic

contrast enhancement method that exploits the binocular fusion mechanism of the human

visual system to boost the perceived local contrast for stereoscopic displays. Next, we

16



introduce Dark Stereo, an algorithm manipulating contrast to facilitate depth perception

for stereoscopic displays under low luminance. Finally, we introduce aHigh-Dynamic-

Range Multi-Focal Stereo display(HDR-MF-S display) with an end-to-end imaging and

rendering system that can reproduce virtual 3D objects with high �delity to the point that

they can be confused with physical ones. Overall, we position our work throughout this

dissertation within a general framework such that each sub-work is dedicated to advancing

certain aspects of the PRG pipeline to improve the quality for certain visual requirements

for perceptual realism, as shown in Figure 1.1.
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Figure 1.1: Illustration of the dissertation structure. We start with a background (Chap-
ter 2) discussing the perception (Section 2.1), acquisition (Section 2.2), representation
(Section 2.3), and reproduction (Section 2.4) of the plenoptic function. In particular,
Section 2.1 identi�es the essential visual requirements for perceptual realism. Sections 2.2 -
2.4 constitute aperceptually realistic graphics(PRG) pipeline. Our main work (Chap-
ters 3 and 4 ) is positioned such that each sub-work focuses on improving speci�c aspects
of the PRG pipeline to meet speci�c visual requirements for achieving perceptual realism.
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Figure 1.2: Comparison of standard stereo images and the images with enhanced perceived
contrast using DiCE [202].

1.2 Apparent enhancement rendering

The quality of visual content depends not only on the physical light distribution of the

content, but also on the latent processing of it by the human visual system. As such, we

can leverage particular characteristics of the HVS to improve the perceived quality of 3D

scenes, transcending the limits of the display device. These approaches are referred to as

apparent enhancementtechniques.

In Chapter 3, we propose two apparent enhancement rendering algorithms designed to

boost the perceived quality of contrast and depth for stereoscopic displays. In Section 3.1,

we presentDiCE [202], a dichoptic contrast enhancing method that exploits the HVS

binocular fusion mechanisms to boost the perceived local contrast and visual quality of

images (Figure 1.2). While this method was inspired by an established model of binocular

contrast fusion, we proposed and empirically validated a rivalry-prediction model to better

explain the main factors contributing to binocular rivalry when two images of di�erent

contrasts are displayed. This way we can e�ectively control the contrast enhancement while

maintaining rivalry at a moderate level. Since the method is based on �xed tone curves, it

has a negligible computational cost, and therefore, is well suited for real-time applications

such as VR rendering. In Section 3.2, we presentDark Stereo[182], a depth-enhancing

method that compensates for the deteriorated depth perception from stereo cues under

19




	Introduction
	Overview
	Apparent enhancement rendering
	Reproducing reality
	Contributions
	Publications

	Background
	Visual requirements for perceptual realism
	Geometric considerations
	Spectral considerations
	Temporal considerations

	High-fidelity 3D scene acquisition
	Geometric image formation
	Photometric image formation

	3D scene representation for perceptually-realistic view synthesis
	Taxonomy
	Differentiable graphics

	3D scene reproduction with computational 3D displays
	Volumetric displays
	Stereoscopic displays


	Apparent Enhancement Rendering
	Improving perceived contrast with binocular fusion
	Tone mapping and contrast enhancement
	Binocular fusion
	Tone mapping exploiting the binocular domain
	Perception in dichoptic presentation

	Dichoptic contrast enhancement
	Tone curves and contrast enhancement
	Interleaved dichoptic tone curves
	Smooth tone curves

	The predictor of rivalry
	Rivalry due to luminance difference
	Implementation
	Selecting interleaved tone-curve parameters
	DiCE for partial overlap HMDs

	Evaluation
	Validation with a stereo display
	Validation in VR

	Discussion
	Summary

	Improving depth perception under low luminance
	Display dimming
	Depth enhancement
	3D shape perception
	Stereo constancy model
	Stereo-preserving contrast enhancement method
	Colour space transformation
	Multi-scale decomposition
	Measure of local contrast
	Contrast retargeting
	Reconstructing colour image

	Validation
	Discussion
	Summary


	Reproducing Reality
	Early attempts of visual Turing test
	HDR-MF-S display
	Apparatus overview
	HDR displays
	Focal planes and optics
	Real-scene box
	Data camera for light field capture

	HDR-MF-S imaging & rendering system
	HDR light field capture
	Lumigraph reconstruction
	View-dependent focal plane calibration
	Multi-focal lumigraph rendering

	Results
	Visual Turing test
	Discussion
	Summary

	Conclusion and Future Work
	References

