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Abstract

Recent advancements in real-time ray tracing and deep learning have significantly
enhanced the realism of computer-generated images. However, conventional 3D
computer graphics (CG) can still be time-consuming and resource-intensive, par-
ticularly when creating photo-realistic simulations of complex or animated scenes.
Image-based rendering (IBR) has emerged as an alternative approach that utilizes
pre-captured images from the real world to generate realistic images in real-time,
eliminating the need for extensive modeling. Although IBR has its advantages, it faces
challenges in providing the same level of control over scene attributes as traditional
CG pipelines and accurately reproducing complex scenes and objects with different
materials, such as transparent objects. This thesis endeavors to address these issues by
harnessing the power of deep learning and incorporating the fundamental principles
of graphics and physical-based rendering. It offers an efficient solution that enables
interactive manipulation of real-world dynamic scenes captured from sparse views,
lighting positions, and times, as well as a physically-based approach that facilitates
accurate reproduction of the view dependency effect resulting from the interaction
between transparent objects and their surrounding environment. Additionally, this
thesis develops a visibility metric that can identify artifacts in the reconstructed IBR
images without observing the reference image, thereby contributing to the design of
an effective IBR acquisition pipeline. Lastly, a perception-driven rendering technique
is developed to provide high-fidelity visual content in virtual reality displays while
retaining computational efficiency.






Zusammenfassung

Jungste Fortschritte im Bereich Echtzeit-Raytracing und Deep Learning haben den
Realismus computergenerierter Bilder erheblich verbessert. Konventionelle 3D-
Computergrafik (CG) kann jedoch nach wie vor zeit- und ressourcenintensiv sein,
insbesondere bei der Erstellung fotorealistischer Simulationen von komplexen oder
animierten Szenen. Das bildbasierte Rendering (IBR) hat sich als alternativer Ansatz
herauskristallisiert, bei dem vorab aufgenommene Bilder aus der realen Welt ver-
wendet werden, um realistische Bilder in Echtzeit zu erzeugen, so dass keine um-
fangreiche Modellierung erforderlich ist. Obwohl IBR seine Vorteile hat, ist es eine
Herausforderung, das gleiche MaR an Kontrolle Uber Szenenattribute zu bieten wie
traditionelle CG-Pipelines und komplexe Szenen und Objekte mit unterschiedlichen
Materialien, wie z.B. transparente Objekte, akkurat wiederzugeben. In dieser Arbeit
wird versucht, diese Probleme zu 16sen, indem die Mdglichkeiten des Deep Learning
genutzt und die grundlegenden Prinzipien der Grafik und des physikalisch basierten
Renderings einbezogen werden. Sie bietet eine effiziente Losung, die eine interak-
tive Manipulation von dynamischen Szenen aus der realen Welt ermdglicht, die aus
sparlichen Ansichten, Beleuchtungspositionen und Zeiten erfasst wurden, sowie
einen physikalisch basierten Ansatz, der eine genaue Reproduktion des Effekts der
Sichtabhangigkeit ermdglicht, der sich aus der Interaktion zwischen transparenten
Objekten und ihrer Umgebung ergibt. Dartber hinaus wird in dieser Arbeit eine
Sichtbarkeitsmetrik entwickelt, mit der Artefakte in den rekonstruierten IBR-Bildern
identifiziert werden kénnen, ohne das Referenzbild zu betrachten, und die somit zur
Entwicklung einer effektiven IBR-Erfassungspipeline beitragt. SchlieRlich wird ein
wahrnehmungsgesteuertes Rendering-Verfahren entwickelt, um visuelle Inhalte in
Virtual-Reality-Displays mit hoher Wiedergabetreue zu liefern und gleichzeitig die
Rechenleistung zu erhalten.
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Chapter 1

Introduction

This thesis proposes several approaches which leverage the power of deep learning
to broaden the scope of image-based rendering algorithms. This chapter describes the
motivation (Section 1.1), introduces the main contributions (Section 1.2), and gives an
overview of the whole thesis (Section 1.3).

1.1 Motivation

The role of computer graphics has become increasingly tangible in our everyday
lives. Today, computer graphics play a pivotal role in the Im industry %, video games,
digital photography, smartphones, and nally, in building the metaverse, a new
world for interacting with technology [Zhao et al., 2022]. The powerful user interfaces
empowered by computer graphics allow artists and individual users to transform
their creative ideas into spectacular digital content quickly [Rombach et al., 2022].
Recent advances in arti cial intelligence (Al) and deep learning techniques have
undoubtedly contributed to the democratization of computer graphics 2 by reducing
costs and enhancing the quality of computer-generated images. Nevertheless, real-
time photorealistic rendering remains a signi cant challenge and is typically only
possible with specialized and expensive graphics hardware 3. Moreover, creating
realistic 3D content and animating it in virtual reality is a laborious task that often
requires extensive time and effort by a skilled artist.

While the current graphics pipeline allows for the manipulation of the physical
attributes of a scene, such as geometry, lighting, and material appearance, there
may be instances where the goal is to reproduce real-world objects rather than
digitally crafting them. Examples of this include digitizing historical landmarks
and artifacts for preservation, which may motivate the cultural heritage industry to
explore virtual tourism opportunities. Another potential application is the creation of
digital humans, which could be more ef ciently achieved by scanning actual bodies
rather than constructing them from scratch.

In fact, sensor data of real-world objects and environments obtained with a
smartphone or DSLR camera can be processed and modeled to create realistic virtual
environments in an easy and ef cient way, and that's what Image-Based Renderi(id@BR)
does. IBR is an alternative approach that holds promise for producing photorealistic
images bypassing costly physical simulations. IBR techniques start with a set of
observations of real-world scenes and enable the generation of new images from
the captured images alone (Figure 1.1). Unlike the 3D model-based rendering in
traditional graphics, the rendering complexity for IBR is typically less dependent on

Twww.collider.com: 8 most realistic CGI characters in movies

2www.ibc.org: How Al is reinventing visual effects

Swww.blogs.nvidia.com: Leading Lights: NVIDIA researchers showcase groundbreaking advance-
ments for real-Time graphics
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FIGURE 1.1: The imagebase rendeiing (IBR) pipeline take: a dens or spars se of oksewvations from

rea-world scene as input anc mocels the undellying structure of the scen (illumination, georretry,

arpeaance etc. using animplicit or explicit 2D/3D refresertation. The IBR prcces ultimately erables
rendeling nove otsevations of the scen by re-cor g uring the scen perameters (e.g. the canere or

light sourci pcsition) inferrec througt the moceling precess.

scene content, so the rendering time can be accelerated by decoupling from scene
complexity and simply re-sampling the captured images. The source of the input
images to the IBR can be actual photographs, virtual content, or even a mixture of
both. Light eld (LF) rendering is one of the earliest forms of IBR, where an LF in a
given scene captures information, including both the intensity and the direction of
the light rays. By extracting appropriate 2D slices from the 4D LF, new views of the
scene can be created. IBR was initially developed to change camera viewpoints from
those that were captured; however, it has evolved beyond just visualizing scenes from
different angles, and researchers are now interested in extracting and modifying other
components of a scene, such as lighting and material properties of objects. The ability
to retrieve the parameters of a real scene allows for the seamless integration of real
and digital content, especially in augmented reality and visual effects applications.
Additionally, IBR enables more straightforward model acquisition from photographs,
which can be used to replace traditional geometric models in the modeling of complex
scenes. This can be useful in creating scene content for gaming environments using
available photos of real-world objects and environments or in helping an interior
designer avoid the time-consuming process of designing every piece of furniture
from scratch by working with a 3D model created from a collection of photos.
Nonetheless, key challenges must be addressed to regard an IBR approach as
successful. The primary challenge is achieving high- delity reconstruction. Recent
IBR representations [Tewari et al., 2020; Tewatri et al., 2022] have demonstrated signif-
icant success in generating novel views of scenes with complex occlusion patterns
and detailed structures. However, many of these representations are suitable for
opaque surfaces and need help reproducing the correct view dependency effects for
objects with different material appearances, such as transparent objects. Though the
reconstruction provided by the current techniques is stable over time and contains
few artifacts, there is no guarantee that the generated images will retain the qual-
ity of captured images and that the texture quality will not be degraded. The next
challenge concerns the practical IBR, ensuring both the acquisition process and the
rendering step are ef cientin terms of time and computation. Accurate reconstruction
of the scene primarily requires dense sampling, which, unfortunately, results in ex-
cessive storage, capturing, and processing time. Recent IBR approaches can function
with sparse and unconstrained input images, allowing for easy, low-cost acquisition;
yet, they struggle to provide fast optimization and real-time rendering. Real-time
rendering and interaction, however, are essential for virtual and augmented reality
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applications in gaming, entertainment, healthcare, simulation, education, and other
areas where hardware resources and memory bandwidth are often limited. Unrav-
eling other graphic attributes to enable additional applications is another desired
feature. With modern deep-learning-based techniques, it is now feasible to re-light
the scene by changing the position of the light source or editing material properties,
or even re-timing a dynamic sequence along with changing the viewpoint. However,
there is still a lack of a uni ed presentation that can offer all these functions at once.
Another concern is related to the scalability of an IBR method. It is highly desirable
that the output of an IBR process can scale to any screen resolution or type, depending
on whether it is a cell phone, a TV screen, or a head-mounted display (HMD), while
remaining computationally ef cient.

The approaches presented in this thesis aim to extend the scope of IBR algorithms
by alleviating some of the remaining challenges. The rst step towards achieving
this goal is designing a neural network (NN) that already knows the “basic rules” of
graphics (lighting, 3D projection, occlusion) and the “basic laws” of physical-based
rendering (volume rendering, eikonal light transport) in a compact and differentiable
form. Through the custom adaptation of NN and reformulation of the IBR represen-
tation, this thesis becomes able to {) provide an interactive joint space, time, and
light exploration in the captured real scenes and (ii) correctly reproduce the view
dependency effect resulting from the interaction between the transparent objects and
the surrounding environment. This way, IBR will gain greater versatility and provide
more visually engaging experiences in virtual reality applications.

In the second step, inspired by the fact that humans are capable of spotting dis-
tortions in the images even without seeing their reference, this thesis develops a
visibility metric that can locate artifacts in the reconstructed IBR images without the
need to observe the reference image. Such a metric can contribute to the design of
an effective IBR acquisition pipeline that will, in turn, minimize the compromise be-
tween reconstruction quality and capturing density by guiding the acquisition device
to capture densely in regions where accurate reconstruction is highly challenging.
Moreover, the human perception system is not always susceptible to visual errors,
depending on the location, magnitude, and structure of errors in an image, hence
allowing for a degree of imperfection in the rendered images, yet it is invisible to
the human eye. Recognition of this insight enables us to develop ef cient rendering
techniques for improving visual content in virtual reality displays, where it often
faces a trade-off between computational ef ciency and perceptual quality.

1.2 Contributions

This thesis uses two tools to enable more ef cient and versatile IBR: Implicit scene
representation and image quality evaluation.

Implicit scene representation  Traditional photorealistic rendering of real-world
scenes proves tedious and challenging due to the need to reconstruct all physical
parameters describing the rendered scenes. Recently, implicit scene representations
have become a viable alternative to this task, where the entire scene is encoded into
the parameters of a neural network. This compact scene representation is learned
based on observations provided as unordered or structured sets of multi-view images.
Inspired by this representation, Chapter 3 (based on Bemana et al. [2020]) presents
X-Field,
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« a compact solution for providing high-quality interpolation within a sparse
(structured) set of light-view-time images,

» an ef cient representation that can scale to high-resolution images and still
provide real-time rendering, and

* alearning-based approach that does not require a large training dataset.

Despite recent advances in scene representations, existing approaches cannot
properly reconstruct novel views of transparent objects with complex refraction and
require special treatment. This problem is tackled by lifting the assumption that light
rays are traversing in straight lines and adapting a physically correct approach to bend
the light rays when they intersect with a refractive object in the scene. Speci cally,
Chapter 4 (based on Bemana et al. [2022]) integrates the physical laws of the eikonal
light transport [Ihrke et al., 2007] with a state-of-the-art novel view synthesis method
(NeRF [Mildenhall et al., 2020]) and presents

« a high-quality novel view reconstruction of refractive objects which does not
require any shape prior and can work with unconstrained capturing setup and
scene con guration,

« an implicit representation that can model refractive objects with a spatially
varying index of refraction, and

« avolume rendering formulation for the curved light rays using Ordinary Dif-
ferential Equation (ODE).

Image quality evaluation  The development of an image quality metric can play
an important role in accelerating the performance of IBR techniques. Commonly
used image quality evaluations either focus on providing a single score per image or
require a reference image to access the quality [Wang et al., 2004b; Zhang et al., 2018].
However, having a visibility metric with localized error prediction is essential for
quality control, especially in IBR, where the artifacts are often localized. Moreover,
the reference images in many applications are not readily accessible; they might be
impossible to compute or unavailable. Therefore, it becomes more sensible not to
always rely on reference pairs. To this end, Chapter 5 (based on Bemana et al. [2019])
proposes

* a per-pixel no-reference quality metric for identifying IBR artifacts,
« atraining strategy to avoid false positive and negative predictions, and

» two applications to validate the proposed non-reference metric in light- eld
production.

A critical requirement for the faithful reconstruction of virtual 3D content is the
reproduction of accommodation cues. Recent studies have shown that multilayer
displays, such as light- eld displays, are promising solutions for HMDs to provide
near-correct accommodation cues [Hua, 2017]; however, a bigger challenge is in-
volved in rendering multiple images in real-time for such advanced HMDs. In this
regard, this thesis devises a perceptual model to locally determine where a low-cost
decomposition strategy, namely, linear blending (LB) [MacKenzie et al., 2010], can
be applied instead of the costly light- eld rendering (LFS) [Lee et al., 2016] without
sacri cing visual quality. Particularly Chapter 6 (based on Yu et al. [2019]) develops



1.3. Outline 5

« aperception-based hybrid decomposition method that combines the advantages
of the above strategies and achieves both real-time performance and high-
delity results,

« agaze-dependent viewpoint sampling of LFS to improve reconstruction quality,

» a series of targeted perceptual experiments that measure the differences in
visual quality between LB and LFS for different spatial frequencies, luminance
contrasts, depth con gurations, and eccentricities,

« adomain-speci c calibration of the structural similarity index (SSIM) for pre-
dicting the visible differences between LB and LFS, which provides generalized
perceptual insights beyond the scope of the perceptual experiments, and

e a uni ed optimization framework for the LB and LFS decompositions and
an ef cient adaptation of the simultaneous algebraic reconstruction technique
(SART) to CUDA for real-time decompositions.

The author of this thesis is the main contributor of the work presented in each
chapter; however, is not engaged in some parts in Chapter 6, including the imple-
mentation of ray-tracing and eye-tracking, the preparation of the scenes, and running
perceptual experiments.

1.3 Outline

This thesis is organized as follows. Chapter 2 reviews and discusses relevant work.
Chapter 3 introduces the proposed compact solution for joint light-view-time image
interpolation. Chapter 4 presents the eikonal-based approach to correctly synthesizing
the novel view of refractive objects. Moving on to the image quality metric in
Chapter 5, where a no-reference visibility metric is designed for detecting artifacts
in IBR images. Finally, Chapter 6 discusses the proposed perception-driven hybrid
decomposition technique for multilayer accommodative displays. The conclusion of
this thesis and discussion of promising research directions are provided in Chapter 7.






Chapter 2

Previous Work

This chapter reviews the previous work relevant to this thesis. The existing methods
on image-based interpolation and view synthesis for transparent objects are discussed
in Section 2.1 and Section 2.2, respectively. Then previous work regarding the objec-
tive image quality metrics are covered in Section 2.3. Finally, the topics related to
multi-layered displays are reviewed in Section 2.4.

2.1 Image-Based Interpolation

Image-based interpolation is a long-standing problem in the vision and graphic
community and spans many dimensions. This section reviews previous techniques
to interpolate across discrete sampled observations in view (light elds), time (video),
space-time, and illumination (re ectance elds). Table 2.1 summarizes this body of
work along multiple axes.

2.1.1 View

View interpolation, aka novel view synthesis, refers to the proces: of generating
novel view points of a scene given a sel of existing images or videos. This section
reviews existing traditional approaches and recent learning-basec methods for view
interpolation.

Traditional approaches The concept of view interpolation was rst introduced by
Chen and Williams [1993]. It involves creating novel views by warping input images
with pixels correspondence computed from image range data. Levoy and Hanrahan
[1996], as well as Gortler et al. [1996], were also the rst to formalize the concept
of the light eld (LF) and to devise acquisition hardware to capture it. Later view
interpolation solutions, such as Unstructured Lumigraph Rendering (ULR) [Buehler
et al., 2001; Chaurasia et al., 2013], involves creating proxy geometry to warp [Mark
et al., 1997] multiple observations into a novel view and blend them with speci c
weights. Avoiding the dif culty of reconstructing geometry or 3D volumes has been
addressed for LFs in [Du et al., 2014; Kellnhofer et al., 2017]. More recent works have
used per-view geometry [Hedman et al., 2016b] and learned ULR blending weights
[Hedman et al., 2018] to allow sparse input and view-dependent shading.

LF methods come rstin Table 2.1, where they are checked “view” as they gen-
eralize across an observer's position and orientation. Depending on resources, a
capture setup can be considered simple (cell phone) or more involved (light stage)
as denoted in the “easy capture” column in Table 2.1. An important distinction is
that a capturing can be denseor sparsedenoted as “Sparse” in Table 2.1. Sparsity
depends less on the number of images but more on the difference between captured
images. Very similar view positions [Kalantari et al., 2016] as for a Lytro camera can
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be considered dense, while 34 views on a sphere [Lombardi et al., 2019a] or 40 lights
on a hemisphere [Malzbender et al., 2001] are sparse. The focus of this thesis is on
wide camera baselines, with typically M N cameras spaced by 5-10 cm [Flynn
et al., 2019], and respectively a large pixel disparity ranging up to 250 pixels [Daba a
et al., 2016; Mildenhall et al., 2019], whereM and N are single-digit numbers, e. g.,
3 3,5 50reven?2 1.

Multi -plane im age representation  With the advent of neural networks, Flynn et al.
[2016] proposed the rst method applying deep neural networks to the problem
of view synthesis for a set of real-world images. They decompose the scene into
multiple depth planes of the output view and construct a view-dependent plane
sweep volume (PSV) to render novel views. Kalantari et al. [2016] adopt a similar
idea to learn to synthesize novel views for LF data. They indirectly learn depth maps
without depth supervision to interpolate between views in a Lytro camera. Instead of
using proxy geometry, Penner and Zhang [2017a] have suggested using a volumetric
occupancy representation. By learning how neighboring input views contribute to
the output view, the multi-plane image (MPI) representation [Zhou et al., 2018] can
be built, which enables high-quality local LF fusion [Mildenhall et al., 2019]. Inferring
a volumetric/MPI representation can be facilitated with learned gradient descent
[Flynn et al., 2019], where the gradient components directly encode visibility and
effectively inform the NN on the occlusion relations in the scene. MPI techniques
avoid the problem of explicit depth reconstruction and allow for softer, more pleasant
results. A drawback in deployment is the massive volumetric data, the dif culty of
distributing occupancy therein, and nally, the bandwidth requirements of volume
rendering itself.

This thesis also involves a learning route and uses a NN to represent the scene
implicitly (Chapter 3), and the deployment only requires a few additional kilobytes
of NN parameters on top of the input image data and rendering in real-time. From
yet another angle, ULR-inspired IBR creates an LF (view-dependent appearance) on
the surface of a proxy geometry, i. e., a surface light eld Chen et al. [2018a], using
an MLP, as well as Thies et al. [2019], using a CNN, have proposed to represent this
information using a NN de ned in the texture space of a proxy object. While inspired
by the mechanics of sparse IBR, results are typically demonstrated for rather dense
observations. In contrast, this thesis does not assume any proxy to be given but jointly
represents the appearance and the geometry used to warp over many dimensions in
a single NN, trained from sparse sets of images (Chapter 3).

Flow -based methods The Appearance Flow work of Zhou et al. [2016] suggests
combining the idea of warping pixels with learning how to warp. While Zhou et al.
[2016] typically consider a single input view, Sun et al. [2018b] employ multiple views
to improve warped view quality. Both works use an implicit representation of the
warp eld, i. e., a NN that for every pixel in one view predicts from where to copy
its value in the new view. While those techniques worked best for xed camera
positions that are used in training, Chen et al. [2019b] introduces an implicit NN
of per-pixel depth that enables an arbitrary view interpolation. All these methods
require extensive training for speci c classes of scenes, such as cars, chairs, or urban
city views.

This thesis takes this line of work further by constructing an implicit NN repre-
sentation that generalizes jointly over complete geometry, motion, and illumination
changes (Chapter 3). The task, on the one hand, becomes simpler as it does not need
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to generalize across different scenes, yet on the other hand, it is also harder as it
requires generalizing across many more dimensions and provides state-of-the-art
visual quality.

Im plicit volumetric representation  Another step of abstraction is voxel representa-
tion [Sitzmann et al., 2019a]. Instead of storing opacity and appearance in a volume,
abstract “persistent” features are derived, which are then projected using learned
ray-marching. The volume was learned per scene. Lombardi et al. [2019b] propose a
voxel grid with an interpolation that is optimized using a CNN and encodes both dy-
namic geometry and appearance. Learned warping is performed to reduce memory
requirements and improve the resolvable details. Recently, implicit scene representa-
tion [Sitzmann et al., 2019b], and [Saito et al., 2019] has become a promising approach
for high-quality novel view synthesis. Mildenhall et al. [2020] introduce a volumetric
opacity representation called NeRF that encodes geometry and appearance using
a multi-layered perceptron (MLP) trained on a large set of multiple-view RGB im-
ages and proves to be extremely successful in novel view synthesis tasks. Despite
producing high-quality results, MLP-based approaches are slow in rendering and
optimization, especially for high-resolution images. A speed-up can be achieved
with the recent grid-based structure (with no neural components) [Yu et al., 2021a; Yu
et al., 2021b] or multiresolution hash table augmented with a shallow neural network
[Muller et al., 2022], or multiple compact low-rank tensor components [Chen et al.,
2022], which they directly optimize from the input images using gradients methods.
However, these representations are usually less compact, resulting in large storage
requirements, especially for rendering large scenes or high-resolution images. Such
approaches are called “implicit” in Table 2.1 when the NN replaces the pixel basis,
i. e., the network provides a high-dimensional getPixel(x) . These approaches use
an MLP that can be queried for occupancy [Chen and Zhang, 2019; Sitzmann et al.,
2019b; Saito et al., 2019], color [Oechsle et al., 2019; Sitzmann et al., 2019b; Mildenhall
et al., 2020] etc. at different 3D positions along a ray for one pixel. The X-Field
representation introduced in Chapter 3 makes two changes to this design. First, it
predicts texture coordinates rather than appearance. These drive a spatial transformer
[Jaderberg et al., 2015] that can copy details from the input images without represent-
ing them and do so at high speed (20 fps). Second, it trains a 2D CNN instead of a 3D
MLP that, for a given X-Field coordinate, will directly return a complete 2D per-pixel
depth and correspondence map. For an X-Field problem, this is more ef cient than
ray-marching and evaluating a complex MLP at every step [Tewari et al., 2022].

While implicit representations have so far been demonstrated to provide a certain
level of delity when generalized across a class of simpler shapes (cars, chairs, etc.).
This thesis makes the task simpler and generalizes less while producing quality to
compete with the state-of-the-art view, time and light interpolation methods from
computer graphics. Inspired by [Nguyen Phuoc et al., 2018], some work [Sitzmann et
al., 2019a; Nguyen Phuoc et al., 2019; Sitzmann et al., 2019b] learns the differentiable
tomographic rendering step, while other work has shown how it can be differentiated
directly [Henzler et al., 2019a; Lombardi et al., 2019a; Mildenhall et al., 2020]. This
thesis avoids tomography and works with differentiable warping [Jaderberg et al.,
2015] with consistency handling inspired by unsupervised depth reconstruction
[Godard etal., 2017; Zhou et al., 2017]. Avoiding volumetric representations allows for
real-time playback while at the same time generalizing from view to other dimensions
such as time and light.
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2.1.2 Time (Video)

Videos comprise discrete observations of a scene over time and hence are a sparse
capture of the visual world. To get smooth interpolation, e.g., , for slow-motion
(individual frames), motion blur (averaging multiple frames) images need to be
interpolated [Mahajan et al., 2009], potentially using NNs [Sun et al., 2018a; Jiang
et al., 2018; Bao et al., 2019b; Bao et al., 2019a; Wang et al., 2018a]. More exotic
domains of video re-timing, which involve annotation of a fraction of frames and
one-off NN training, include the visual aspect in sync with spoken language [Fried
and Agrawala, 2019]. Although the recent techniques [Reda et al., 2022; Sim et al.,
2021] have shown great success in handling scenes with large uniform motion and
the presence of complex occlusions, the computational cost for these methods is
relatively high, hindering a real-time performance, especially for a high-resolution
input. One can take an existing frame interpolation framework and perform multiple
interpolation steps to reach any point within the view-time-light cube. However, even
with a fast method like Jiang et al. [2018], this approach becomes inef cient in terms
of run time, requiring up to seven steps for interpolation within the view-time-light
cube.

2.1.3 Space-Time

Warping can be applied to space or time, as well as to both jointly [Manning and
Dyer, 1999], resulting in LF video [Wang and Yang, 2005; Lipski et al., 2010; Wang
et al., 2017; Zitnick et al., 2004]. Recent work has extended deep novel-view methods
into the time domain [Lombardi et al., 2019a]. They also use warping for a very
different purpose: deforming a pixel-basis 3D representation over time to avoid
storing individual frames (motion compensation). Both methods of Sitzmann et al.
[2019a] and Lombardi et al. [2019a] are limited by the spatial 3D resolution of volume
texture and the need to process it, while this thesis works with 2D depth and color
maps only (Chapter 3). As they learn the tomographic operator, this limit in resolution

is not a classic Nyquist limit, e. g., sharp edges can be handled, but results typically
are on isolated, dominantly convex objects. Ultimately, this thesis does not claim
depth maps to be superior to volumes per se, instead suggests that 3D volumes have
their strength for seeing objects from all views (at the expense of resolution), whereas
using images is more for observing scenes from a “funnel” of views but at high 2D
resolution. No work yet is able to combine high resolution and arbitrary views, not
to mention time. Recent implicit-based representation methods [Park et al., 2021;
Pumarola et al., 2021] deal with dynamic content by jointly learning a canonical NeRF
volume and a deformation eld or a dense scene ow elds [Lietal., 2022b; Gao et al.,
2021] between the scene at a particular moment in time and the scene in canonical
space. Such deformation can also be implemented as ray bending, where straight rays
are deformed non-rigidly [Tretschk et al., 2021a]. While the input to these methods
is merely a monocular video with only one view observation at each time stamp, it
often contains a dense observation in the time domain. Moreover, the training step
usually takes several days, and rendering is still far from real-time.

2.1.4 Light (Re ectance Fields)

While an LF is speci c to one illumination, a re ectance eld(RF) [Debevec et al., 2000]
is a generalization additionally allowing for relighting, often just for a xed view.
Dense sampling for individually controlled directional lights can be performed using
Light Stage [Debevec et al., 2000], which leads to hundreds of captured images. The
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Method Citation Generalize Interface Implem. Remarks
Unstructured Lumigraph [Buehler et al., 2001] 33773373777 IBR
Inside Out [Hedman et al., 2016h] 33773333777 IBR; SfM; Per-view geometry
LF View Interp. [Kalantari et al., 2016] 33777773377 Lytro; Learned disparity and fusion
Soft 3D [Penner and Zhang, 2017a) 337 7337 37 7 7 MPI
Deep Blending [Hedman et al., 2018] 337733333717 IBR; SfM; Learned fusion
Deep Surface LFs [Chen et al., 2018a] 73777737377 Texture; Lumitexel; MLPs
Local LF Fusion [Mildenhall et al., 2019] 33773333377 MPI
DeepView [Flynn et al., 2019] 73773377377 MPI
Neural Textures [Thies etal., 2019] 73777737333 Texture; Lumitexel; CNNs
DeepVoxels [Sitzmann et al., 2019a] 73777377333 3D CNN
HoloGAN [Nguyen Phuocetal.,2019] 337 7 7 7 73373 Adversarial; 3D representation
Appearance Flow [Zhou et al., 2016] 313777777333 App. Flow; Fixed views
Multi-view App. Flow [Sun etal., 2018b] 323777777333 App. Flow; Learned fusion; Fixed views
Spatial Trans. Net IBR [Chen et al., 2019b] 333777337333 App. Flow; Per-view geometry; Free views
NeRF [Mildenhall et al., 2020] 73777373333 MLPs, ray-marching
Plenoxels [Yuetal., 2021a] 73777333333 Voxel girds; no neural components
TensoRF [Chen et al., 2022] 73777333333 Compact low-rank tensors
Instant-NGP [Miiller et al., 2022] 73777333333 Multiresolution hash table; Shallow MLP
Moving Gradients [Mahajan et al., 2009] 37377773777 Gradient domain
Super SlowMo [Jiang et al., 2018] 37373773377 Occlusions: Learns visibility maps
Video-to-video [Wang et al., 2018a] 37377773377 Adversarial; Segmented content editing
Puppet Dubbing [Fried and Agrawala, 2019] 7 7 37 7 733337 Visual and sound sync.
Depth-aware Frame Int. [Bao et al., 2019a] 37373773377 Occlusions: Learns depth maps
MEMC-Net [Bao etal., 2019b] 37373773377 Occlusions: Learns visibility maps
XVFI [Sim et al., 2021] 37373773377 Learns occlusions maps; 1000-fps dataset
FILM [Reda et al., 2022] 37373773337 Implicit occlusions handling
Layered Representation [Zitnick et al., 2004] 33373337777 MVS reconst.; Layered Depth Images
Video Array [Wilburn et al., 2005] 33377777777 Optical ow
Virtual Video [Lipski et al., 2010] 33373333777 Structure from Motion (SfM)
Hybrid Imaging [Wang et al., 2017] 333734733377 Lytro+DSLR camera system
Neural Volumes [Lombardi et al., 2019a] 73377737333 3D CNN; LightStage; Fixed time (video)
Scene Represent. Net [Sitzmann et al., 2019b] 353377777333 3D MLP
PIFu [Saito et al., 2019] 363373373333 3D MLP
D-NeRF [Pumarola et al., 2021] 73377377333 MLPs; Deformation eld
NR-NeRF [Tretschk et al., 2021a] 73377373333 MLPs; Non-rigid deformation
Neural 3D Video [Lietal., 2022b] 73377373333 MLPs; 3D motion ow elds
Polynomial Textures [Malzbender et al., 2001] 77337737737 LightStage
Neural Relighting [Renetal., 2015] 77737377337 MLP; LightStage and hand-held lighting
Sparse Sample Relighting  [Xuetal., 2018] 37733337377 Optimized light positions
Deep Re ectance Fields [Meka et al., 2019] 377737777337 LightStage; Moving Performers
Total relighting [Pandey et al., 2021] 37733733373 LightStage; Fixed-view portrait relighting
Lumos [Yeh etal., 2022] 37733733373 Portrait relighting; Synthetic LightStage
Sparse Sample View Synth. [Xuetal., 2019] 33733337377 Optimized lights as in [Xu et al., 2018]
Multi-view Relighting [Philip et al., 2019] 337333333717 Geometry proxy; Auxiliary 2D buffers
The Relightables [Guo etal., 2019] 33737737377 LightStage; Depth sensor data
Deep Relightable Textures [Meka et al., 2020] 383737377333 LightStage; Neural rendering
NeRV [Srinivasan et al., 2021] 73737733333 Known illumination; Decomposed BRDF
NeRD [Boss et al., 2021] 73737333333 MLPs; Decomposed BRDF
Relighting4D [Chen and Liu, 2022] 73737333333 Full-body relighting; Monocular video
RANA [Igbal et al., 2022] 33737333333 Articulated human relighting
Ours 733337 °33333

TABLE 2.1: Comparison of space, time, and illumination interpolation methcalss) with respect to
capabilitiegcolumns), with an emphasis on deep methods3fSimilar-class scenes demonstrated,
e.g., cars, chairs, urban city viewd;F sparse in time®Clothed humans demonstratetduman

faces showrfOnly for human performance capture, but can generalize to unseen perforfi@mbg;
structured grids are shown. Should support unstructured, as long as the transformation between views
is known.)

number of images can be reduced by employing specially designed illumination
patterns [Fuchs et al., 2007; Peers et al., 2009; Reddy et al., 2012] to exploit various
forms of coherence in the light transport function. For interpolation, the signal is
frequently separated, such as into highlights, re ectance, or shadows [Chen and
Lensch, 2005]. One method in this thesis (Chapter 3) also found such a separation
helpful. Angular coherence in incoming lighting leads to an ef cient re ectance eld
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representation as polynomial texture maps [Malzbender et al., 2001], which can be
further improved by neural networks whose expressive power enables one to capture
non-linear spatial coherence [Ren et al., 2015], or generalize across views [Maximov et
al., 2019]. Xu et al. [2018] directly regresses images of illumination from an arbitrary
light direction when given ve images from speci c other light directions. The
innovation is in optimizing what should be input at test time. Still, the setup requires
custom capture dome equipment, as well as input images taken from those ve very
speci c directions. For scenes captured under controlled illumination for multiple
sparse views, generalization across views can be achieved by concatenation with a
view synthesis method [Xu et al., 2019]. While the results are compelling on synthetic
scenes, the method exhibits dif culties in handling complex or non-convex geometry,
as well as high-frequency details such as specularities and shadows [Meka et al.,
2019]. An approximate geometry proxy and extensive training over rendered scenes
might compensate for inaccuracies in derived shadows and overall relighting quality
[Philip et al., 2019]. Specialized systems for relighting human faces and characters
remove many such limitations, including xed view and static scene assumptions,
using advanced Light Stage hardware that enables capturing massive data for CNN
training [Meka et al., 2019] and complex optimizations that are additionally fed with
multiple depth sensor data [Guo et al., 2019]. As only two images for an arbitrary
face or character under spherical color gradient lighting are required at the test time,
real-time dynamic performance capturing is possible. Free-view point rendering of
dy namic performers can also be achieved through CNN -based LF-style interpolation
in Meka et al. [2020], whereas Guo et al. [2019] capture complete 3D models with tex-
tures and can easily change view point aswell. The custom capture hardware required
in these relight ing approaches hinders their usein cesual photography. Pandey et al.
[2021] enables changing the light ing condition of a single portrait image but still relies
on Light Stage data for training supervision. Yeh et al. [2022 overcome this lim itation
by utilizing synthetic custom data and a synthetic to real domain adaptation module,
resulting in temporally consistent video portrait relighting. This thesis employs
speci c-scene training and removes the requirements for massive training data and
costly capturing hardware [Meka et al., 2020; Guo et al., 2019]. At the same time,
it enables the real-time rendering of animated scenes under interpolated dynamic
lighting and view position (Chapter 3).

Recent techniques [Boss et al., 2021; Srinivasan et al., 202 adapt the NeRF repre-
sertation [Mildenhall et al., 2020] and employ a physically-basec rendering to extract
the volume density of a scene along with BRDF material prop erties of the objects,
which then allows rendering novel views of the object under arbitrary illumination.
How ever, these techniques primarily focus on relight ing static objects and do not
effectively incorporate both illumination and scene dy namics. Relight ing full -body
dy namic avatars is made possible by simultaneously estimating geometry, texture,
and environment light ing from a short video clip of the person[Chen and Liu, 2022;
Igbal et al., 2022..

2.2 \View Synthesis for Transparent Objects

As the focus of this thesis in Chapter 4 is the novel-view synthesis for refractive
transparent objects, Section 2.2.1 rst discusses this problem with an emphasis on
recent neural rendering solutions that can handle specular effects. Section 2.2.2 also
overviews the image-based modeling of transparent objects, which is a more general
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setup than required in this thesis, but still, some similarities can be found. Finally, the
physics-based eikonal rendering is discussed (Section 2.2.3).

2.2.1 Reproducing Specular Effects

Complementary to Section 2.1.1, this section reviews solutions for novel-view synthe-
sis in static scenes, where 3D representations such as multi-layer perceptron (MLP),
voxel grids, and multi-plane images (MPI) are disentangled from material prop-
erties and image formation processes so that classic physics-based rendering can
be employed to simulate complex lighting effects such as specular re ection and
refraction.

Neural radiance elds (NeRF) Using the NeRF MLP-based representation [Milden-
hall et al., 2020], the view-dependent RGB color and view-independent density
are learned as sharp functions in space and smooth functions in angle, where the
density determines the contribution of each location to the color integrated along
any ray traversing the NeRF volume. In the case of near-mirror or near-glass re-
ection/refraction, appearance cannot be described as a smooth function of angle
anymore [Guo et al., 2021]. As a result, low-frequency, view-dependent effects such
as highlight positions can be partially reproduced; however, the scene seen in mirror
re ections or through transparent objects appears notoriously blurry or with ghosting
artifacts [Ichnowski et al., 2021]. Some solutions exist [Zhang et al., 2021b; Boss et al.,
2021] to disentangle normal vectors and spatially-varying re ectance by manipulating
the NeRF density representation. Still, highly specular surfaces with a clearly visible
re ected environment cannot be reproduced. This thesis (Chapter 4) does not fully
rely on the NeRF geometry and uses the diffuse scene only as a backdrop. Inspired
by traditional image-based rendering [Sinha et al., 2012; Xu et al., 2021] for scenes
with planar re ections, Guo et al. [2021] introduce NeRFReN, where an additional
NeRF structure is proposed that renders a re ected image and composes it additively
with the traditional NeRF rendering. MirrorNeRF [Wang et al., 2021b] employs a
catadioptric imaging system based on an array of hemispherical mirrors, enabling
a single-shot portrait reconstruction and rendering. An implicit representation of
a continuous displacement eld is learned per mirror to warp every sample point
from rays emitted by a given mirror to a common reference NeRF space. Only the
sample point position is warped, but its viewing direction is not changed, while in
this thesis, view directions are bent within a novel NeRF structure. A similar concept
of warping is employed to accommodate non-rigid object deformations to a canonical
reference NeRF [Pumarola et al., 2020; Tretschk et al., 2021b], but again straight rays
are considered in rendering. Recently, Huang et al. [2021] introduce high dynamic
range HDR-NeRF that relies on RAW-captured images that might further improve
the quality of specular effect rendering.

Other volumetric representations Sharper mirror re ection and transparency ef-
fects can be obtained using an extension of the multiplane image (MPI) representation,
where for every pixel in a stack of parallel semi-transparent planes, directional infor-
mation using learned basis functions is stored [Wizadwongsa et al., 2021]. Similarly,
as for other MPI-based and neural light elds [Attal et al., 2021] methods, only nar-
row baselines are supported. Signed distance elds (SDF), possibly encoded into an
MLP, can be used to represent surface geometry and recover non-spatially-varying
re ectance using spherical Gaussians that, in turn, enables good quality re ections
[Zhang et al., 2021a]. In an alternative point-based representation [Kolos et al., 2020],
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where each point is associated with a learnable photometric, geometric, and trans-
parency descriptor, a relatively sharp depiction of semi-transparent objects is achieved
when the non-distorted background is also known. However, specular effects are

explicitly excluded from the training data.

In all those solutions, an important limiting factor is a straight light path assump-
tion in the rendering formulation that neglects light re ection and refraction effects
for complex geometry settings. The method in this thesis (Chapter 4) additionally
reconstructs a volumetric index of refraction (IoR) eld along with simulating the
laws of physics associated with refractive effects, which enables explaining the input
RGB images at the learning time and consequently provides a meaningful synthesis
of novel views at the test time.

2.2.2 Transparent Surface Reconstruction

The visual appearance of transparent objects is strongly affected by their absorptive,
refractive, and re ective properties and varies with background and illumination,
which makes image-based reconstruction of such surfaces a dif cult, fundamentally
under-constrained problem that requires dedicated solutions. This section rst dis-
cusses more foundational work that formulates theoretical conditions to make such
reconstruction computationally tractable. Then, the environment matting techniques
are discussed. These techniques are trying to solve a more focused problem of back-
ground deformation by a transparent object so that such an object can be composited
onto different backgrounds. Finally, this section presents the practical solutions for
reconstructing a complete transparent object geometry, e. g., in the form of explicit
meshed or point-based and implicit NeRF models that are then suitable for arbitrary
re-rendering. Typically such reconstruction is performed in controlled environments,
often with the use of structured illumination. In contrast, other applications such as
robotics require such reconstruction in the wild, in potentially cluttered scenes. Those
two scenarios are brie y discussed with an emphasis on recent machine learning
solutions, and the existing surveys [Ihrke et al., 2008; lhrke et al., 2010] discuss a more
comprehensive treatment.

Theoretical foundations  Kutulakos and Steger [2008] investigate two-interface
refractive light interaction with a surface, and for every pixel, recover multiple 3D
points so that a ray exiting the surface can be reconstructed. They show that by
using a three-viewpoint setup, they can reconstruct the underlying general geom-
etry. Importantly, they enumerate a tractable number of light bounces that can be
reconstructed along a light path for various acquisition setups. Importantly, they
also demonstrate that by purely geometric means, it is impossible to reconstruct
individual light paths when light bounces more than two times. The two-refraction
case, where the correspondence between the incident and exit is found, has been
investigated in follow-up work [Tsai et al., 2015].

Environment matting A deformation pattern in the light transport is reconstructed
for a transparent object that is imposed on differently structured backgrounds using

a sequence of images, where additionally undeformed background must be known
[Zongker et al., 1999; Chuang et al., 2000; Peers and Dutré, 2003], or may remain
unknown [Matusik et al., 2002; Wexler et al., 2002]. Khan et al. [2006] demonstrate
that even signi cant departs of such a deformation pattern from physical refractive
processes can be tolerated by human perception to make realistically-looking com-
positing of a transparent object over any background. Even a simple user markup
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with deformed/non-deformed stroke pairs might be suf cient to derive such a plau-
sible deformation pattern [Yeung et al., 2011]. Along a similar line, Chen et al. [20193]
propose a massively-trained neural network that, at test time, derives a transparent
object mask, an attenuation mask, and a realistically-looking deformation pattern all
from a single photograph so that the transparent object can be composited onto any
background.

Reconstruction in controlled environments Various dedicated setups that rely on
light- eld background displays [Wetzstein et al., 2011b], transmission imaging [Kim et
al., 2017b], and X-ray computational tomography (CT) scanners [Stets et al., 2017] have
been used for transparent object geometry reconstruction. In intrusive setups, which
require immersing transparent objects into a liquid with matching IoR, straight light
paths can be assumed that greatly simpli es CT reconstruction [Trifonov et al., 2006a]
or range scanning when uorescent liquid is employed [Hullin et al., 2008]. Inspired
by environment matting, Wu et al. [2018] and Lyu et al. [2020] place a transparent
object on a turntable in front of a coded background and capture its multiple views
from a static camera position. Wu et al. [2018] derive the correspondence between the
incident (camera) and exit rays that reach the background, which additionally requires
rotating the background and nally consolidating the resulting point clouds into a
clean geometric model. Lyu et al. [2020] perform coarse-to- ne mesh optimization,
which is driven by differentiable tracing of the refractive two-bounce light path
so that the distorted refractive pattern and object silhouettes match the captured
photographs.

In-the-wild reconstruction Li et al. [2020] employ a cell phone to capture a small
number of views along with segmented transparent object masks and a known
environment map, which are provided as the input for their method. They propose
an in-network differentiable rendering layer with a physical image formation model
under an assumption of two-bounce refractive light paths to re ne associated normal
vectors so that a point-cloud model can be reconstructed that, in turn, explains the
correspondence between the input images and environment map. Sajjan et al. [2020]
show that by employing an RGB-D camera, the segmentation task is greatly simpli ed.
At the same time, complex re ective and refractive light patterns enable a neural
network to infer surface normals even from a single input image so that potentially
unreliable depth information is further re ned. Similar goals can be achieved using
even a single RGB image and a massively trained encoder-decoder network [Stets
etal., 2019]. As pointed out in Lyu et al. [2020], the domain gap can still be expected,
as these networks [Stets et al., 2019; Li et al., 2020; Sajjan et al., 2020] are trained mostly
on synthetic data. The most successful solutions for transparent object segmentation
in RGB images rely on CNN [Khaing and Masayuki, 2019] or transformer [Xie et al.,
2021] networks that, in turn, require training with large annotated datasets. Dex-NeRF
[Ichnowski et al., 2021] does not require any prior dataset and derives a transparent
object depth by searching along the ray traversing NeRF's volume for the rst sample
density whose value is larger than a given threshold. Multiple camera views are
required for geometry reconstruction, where specular re ections from multiple light
sources further improve the learned geometry quality.

2.2.3 Eikonal Rendering

Light propagation in media with varying IoR has been modeled based on formu-
lations derived from the eikonal and transport equations. In Berger et al. [1990b],
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Berger et al. [1990a], and Musgrave [1990], mirage rendering is proposed by tracing
rays through discrete atmosphere layers so that the IoR increases with elevation.
Stam and Languénou [1996] extend this discrete formulation to media with contin-
uously varying IoR by introducing the eikonal equation to rendering applications.
Gutierrez et al. [2005] revisit mirage and other atmospheric effects rendering using
such continuous formulation. lhrke et al. [2007] derive from the eikonal equation
a wavefront tracing technique to precompute irradiance distribution in a volume
that enables the ef cient rendering of media with non-homogeneous IoR. This thesis
rather deals with an inverse rendering problem and aims to learn a continuous 3D
IoR eld. The eikonal equation provides a principled connection between gradients
in the learned IoR and light propagation along curved trajectories that explains the
input 2D images. In seismological applications, a factored eikonal formulation is
used to train a network to predict travel time between any source-receiver pair in a
continuous 3D space with non-homogeneous seismic velocities [Smith et al., 2021].
Training data involves massively sampled travel time measures between different
points in the 3D space, while this thesis employs 2D images with refraction patterns.
In interferometric tomography [Sweeney and Vest, 1973; Liu and Yang, 1989; Tian
etal.,, 2011] 3D IoR eld is reconstructed for investigating physical parameters such
as temperatures or densities, e. g., in high-speed aerodynamic ows. Such techniques
typically capitalize on phase modulation that changes with the optical path length of
straight, rather than curved, light rays passing through transparent media and can be
extracted from interferograms.

2.3 Image Quality Assessment

This section rst discusses the objective image quality metrics (Section 2.3.1), with
special emphasis on those that do not require a clean reference image (Section 2.3.2).
Then, Section 2.3.3 brie y characterizes IBR-speci ¢ artifacts, as well as metrics
specialized in their detection, which is the key focus of Chapter 5 in this thesis.

2.3.1 Image Metrics

Some applications and functions may only require a quality score while others need a
visibility map [Chandler, 2013].

Image quality metrics (IQMs) evaluate the distortion magnitude and are typically
trained on the mean-opinion score (MOS) data [Sheikh et al., 2006; Ponomarenko
et al., 2009] that labels the entire image as a single quality score. The most commonly
used IQMs such as PSNR, SSIM, MS-SSIM [Wang and Bovik, 2006], FSIM [Zhang
et al., 2011], and CIELAB [Zhang and Wandell, 1997] are full-referencFR) metrics
that take as input the reference and distorted images and compute local differences
that are pooled into a global, single quality score. Recently, it has been demonstrated
that CNN-based FR-IQMs achieved the best performance in predicting MOS data
[Amirshahi et al., 2016; Bosse et al., 2018]. Zhang et al. [2018] show that the distance
between the features extracted from a pre-trained classi er such as VGG [Simonyan
and Zisserman, 2014] can be used as a perceptual measure for IQM. They also
employ crowdsourcing and create a large-scale patch-based dataset in two perceptual
experiments: (1) two-alternative forced choice (2AFC) on distortion strength and
(2) “same/not same" near-threshold distortion visibility. Then, they train different
network architectures and report, in each case, a much better performance than
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traditional FR-IQMs in predicting their data from both experiments. A higher corre-
lation with human judg ment has been achieved by computing an SSIV-like texture
and structure similarity measure in VGG feature space rather than image space [Ding
et al., 2020; Ding et al., 2021].

Visibility metrics (VMs) predict the distortion perceptibility for every pixel in
the form of visibility maps. VMs are speci cally tuned for detecting near-threshold
distortions, which is required in many graphics and vision applications that can-
not tolerate any perceivable quality reduction and require local information on the
distortion positions. To decide on the visibility of such near-threshold distortions,
models of human vision are often employed, where the most prominent FR-VMs
examples include: VDM [Lubin, 1995], VDP [Daly, 1992], and HDR-VDP-2 [Mantiuk
et al., 2011a]. By predicting how the human visual system responds to temporal
changes as well asthe visual eld, FovVideoVDP [Mantiuk et al., 2021] extends the
VM prediction for videos in addition to images. In the speci c task of predicting
selected rendering and compression artifacts, the best performance has been achieved
using machine learning [ Cadik et al., 2013] and CNN-based techniques [Wolski et al.,
2018a; Patney and Lefohn, 2018]. Recently, Andersson et al. [2020] presented FLIP, a
perceptual VM which focuses patrticularly on differences between rendered images
and ground truths.

2.3.2 No-Reference Metrics

This thesis focuses on the VMs due to the locality of their prediction; however, it

is interested in a more challenging no-referenceetup, where the reference image is
unavailable. This section discusses the most successful and recent NR-IQMs that rely
on machine learning techniques, and more comprehensive metric discussions can
be found in surveys Chandler [2013] and Kim et al. [2017a]. Early machine learning
techniques employed prede ned features such as SIFT and HOG [Narwaria and Lin,
2010; Moorthy and Bovik, 2010; Saad et al., 2012; Tang et al., 2011], and measured their
distortions with respect to natural image statistics [Wang and Bovik, 2006]. Recently,
CNN architectures have been applied to such feature learning as well as the MOS
regression at the same time [Bianco et al., 2016; Kang et al., 2014; Bosse et al., 2018;
Talebi and Milanfar, 2018]. To compensate for a low number of MOS-labeled images,
such solutions typically rely on patches, where they assign the same MOS score for
all patches that belong to a given image [Kim et al., 2017a]. CNN -basec models often
have a xed -size input requirement and lack the ability to fully exploit information
across all regions of animage To address these lim itations, the vision transformer,
which has been successdul in vision tasks [Dosovitskiy et al., 2020; Zamir et al., 2022],
has been adopted for no-reference tasks [Yang et al., 2022; Ke et al., 2021; You and
Korhonen, 2021] and has shown to be superior to CNN -basec models by capturing
more global feature. Such practice is justi ed for speci ¢ classes of distortions that
affect the whole image uniformly, which might be the case for certain types of image
noise or compression artifacts. Still, it might confuse the network in case of localized
distortions such as those occurring in IBR.

To compensate for the lack of true local reference images, Bosse et al. [2018] learn
the importance of local patches. Still, their key motivation is not deriving the localized
VM but rather estimating relative patch weights in the aggregated MOS rating. The
work done by Lin and Wang [2018] employs a quality-aware generative network to
hallucinate the reference image in an adversarial learning setup, which is further
re ned by an IQM-discriminator that is trained on ground truth references. Their
hallucination-guided quality regression network is fed with the difference between
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the hallucinated and distorted images, as well as the distorted image itself, to predict
the MOS value. The quality-aware generative network, hallucination-guided quality
regression network, and the IQM-discriminator are jointly optimized in an end-to-
end manner. Kim and Lee [2017] apply state-of-the-art FR-IQMs such as SSIM to
generate proxy scores on patches as the ground truth to pre-train the model and then
ne-tune their target NR-IQM. At the intermediate stages, the regression network
considers mean values and the standard deviations of per-patch 100-element feature
vectors, which are then pooled to a per-image quality score. This thesis also employs
state-of-the-art FR-IQMs to perform an initial per-patch distortion annotation and
strikes the required balance between different error magnitudes in the training data,
which is essential for meaningful training and shift-invariant properties of an NR-VM.
The research on NR-VMs is extremely sparse, presumably due to limited access to
locally labeled images [Herzog et al., 2012; Cadik et al., 2013; Wolski et al., 2018a].
A notable exception is the work of Herzog et al. [2012], who employs a support
vector machine (SVM) to predict per-pixel distortions for selected rendering artifacts
(they do not consider IBR) and achieve performance comparable to FR-VMs. Here,
this thesis attempts to demonstrate that time-consuming manual per-pixel distortion
labeling is not strictly required.

In cases where training data is easy to produce—such as uniform distortions like
noise, JPEG, etc.—and no perceptual calibration is required, supervised training has
been employed to detect aliasing artifacts [Patney and Lefohn, 2018]. In contrast, the
method in this thesis (Chapter 5) deals with limited training data because only very
few ground truth images are available for IBR and require perceptual calibration.

Vogels et al. [2018] have proposed a method to denoise path-traced images. To
steer the amount of denoising, they also train a neural network to predict distortion
in terms of MC variance, which is as unknown as the pixel value to be MC-estimated
itself. Similar to their works, this thesis employs an NR metric to steer adaptation
which is controlling capture hardware in this case (Chapter 5).

Their task is different as they predict SSIM error from a pair of images, where
one is noisy and the other is denoised. This restricts the distortions to the difference
between denoised and reference, which are smaller than IBR artifacts and also do
not need to be perceptually calibrated. The fact that images with MC noise can be
generated in arbitrary amounts also underlines what is the focus of this thesis: coping
with limited training data.

2.3.3 Artifacts in Image-Based Rendering

Image-based rendering for structured or unstructured light elds (LFs) of real-world
scenes involves several computational steps, such as depth reconstruction, neigh-
boring view-image warping, warped view-image blending, and disocclusion hole
in-painting. Each of these steps is prone to inaccuracies that manifest themselves as
IBR-speci c artifacts such as object shifting (incorrect depth), crumbling, distorted
edges (depth discontinuities, e.g., due to compression), popping ( uctuations in
depth), ghosting (depth inaccuracy, view blending), stretching, blurry or black re-
gions (in-painting) [Tian et al., 2018]. Specialized IBR quality metrics often leave one
view as the reference [Waechter et al., 2017; Conze et al., 2012; Solh et al., 2011; Bosc
et al., 2011] or search for matching image blocks after their registration [Battisti et al.,
2015; Gu et al., 2017], and then employ customized FR-IQMs. NR-IQMs typically
focus on detecting selected distortion types such as blurring and ghosting [Berger
et al., 2010], ghosting and popping [Guthe et al., 2016], blurring, stretching, and
black holes [Tian et al., 2018], and aggregation into one nal scalar score. Perceptual
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FIGURE 2.1: Wher looling at otjects in the rea world, two meclanisms corsistently occur: veigence
anc accommcdetion. Vergenc refer«to the binowlar eye moviment that directs botl eye on the target,
while acconmcdetion involve: the acjustmeni of the eye lens to fccus anc preduce clea images In
corvertional VR displays (left), velgenc anc acconmcdetion only matct at the virtual scree plane,
anc wher the usei look: at otjects at diffelent depths the acconmcdetion cue is triggerecincoirectly.
Multi -plane displays (right) offer a sclution to this issue Stucies [Hua, 2017 demoistrate that these
displays are cepeble of prcjecing 3D image anc trig geling ey« accorrmcdetion acros display planes,
erabling user: to fccus on otjects at any deptt searlessly.

experiments have been performed to understand how the observers rate the severity
of different artifacts as a function of rendering parameters such as the number of
blended views and viewing angles [Vangorp et al., 2011]. A skillful pre-processing of
depth (e. g., depth blurring in uncertain regions) and choice of particular algorithmic
solutions can substantially suppress artifacts [Hedman et al., 2016a; Serrano et al.,
2019], eventually using a neural network trained to predict blending weights to
combine the warped images [Hedman et al., 2018]. More objectionable distortion
types can be traded-off with those more visually appealing (e. g., blurry depth that is
more consistent but further from the ground truth). Instead of focusing on selected
distortion types, Ling and Le Callet [2018] propose to learn a dictionary based on
manually labeled data. The features extracted from an image allow predicting a MOS
value using support vector machine regression. Data labeling can be time-consuming,
as Ling et al. [2019] create arti cial training data to simulate occlusion problems.
A Generative Adversarial Network (GAN) discriminator [Goodfellow et al., 2014],
targeted to identify in-painted image regions, is used to predict a quality score.

All the discussed work on IBR quality evaluation essentially focuses on providing
a single score per image, which also serves as a metric for performance evaluation.
While some FR-IQMs generate viable per-pixel VMs at intermediate stages [Conze
et al., 2012; Solh et al., 2011], their accuracy is not formally evaluated. The same
holds for the NR-IQM [Ling and Le Callet, 2018]. This thesis differs from all previous
work by pursuing the NR-VM setup to detect local IBR distortions using CNN-based
techniques.

2.4 Multi-Layered Displays

This section gives an overview of near-eye displays supporting accommodation
cues (Section 2.4.1) and image decomposition algorithms targeted for such displays
(Section 2.4.2), as well as selected aspects of foveated rendering (Section 2.4.3) that
are central to this thesis.
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2.4.1 Accommodative Displays

In order to support correct accommodation cues in near-eye displays, various meth-
ods have been proposed.

Multi-plane displays  These display project images on different depth planes and
form near-correct 3D volumetric images (Figure 2.1). The system architecture can be
classi ed into two categories: systems based on time-multiplexing with switchable
lenses [Love et al., 2009; Hu and Hua, 2014] or systems based on beam splitters
and multiple physical screens [Akeley et al., 2004; MacKenzie et al., 2010]. Time-
multiplexing systems can be designed in smaller form factors, but the requirement
for high-refresh-rate screens and fast tunable-focus devices is a major obstacle. Al-
though multi-screen systems have a major drawback in their large form factor, they
offer a larger FOV than time-multiplexing systems. Another major obstacle of both
architectures is the requirement for eye tracking since the images are generated for
a xed viewing position. Recently, focal surface displays have been developed to
represent continuous 3D imagery [Matsuda et al., 2017]. They eliminated the need
for eye tracking in the case of single-plane generation, but they are computationally
demanding and based on expensive LCoS SLMs. Another approach to avoid eye-
tracking is to perform per-region optimization at multiple gaze points, but it requires
costly optimization and precise calibration of the eye rotation axis [Lee et al., 2017].
Since eye-tracking is essential in practical multi-plane system settings, this thesis
exploits the eye-tracking system further to develop foveated rendering strategy.

Light- eld displays The light- eld display controls the 4D ray space of the light
generated by the display to produce the motion parallax and vergence cues. Recently,
light- eld displays supporting focus cues have been proposed based on microlenses
[Lanman and Luebke, 2013; Hua and Javidi, 2014]. However, those designs have an
intrinsic trade-off between angular and spatial resolution. Light- eld displays based

on multi-layered architecture [Maimone and Fuchs, 2013; Huang et al., 2015a; Moon
et al., 2017] have been demonstrated as an ef cient platform for providing focus cues.

Other methods  Holographic displays can project a replica of real-world scenes and
provide accurate focus cues [Yeom et al., 2015]. However, the limited pixel size and
resolution of digital wavefront modulators impose a signi cant trade-off between
the eyebox size and FOV [Maimone et al., 2017]. Another approach is to change the
depth of the 2D image plane dynamically with focus-tunable devices [Aksit et al.,
2017; Dunn et al., 2017]. Although viewers can observe the images with correct ac-
commodation cues, the requirement for a dynamic system may lead to latency issues.
Instead of generating complete focus cues, the vergence-accommodation con ict also
can be alleviated by projecting all-in-focus images [Konrad et al., 2017]. However,
this method has a trade-off between the spatial resolution and the reproducible focus
range. Recently, it is also demonstrated that proper rendering of chromatic aber-
ration can effectively trigger accommodation without changing optical focus cues
[Cholewiak et al., 2017].

In this thesis, the rendering strategy is mainly built on the principle of additive
light- eld displays with accommodation cues [Moon et al., 2017].



2.4. Multi-Layered Displays 21

2.4.2 Decomposition Algorithms

Light- eld displays In multi-layered light- eld displays, the light elds are pa-
rameterized by a group of pixels on multiple layers. For multiplicative displays, the
optimization system is described in tensor form and solved by various factorization
algorithms [Wetzstein et al., 2011a; Huang et al., 2015b]. Additive light- eld displays
based on the polarization LCDs [Lanman et al., 2011] or incoherent summation of
pixel intensities re ected from holographic optical elements [Lee et al., 2017] have
also been proposed. For those architectures, LFS is formulated with a linear least-
squares error problem and solved with the simultaneous algebraic reconstruction
technique (SART) for online calculation [Andersen, 1984] or the trust-region method
[Coleman and Li, 1996] for of ine calculation. In LFS, the generation of target light
elds requires high computational cost, and real-time performance is only possible
by reducing the number of iterations [Lanman et al., 2011; Huang et al., 2015b]. To
enhance the rendering speed, an adaptive sampling strategy was proposed [Heide
et al., 2013], but the performance improvement was only demonstrated for of ine
rendering scenarios. This thesis saves the computational cost of generating the target
light elds and decomposition through selective rendering and optimization.

Multi-plane displays In multi-plane displays, the linear blending rule assigns pixel
values proportional to the distance between a target point and display planes [Akeley
et al., 2004]. Although it can effectively trigger accommodation [MacKenzie et al.,
2010], occlusion boundaries and non-Lambertian surfaces are imperfectly rendered
in LB due to the simple consideration of a single image and depth map. In order to
correctly generate artifact-free scenes, the retinal optimization (RO) [Narain et al.,
2015; Mercier et al., 2017], which optimizes a focal stack, has been proposed. However,
the target focal stack, in fact, implicitly contains the 4D light- eld information [Levin
and Durand, 2010]. Therefore, LFS that optimizes the 4D light elds also can be
employed in multi-plane display architecture. This thesis in Chapter 6 is based on
LFS since the implementations of current LFS algorithms are demonstrated to be
more ef cient than RO. It also revisits LFS in the context of gaze-contingent rendering
to improve the perceived image quality and reduce computational costs.

2.4.3 Foveated Rendering

Gaze-contingent techniques have been used to improve image quality in various
applications such as tone reproduction [Jacobs et al., 2015], depth-of- eld modeling
[Mauderer et al., 2014], disparity manipulation [Kellnhofer et al., 2016a], and viewing
comfort improvement [Duchowski et al., 2014] in stereoscopic displays. Foveated
rendering uses gaze information to improve rendering ef ciency by reducing quality
for the periphery. This is usually achieved by reducing the density of rendered
image samples with increasing eccentricity [Guenter et al., 2012; Swafford et al., 2016;
Patney et al., 2016]. In accommaodative light eld displays, Sun et al. [2017] propose a
foveated rendering solution, which accounts for depth information and the current
state of the accommodation to choose optimal ray directions in the OptiX renderer. In
this thesis, the ray selection is dictated by choice of local decomposition technigue for
multi-plane displays and supported by an analysis of local luminance contrast and
visibility of artifacts caused by the LB.
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Chapter 3

Implicit View, Light, and Time
Image Interpolation

This chapter introduces X-Field —a set of 2D images taken across different view, time
or illumination conditions, i. e., video, light eld, re ectance elds or combinations
thereof—by learning a neural network (NN) to map their view, time or light coordi-
nates to 2D images. Executing this NN at new coordinates results in joint view, time,
or light interpolation. The key idea to make this workable is a NN that already knows
the “basic tricks” of graphics (lighting, 3D projection, occlusion) in a hard-coded and
differentiable form. The NN represents the input to that rendering as an implicit
map that for any view, time, or light coordinate and for any pixel can quantify how

it will move if view, time, or light coordinates change (Jacobian of pixel position
with respect to view, time, illumination, etc.). The proposed X-Field representation is
trained for one scene within minutes, leading to a compact set of trainable parameters
and hence real-time navigation in view, time and illumination.

3.1 Introduction

Current and future sensors capture images of one scene from different points (video),
from different angles (light elds), under varying illumination (re ectance elds),

or subject to many other possible changes. In theory, this information will allow for
exploring time, view, or light changes in Virtual Reality (VR). Regrettably, in practice,
sampling this data densely leads to excessive storage, capture, and processing re-
guirements. In higher dimensions—, here it is demonstrated as 5D—, the demands of
dense regular sampling (cubature) increase exponentially. Alternatively, sparse and

FIGURE 3.1: This chapter presents a method to interpolate view, light, and time in a set of 2D images
labeled with coordinates (X-Field) where a neural network (NN) is trained to regress each image from
all others. The rst (yellow) image is the NN output (yellow up arrow) when the blue and purple
observed images and their coordinatgg, t, a, b are input (yellow down arrows). The blue and purple
observations form additional constraints, visualized as colored boxes. Provided with an unobserved
coordinate (black up arrow) the NN produces, from the observed images and coordinates (black down
arrow), a novel high-quality 2D image in real-time.
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irregular sampling overcomes these limitations but requires faithful interpolation
across time, view, and light. This chapter suggests taking an abstract view of all
those dimensions and simply denoting any set of images conditioned on parameters
as an “X-Field”, where X could stand for any combination of time, view, light, or
other dimensions like the color spectrum. This chapter will demonstrate how the
right neural network (NN) becomes a universal, compact, and interpolatable X-Field
representation. While NNs have been suggested to estimate depth or correspondence
across space, time, or light, this thesis, for the rst time, suggests representing the
complete X-Field implicitly [Niemeyer et al., 2019; Chen and Zhang, 2019; Oechsle
et al., 2019; Sitzmann et al., 2019b], i. e., as a trainable architecture that implements
a high-dimensional getPixel . The main idea of this chapter is shown in Figure 3.1:
from sparse image observations with varying conditions and coordinates, a mapping
is learned to take the space, time, or light coordinate and generate the observed
sample image as an output. Importantly, when given a non-observed coordinate,
the output is a faithfully interpolated image. The key to making this work is the
right training and a suitable network structure involving a very primitive (but dif-
ferentiable) rendering (projection and lighting) step. The proposed architecture is
trained for one speci ¢ X-Field to generalize across its parameters, but not across
scenes. However, per-scene training is fast (minutes), and decoding occurs at high
frame rates (ca. 20 Hz) and high resolution (1024 1024). In a typical use case of
the VR exploration of an X-Field, the architecture parameters only require a few
additional kilobytes on top of the image samples. The results of the proposed method
are compared to several other state-of-the-art interpolation baselines (NN and classic,
speci ¢ to certain domains and general) as well as to ablations of the method itself.

3.2 Background

This chapter is motivated by two main observations: First, representing information
using NNs leads to interpolation. Second, this property is retained if the network
contains more useful layers, such as a differentiable rendering step. Both will be
discussed next:

Deep representations help interpolation. It is well-known that deep representa-
tions suit interpolation of 2D images [Radford et al., 2015; Reed et al., 2015; White,
2016], audio [Engel et al., 2017], or 3D shape [Dosovitskiy et al., 2015] much better
than the pixel basis. Consider the blue and orange bumps in Figure 3.2 (a); these
are observed. They represent at-land functions of appearance (vertical axis), de-
pending on some abstract domain (horizontal axis) that later will become space,
time, re ectance, etc., in an X-Field. The aim is to interpolate something similar to
the unobserved violet bump in the middle. Linear interpolation in the pixel basis
(solid lines) will fade both in, resulting in two at copies. Visually this would be
unappealing and distracting ghosting. This difference is also seen in the continuous
setting of Figure 3.2 (b) that can be compared to the reference in Figure 3.2 (c). When
representing the bumps as NNs to map coordinates to color (dotted lines), note that
they are slightly worse than the pixel basis and might not match the NNs. However,
the interpolated, unobserved result is much closer to the reference, and this is what
matters in X-Field interpolation. To bene t from interpolation, typically, substantial
effort is made to construct latent codes from images, such as auto-encoders [Hinton
and Salakhutdinov, 2006], variational auto-encoders [Kingma and Welling, 2013],
or adversarial networks [Goodfellow et al., 2014]. However, this step is not always
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FIGURE 3.2: NN and pixel interpolation:a) Flatland interpolation in the pixeflines) and the NN
representationgdotted lines) compared to a referen¢solid) for a 1D eld (vertical axis angle;
horizontal axis space). The top and bottom are observed, and the middle is unobserved, i. e., interpolated.
b,c) Comparing the continuous interpolation in the pixel and the NN representation visualized as

a (generalized) epi-polar image. Note that the NN leads to smooth interpolation, while the pixel
representation causes undesired fade-in/fade-out transitions.

required in the common graphics task of image (generalized) interpolation. In the
problem this chapter is dealing with, the latent space is given as beautifully laid-out
space-time X-Field coordinates and only need to learn to decode these into images.

(Differentiable) rendering is just another non-linearity. The second key insight is
that the above property holds for any architecture as long as all units are differentiable.
In particular, this allows for a primitive form of rendering (projection, shading,
and occlusion units). These units do not even have learnable parameters. Their
purpose, instead, is to relieve the NN from learning basic concepts like occlusion,
perspective, etc. Figure 3.2 shows interpolation of colors over space. Consider
regression of appearance using a multi-layer perceptron (MLP) [Oechsle et al., 2019;
Sitzmann et al., 2019b; Chen and Zhang, 2019] or convolutional neural network
(CNN). CNNs without the Coord-Conv trick [Liu et al., 2018] are particularly weak
at such spatially-conditioned generation. But even with Coord-Cony, this complex
function is unnecessarily hard to nd and slow to t. In contrast, methods that sample
the observations using warping [Jaderberg et al., 2015] are much more effective in
changing the view [Zhou et al., 2016]. Figure 3.3 shows a validation experiment
that compares classic pixel-basis interpolation and neural interpolation of color and
warping. Using a NN provides smooth epipolar lines, and using warping, adds the
details.

Motivated by those observations, this chapter rst introduces the function that
the proposed method aims to learn (Section 3.3), followed by the architecture for
implementing it (Section 3.4).

3.3 Objective

The X-Field is represented as a non-linear function:
L@x)2X 1 R3 ™,

with trainable parameters q to map from an ng-dimensional X-Field coordinate
x2 X  R" to 2D RGB images with n, pixels. The X-Field dimension depends on
the capture modality: A 4D example would be two spatial coordinates, one temporal
dimension, and one light angle. Parametrization can also be as simple as scalar 1D



26 Chapter 3. Implicit View, Light, and Time Image Interpolation

FIGURE 3.3: Validation experiment: Different interpolatioftows), for two variants(columns) of a
right-moving SIGGRAPH Asia logo (a 1D X-Field). For each method, the same epipolar slice is shown
(i. e., space on the horizontal axis; time on the vertical axis), which is marked in the input image. Nearest
and linear sampling show either blur or step artifacts. A NN to interpolate solid color depending on
time succeeds but lacks the capacity to reproduce textured details where the ne diagonal stripes are
missing. A NN that instead interpolates ow captures the textured stripes.

time for video interpolation. The symbol Ly is chosen as images are in units of
radiance with a subscript to denote them as output.

The subset of observeX-Field coordinates is denoted asY X for which an
image Lin(y) was captured at the known coordinate y. Typically jY] is sparse, i.e.,
small, like 3 3,5 5 forview changes or even 2 1 for a stereo capture. This mapping
Lout is found by optimizing for

q=argmin Eyy jj LDy LnWiin,
q

where Ey v is the expected value across all the discrete and sparse X-Field coordi-
nates Y. In prose, an architecture Lo is trained to map vectors y to captured images

Lin(y) in the hope of also getting plausible images Loyt (x) for unobserved vectors x.
It is targeted for interpolation; X is a convex combination of Y and does not extend

beyond. Note that training never evaluates any X-Field coordinate x thatis notin Y,

as the image Li, (x) at that coordinate is not available.

3.4 Architecture

The Loyt is designed using three main ideas. First, appearance is a acombination of
appearance in observed images. Second, appearance is assumed to be a product of
shading and albedo. Third, it is assumed that the unobserved shading and albedo at
x are a warped version of the observed shading and albedo at y. These assumptions
do not strictly need to hold, in particular not for splitting albedo and shading: when
they are not ful lled, the NN just has a harder time capturing the relationship of
coordinates and images. The pipeline of proposed approach L, depicted in Fig-
ure 3.4, implements this in four steps: decoupling shading and albedo (Section 3.4.1),
interpolating images (Section 3.4.2) as a weighted combination of warped images (Sec-
tion 3.4.3), representing ow using a NN (Section 3.4.4) and resolving inconsistencies
(Section 3.4.5).
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FIGURE 3.4:Data ow for an example with three dimensions (one view, one light, one temporal) and
three samples, denoted as colors, as in Figure 3.1 and stacked vertically in each column. In the rst
row, the 2 3 Jacobian matrix is always visualized as separate channels i. e., as three columns with two
dimensions each. Values are 2D vectors, hence visualized as false colors. At test time, the Jacobians
are evaluated at the output X-Field coordinate only; hence, only a single row is shown. In the second
row, each observation is separately warped for shading and albedo, leading 2 result, and

weight images. The last row shows the ow of information as a diagtazarned is a tunableFixed a
non-tunable step (i. e., without learnable parametdsta denotes access to inputs.

3.4.1 De-Light

De-lighting splits appearance into a combination of shading, which moves in one

way in response to changes in X-Field coordinates, e. g., highlights move in response
to view changes or shadows move with respect to light changes, and albedo, which is
attached to the surface and will move with geometry, i. e., textures. To this end, every
observed image is decomposed asLin(y) = E(y) A(y), a per-pixel (Hadamard)
product  of a shading image E and an albedo image A. This is done by adding
one parameter to g for every observed pixel channel in E, and computing A from L,

by division as E(y) = Lin(y) A(y) ! Both shading and albedo are interpolated
independently:

Lout(x) = int (A(Lin(y)).y ! %) int (E(Lin(¥)).y! X) 3.1)

and recombined into new radiance at an unobserved location x by multiplication.
The next part details the operator int , working the same way on both shading E(Li,)
and albedo A(Lin).

3.4.2 Interpolation

Interpolation warps all observed images and merges the individual results. Both
warp and merge are performed completely identically for shading E and albedo A,
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FIGURE 3.5: Implicit maps: implicit elds(left) typically use an MLP to map 3D position to color,
occupancy etc. The proposed metfragght) adds an indirection and maps pixel position to texture
coordinates to look up another image.

which is neutrally denoted as 1, as in:

int (ILy! x)= & (cons(y! x) warp(l(y),y! x)). (3.2)
y2Y

The result is a weighted combination of deformed images. Warping (Section 3.4.3)
models how an image changes when X-Field coordinates change by deforming it, and
a per-pixel weight is given to this result to handle ow consistency (Section 3.4.5).

3.4.3 Warping

Warping deforms an observed into an unobserved image, conditioned on the observed
and the unobserved X-Field coordinates:

warp(l,y ! x)21 X Y !I . (3.3)

which utilizes a spatial transformer (STN) [Jaderberg et al., 2015] with bi-linear
Itering, i. e., a component that computes all pixels in one image by reading them
from another image according to a given ow map. STNs are differentiable, do not
have any learnable parameters, and are ef cient in executing at test time. The key
question is, (Figure 3.5) from which position q should a pixel at position p read when
the image at x is reconstructed from the one at y?

To answer this question, let's look at the Jacobians of the mapping from X-Field
coordinates to pixel positions. Here, Jacobians capture, for example, how a pixel
moves in a certain view and light if time is changed, or its motion for one light, time
and view coordinate if the light is moved, and so forth. Formally, for a speci ¢ pixel
p, the Jacobian is:

Tp(x)
x
where [ ] denotes indexing into a discrete pixel array. This is a Jacobian matrix with
size 2 ng, which holds all partial derivatives of the two image pixel coordinate
dimensions (horizontal and vertical) with respect to all ng-dimensional X-Field coor-
dinates. A Jacobian is only differential and does not yet de ne the nite position g to
read for at a pixel position p as required by the STN. In orderto nd g, the change in
X-Field coordinate y ! x is projectedo 2D pixel motion using nite differences:

2X ! R2Z N (3.4)

flow y(x)[p] =

flow p(y ! x)[p]=p+ D(y! x)flow q(x)[p] = q. (3.5)

Here, the nite delta in X-Field coordinates (y ! x), an ng-dimensional vector, is
multiplied with an ngq 2 matrix, and added to the start position p, producing an
absolute pixel position q used by the STN to perform the warp. In other words,
Equation (3.4) speci es how pixels move for an in nitesimal change of X-Field
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coordinates, while Equation (3.5) gives a nite pixel motion for a nite change of
X-Field coordinates. In the next part, the learned representation of the Jacobian flow g
is discussed, which is the core of the proposed approach.

3.4.4 Flow

Input to the ow computation is only the X-Field coordinate  x, and output is the
Jacobian (Equation (3.4)). This function is implemented particularly using a CNN.

Implementation  The implementation starts with a fully connected operation that
transforms the coordinate x into a2 2 image with 128 channels. The Coord-Conv
[Liu et al., 2018] information (the complete x at every pixel) is added at that stage. This
is followed by as many steps as it takes to arrive at the output resolution, reducing
the number of channels to produce at ngy output channels. For some input, it can be
acceptable to produce a ow map at a resolution lower than the image resolution and
warp high-resolution images using low-resolution ow, which preserves details in
color, but not in motion.

Compression Changes in some X-Field dimension can only change the pixel coor-
dinates in a limited way. One example is the view: all changes of pixel motion with
respect to known camera motion can be explained by disparity [Forsyth and Ponce,
2002]. So instead of modeling a full 2D motion to depend on all view parameters, only
a per-pixel disparity is generated, and the ow Jacobian is computed from disparity

in closed form using reprojection. For the dataset used in this chapter, this is only
applicable to view changes, as no such constraints are in place for derivatives of time
or light.

Discussion It should also be noted that no pixel-basis RGB observation Li,(y)
ever is inputto flow ¢, and hence, all geometric structure is encoded in the network.
Recalling Section 3.2, this can be regarded as both a burden and a requirement to
achieve the desired interpolation property: if the geometry NN can explain the
observations at a few y, it can explain their interpolation at all x. This also justi es
why flow ¢ is a NN, and directly learning a pixel-basis depth-motion map is not
necessary; otherwise, it would not be interpolatable. An apparent alternative would
be to learn flow %(x, y) to depend on both y and x, so as not to use a Jacobian but allow
any mapping. Regrettably, this does not result in interpolation. Consider a 1D view
alone: Using flow ¢(x) has to commit to one value that just minimizes image error
after soft blending. If a hypothetical flow Eﬂ’(x, y) can pick any different value for every
pair x and y, it will do so without incentive for a solution that is valid in between
them. Finally, it should be noted that using skip connections is not applicable to the
proposed setting, as the decoder input is a mere three numbers without any spatial
meaning.

3.4.5 Consistency

To combine all observed images that are warped to the unobserved X-Field coordinate,
each pixel in an image is weighted by its ow consistency For a pixel g to contribute
to an image at pixel p, the ow at g has to map back to p. If not, evidence for not
being an occlusion is missing, and the pixel needs to be weighted down. Formally,
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consistency of one pixel p when warped to coordinate x from vy is the partition of
unity of a weight function:

cons(y ! x)[pl=w(y! x)[pl( & w(y°' xI[p]) (3.6)
y2vy

The weights w are smoothly decreasing functions of the 1-norm of the delta of the
pixel position p and the backward ow at the position q where p was warped to:

w(y ! x)[p] = exp( sjp flowp(x! y)[al])ija). (3.7)

Here s = 10is a bandwidth parameter chosen manually. No bene t was observed
when making s a vector or learning it.

Discussion In other work, consistency has been used in a loss, asking for consistent
ow for unsupervised depth [Godard et al., 2017; Zhou et al., 2017] and motion
[Zou et al., 2018] estimation. The proposed approach does not have consistency in
the loss during training but inserts it into the image compositing of the architec-
ture, i. e., also to be applied at test time. In other approaches—that aim to produce
depth, not images—consistency is not used at test time. The predicted ow can be
inconsistent; for very sparse images such as three views, many occlusions occur,
leading to inconsistencies. Also, ow due to, €. g., caustics or shadows, probably has
a fundamentally different structure compared to multi-view ow, which has not been
explored in the literature. The graphics question answered here is, however, what
to do with inconsistencies. To this end, instead of a consistency loss, the proposed
architecture applies multiple ows such that the combined result is plausible when
weighing down inconsistencies. In the worst case, no ow is consistent with any
other, and w has similar but small values for large cons, which lead to equal weights
after normalization, i. e., linear blending.

3.5 Results

This section provides a comparison of the method to other works (Section 3.5.1), an
evaluation of scalability (Section 3.5.2), and a discussion of applications (Section 3.5.3).

3.5.1 Comparison

The method is compared to other methodsfollowing a speci ¢ protocoland by different
metricsto be explained now:

Methods The following methods are considered: PROPOSED, BLENDING , WARPING,
KALANTARI ETAL, Local light- eld fusion (  LLFF), SUPERSLOW M 0, and three abla-
tions of the method: NoCoRDCONvV, as well asN oWARPING and NOCONSISTENCY.
Linear BLENDING is not a serious method, but documents the sparsity: plagued by
ghosting for small baselines, as the baseline/sparsity poses a dif cult interpolation
task, far from linear. It is applicable to all dimensions. WARPING and SUPERSLOWM O
rst estimate the correspondence in image pairs [Sun et al., 2018a] or light eld
data [Daba a et al., 2016] and later apply warping [Mark et al., 1997] with ULR-style
weights [Buehler et al., 2001]. Note how ULR weighting accounts for occlusion.
Warping is applicable to time ([Jiang et al., 2018]) and view interpolation ([Daba a
etal., 2016]).KALANTARI ETAL and LLFF are the publicly available implementations
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TABLE 3.1: Results of different methodsolumns) for different dimensiongrows) according to

different metrics. Below is the same data as the diagrams. Colors encode methods. The best method
according to one metric for one class of X-Field is denoted in bold foritx(Bond VGG, less is better,

while for SSIM, more is better).lFor view-time interpolation, combined with LLFF.

% E‘_g" LINEAR WARPING KALANTARI LLFF | SuStoMo? NoWARP | NoCC | NoCoNs | PROPOSED
>F 3 GG MSE SSIM VGG MSE SSIM VGG MSE SSIM VGG MSE SSIM VGG MSE SSIM VGG MSE SSIM VGG MSE SSIM VGG MSE SSIM VGG MSE SSIM

3 421 221 .662 2102.280.929 35120.39 .769 2232.78 919 — — — 33011.78 .768 421 6.45 .806 175 2.25194729 .951

3 B9 71723 — — — — — — — — — 224390 .867 315 5.43 .778 497 7.63 .706 147 1.45 19351.46 .935

3 116 9940 — — — — — — — — — 120.784 .947 119 0.95 .941 302 5.25 .848 111 0.68 19480.66 .948

33 620 176 558 — — — — — — — — — 2691.99 .892 388 7.67 .775 571 14.97 .632 273 2.61283&.00 .896

333 522209584 — — — — — — — — — — — — 523 20.60 .595 493 10.10 .692 419 7.09 .2492.19 .827

of Kalantari et al. [2016] and Mildenhall et al. [2019]. Both are applicable to and
tested on light elds, i. e., view interpolation only. To evaluate other works in higher
dimensions, a hypothetical combination is introduced, such as rstusing LLFF for
view interpolation followed by SuPERSLOW M o for time interpolation. Finally, three
ablations of the method are presented. The rst;, NOCORDCONYV, regresses without
Coord-Cony, i. e., will produce spatially invariant elds. The second, NOWARPING,
uses direct regression of color values without warping. The third, N OCONSISTENCY,
does not perform occlusion reasoning but averages directly. These are applicable to
all dimensions.

Protocol Success is quanti ed as the expected ability of a method to predict a set of
held-out LF observed coordinates H whentrainedon Y H ,i.e.,Enn Louwt(h) m
Lin(h), where , is one of the metrics to be de ned below. For dense LF, the held-out
protocol follows Kalantari et al. [2016]: four corner views as an input. Sparse LF
interpolationison 5 5, holding out the center one. For time interpolation, a triplet is
used, i. e., the network is trained on past and future frames, while the middle one is
withheld.

Metrics The Ly, SSIM, and VGG [Zhang et al., 2018] metrics are utilized for compar-
ing the predicted to the held-out view.

Data The evaluation set consists of the publicly available LF data from Levoy and
Hanrahan [1996], Penner and Zhang [2017a], Daba a et al. [2016], and Kalantari et al.
[2016], LF video data from Sabater et al. [2017], sequences from Butler et al. [2012],
relighting data from Xu et al. [2018] as well as custom captured re ectance eld video.
For aggregate statistics, ve LFs, three videos, and one view-time-light X-Field are
used. New X-Fields data are also proposed by this thesis which is captured using a
minimalist setup: a pair of mobile phones. The rst phone takes the photo; the second
one provides the light source. Both are moved with one, two, or three degrees of
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FIGURE 3.6: Comparison of the proposed approach for view interpolation to other methods for two scenes
(rows). The top scene, from Kalantari et al. [2016] is a dense LF; the one below, from Penner and Zhang
[20174a], is sparse. Columns show, left to righRoPOSEDat the position of the withheld reference, the
results from WARPING, KALANTARI ETAL, LLFF, andN 0OCONSISTENCY and PROPOSED), as

well as the ground truth as insets.

FIGURE 3.7: Temporal interpolation for two scen@sws) using different method&olumns). See
Section 3.5.1 for a discussion.

FIGURE 3.8: Results for view-time interpolation. The inputwas a2 2 X-Field: 2 2 sparse view
observations with two frames.

freedom, depending on the scene. All animation is produced by stop motion. Several
X-Fields are captured, but only one has additional reference views to quantify quality.

Results Table 3.1 summarizes the outcome of the main comparison. It can be seen
that the proposed method provides the best quality in all tasks according to all metrics

in all domains. For example, images corresponding to the plots in Table 3.1, please see
Figure 3.6 for interpolation in space, Figure 3.7 and Figure 3.9 for time, Figure 3.8 for
space-time, Figure 3.10 and Figure 3.11 for light and Figure 3.12 for view-time-light
results. Each gure shows the input view and multiple insets that visualize the results
from all competing methods. Figure 3.6 shows results for view interpolation. Here,
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