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Résumeé

L'objectif principal du rendu inverse est de récupérer des informations 3D a partir d'un
ensemble d'observations 2D, généralement un ensemble d'images ou de vidéos. L'obser-
vation d'une scene 3D a partir de di érents points de vue peut fournir de nombreuses
informations sur la géométrie sous-jacente, les matériaux et les propriétés physiques des
objets. L'accés a ces informations permet de nombreuses applications en aval. Dans cette
these, nous nous concentrerons sur la navigation a partir de points de vue libres et sur la
synthese de nouvelles vues qui consiste a rendre, depuis des points de vue non observes,
les scenes 3D capturées.

Le domaine a pris un essor incroyable apres l'invention des champs de rayonnement
neuronaux (Neural Radiance Fields ou NeRF). Si les NeRFs permettent d'obtenir une
gualité d'image exceptionnelle lors de la synthese de nouvelles vues, ce n'est pas la seule
raison pour laquelle ils ont suscité un fort engagement de la part de la communauté. Une
autre propriété importante est la simplicité de I'optimisation : ils permettent de dé nir

le probléme de la reconstruction 3D comme un probléme d'optimisation continue sur
les parametres d'une représentation de scene avec une fonction objectif photométrique
simple.

Dans cette thése, nous conserverons ces deux avantages des NeRF, mais nous proposerons
une nouvelle facon de représenter les champs de radiance qui non seulement permet
d'obtenir des résultats de pointe en matiere de qualité d'image, mais aussi un rendu en
temps réel a plus de 100 images par seconde, une optimisation rapide avec une empreinte
mémoire raisonnable et une intégration aisée dans les moteurs graphiques.

Nous proposons une représentation a partir de points en explorant d'abord comment les
points peuvent étre utilisés dans un contexte de rendu traditionnel basé sur I'image pour

e ectuer de la rastérisation di érentiable. Ensuite, nous utilisons les points pour traiter

les objets courbes hautement ré échissants, ce qui est sans doute I'un des cas les plus
di ciles de la synthése de nouvelles vues. Dans nos derniers travaux, nous montrons
pour la premiére fois que les nuages de points, augmentés pour devenir des gaussiennes
3D, peuvent conserver les propriétés di érentiables des NeRF, mais qu'ils parviennent



egalement a récupérer des signaux a plus haute fréequence et a représenter I'espace vide
de maniére plus e cace. De plus, leur nature lagrangienne et le fait que, dans la méthode
la plus récente, nous parvenons a nous passer de l'utilisation des réseaux de neurones
nous permettent d'avoir une représentation explicite et interprétable de la géométrie et
de l'apparence.

En n, nous aborderons brievement dans cette thése deux autres sujets intéressants. Le
premier sujet consiste a déterminer comment placer les caméras pour capturer e cace-
ment une scene dans le but de la reconstruire en 3D. Dans des environnements complexes
non centrés sur 'objet, nous fournissons une intuition théorique et pratique sur le type
de placement des caméras qui permet une bonne reconstruction.

Le deuxieme sujet est motivé par le succes récent des modeéles génératifs. Nous étudions
comment utiliser des représentations basées sur des points avec des modeéles de di usion.
Les méthodes actuelles imposent des limites extrémement fortes au nombre de points.
Dans A travers un travail préliminaire, nous proposons une architecture qui exploite les
informations multi-vues comme outil pour décorréler le nombre de points de la vitesse et
de la performance du modéle.

Nous concluons cette these en ré échissant sur le travail e ectué tout au long de la thése
et en esquissant quelques directions intéressantes pour le travail futur.

Mots-clés: Rendu neuronal - Rendu basé sur I'image - Synthése de Vues - Radiance Fields
- NeRF - Point Based Graphics




Abstract

The primary goal of inverse rendering is to recover 3D information from a set of 2D
observations, usually a set of images or videos. Observing a 3D scene from di erent
viewpoints can provide rich information about the underlying geometry, materials,
and physical properties of the objects. Having access to this information allows many
downstream applications. In this dissertation, we will focus on free-viewpoint navigation
and novel view synthesis, which is the task of re-rendering the captured 3D scenes from
unobserved viewpoints.

The eld has gained incredible momentum after the introduction of Neural Radiance
Fields or NeRFs. While NeRFs achieve exceptional image quality on novel view synthesis
it is not the only reason they managed to attract high engagement with the community.
Another important property is the simplicity of the optimization, since they frame the
problem of 3D reconstruction as a continuous optimization problem over the parameters
of a scene representation with a simple photometric objective function.

In this thesis, we will keep these two advantages of NeRFs and propose points as new
way to represent Radiance Fields that not only achieves state-of-the-art results on image
quality but also achieves real-time rendering at over 100 frames per second. Our solution
also o ers fast training with tractable memory footprint, and is easily integrated into
graphics engines.

In a traditional image-based rendering context, we propose a point-based representation
with a di erentiable rasterization pipeline, that optimizes geometry and appearance to
achieve high visual quality for novel view synthesis. Next, we use points to tackle highly
re ective curved objects arguably one of the hardest cases of novel view synthesis by
learning the trajectory of re ections. In our latest work we show for the rst time that
points, augmented to become anisotropic 3D Gaussians, can maintain the di erentiable
properties of NeRFs but also manage to recover higher frequency signals and represent
empty space more e ciently. At the same time, their Lagrangian nature and the fact that,

in the most recent method, we manage to omit the use of Neural Networks allows us to
have an explicit and interpretable geometry and appearance representation.



Finally, in this dissertation, we will also brie y touch two other interesting topics. The
rst topic is how to place cameras to e ciently capture a scene for the purpose of 3D
reconstruction. In complicated non-object-centric environments, we provide theoretical
and practical intuition on how to place cameras that allow good reconstruction.

The second topic is motivated by the recent success of generative models: we study
how we can utilize point-based representations with di usion models. Current methods
impose extreme limitations on the number of points. In exploratory work, we suggest an
architecture that leverages multi-view information as a tool to de-correlate the number
of points with the speed and performance of the model.

We conclude this dissertation by re ecting on the work performed throughout the thesis
and sketching some exciting directions for future work.

Keywords: Neural Rendering - Image based rendering - View Synthesis - Radiance Fields
- NeRF - Point Based Graphics
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Chapter 1

Introduction

1.1 The penultimate goal

Throughout the years the penultimate goal of computer graphics research is to create
simulated worlds that are indistinguishable from reality. Practically this implies that
we need to simulate the physical laws of nature and model the physical properties of
matter. In the case where we want to create a virtual scene where a human swims in
a pool, we would need to simulate how uids interact with the swimmer's movement
but also how the water interacts with the swimmers body through buoyancy, drag and
other phenomena. To do these simulations we would need to model the geometry of the
pool and the body of the human actor, we would also need to animate his movement but
also de ne the physical properties of the water, for example it's viscosity. If we want to
realistically visualize the outcomes of our simulation we would also need to simulate the
laws of light transport, model the physical properties of the materials in the scene and
model how the objects interact with light, how they emit, re ect and absorb it. All these
interactions result in complicated light e ects like the caustics in the bottom of the pool,
or subsurface scattering on the skin of humans depicted i Fip.1.1.

Simulating and generating images involving all of the complicated e ects can be con-
sidered part of the broad eld of computer graphics. After many years of research, in
theory, this could be considered feasible, but it is far from practical. Even if we have
the mathematical tools to do all of the above, we need to consider the computational
power, storage, memory and time requirements. To be able to contain these requirements
to reasonable quantities we have to decide what matters most for our application. If
we want, as an example, to estimate the energy consumption of an electric vehicle, our
performance requirements are in the scale of minutes or hours and we would not care to
simulate and model anything that has to do with light transport. But if we want to render
the face of a virtual person in a 3D game, then performance becomes critical because we
need to render at real-time, higher than 60 frames per second. To be able to achieve the
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best results, at this frame-rate, we need to put all our e ort and resources to model and
simulate all the complicated lighting e ects and materials involved.

Figure 1.1: On the left we show a picture that captures complicated lighting e ects on the
bottom of the pool calledausticdut also complicated physics e ects on the interaction
of the swimmer with the water. On the right we show subsurface scattering on a human
hand. These images are taken from[[4;155].

1.2 3D Assets in computer graphics and their importance for pho-
torealism

It is quite intuitive to understand the importance of simulating light transport for the nal
visual outcome of a rendering. But the true unsung hero of beautiful renderings is the
delity of the geometry and their materials. These assets need to work together with the
accurate light simulation to produce a beautiful image - see top left infFig.1.2. Usually this
includes a mesh of triangles that models the geometry of the underlying surface, paired
together with a rich set of textures responsible for a spatially varying property of the
surface; this includes both geometrical properties and appearance properties. Geometrical
properties include normals maps, bump maps etc and appearance properties include
albedo maps, roughness maps and others. In practice, geometry is usually represented as
a soup of polygons, often triangles, while textures represent the surface manifold in 2D

through a u-v mapping, see Hig..2.
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Figure 1.2: We depict the basic components necessary to model and render a scene. On
the top left we have a rendering produced with Blend2g. On the bottom left we show

with a wire-frame rendering how the geometry is modeled using polygons. And on the
right we show to u-v mapped materials an albedo texture on the top and a bump map on
the bottom.

1.3 Capturing Content

It is only through personal experience that someone can understand the struggle and
the di culty of creating all these assets. Creating 3D assets using a 2D monitor is a
very unintuitive task for humans and has a very steep learning curve. To work around
this problem, in the 90's a game-changing idea changed how we think. What if instead
of modelling the world manually for the purpose of rendering, we can actually use
commodity sensors like cameras to capture image or videos of real scenes and objects.
We can then either recover their underlying physical properties that we described above
or re-render them directly only using the information captured in the images. This
would promise a complete democratization of 3D graphics and would make 3D an easily
accessible medium for people and artists to express their creativity with limited technical
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expertise, similar to photography and videography.

This idea was the foundation of many research topics and industrial products in the last
couple of decades. Photogrammetry extracts geometry from a set of multi-view images
and has been widely used in the pipelines of the gaming industry and VFX to create
3D assets faster. Typically, this involves Structure-from-Motion (SfM) to calibrate the
cameras and Multi-View-Stereo (MVS) to create a 3D model. Open source STIM/MVS
software like COLMAP[12] contributed to the development of the eld of Image-based
Rendering. Similarly, Image-based lightirigd] uses a camera to capture the lighting
conditions of a scene; this is then used to render objects using computer graphics as
if they were under the same lighting conditions. This technique is used extensively in
movies and video games.

Another fundamental technique is Light Fieldg3J which describe the amount of light
owing in every direction between two fronto-parallel planes. An e cient way to capture
light elds is to place multiple lenses or capture multiple images in a planar grid. A light
eld allows many creative applications including re-focusing to any focal length as a
post-processing step and was made commercially available with Lytro cameras [154].

1.4 Neural Radiance Fields

Recently the eld of 3D reconstruction has been re-invented with Neural Radiance
Fields (NeRF9[]. NeRFs can be seen as a modern photogrammetry pipeline that takes
advantage of the modern tools of automatic di erentiation and stochastic gradient descent,
popularized by the modern boom of Al and Neural Networks. NeRFs are rendered using a
continuous volumetric representation that has extremely useful properties in the context
of di erentiable and inverse rendering. A NeRF is "trained" by solving an optimization
problem that minimizes the photometric loss over a set of color images:

X
LG )= ila(@ 1 (C)j (1.1)
C
where are the parameters that describe the volumetric function &dre the calibrated
cameras, whilé i are captured images arld is the image generated by a model. This
minimization problem is solved using Stochastic Gradient Descent which implies that the
process of rendering is di erentiable, which is the ingenuity of NeRFs. The formulation
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of the problem for recovering a 3D representation is very simple and elegant, such that
it's easily extendable and modular, easy to understand and adapt in special cases. Later
methods introduces inductive biases and priors to improve the optimization - for more
details we refer the reader to an extensive literature revidwyl. These, together with

the exceptional rendering quality that NeRFs achieve, are the reasons why the research
community widely adopted them in the last few years.

However, NeRFs come with challenges. One of the main issues with NeRFs is the speed.
The original paper needs multiple days to optimize a single scene while rendering a frame
takes minutes. Furthermore, 3D representations always strive for e ciency both in terms

of memory and speed. In the context of reconstruction from images, accuracy/quality of
rendering is also important, and nally an often overlooked property is the practicality

of integrating these representation into standard graphics pipelines.

1.5 Point Based Representations

With these challenges in mind, this dissertation proposes point-based representations
as the fundamental primitive to build scene representations for novel-view synthesis
and 3D reconstruction. While points have been used before as a primitive both for
forward tasks [/4 [189 but also for inverse problemsic, we strive to make point-
based representations address a wider range of issues and challenges in the context of
3D reconstruction and eventually challenge more classical and established NeRF-based
representations. Throughout the dissertation we hope to address four fundamental
guestions related to point-based representations in the context of inverse rendering and
3D reconstruction from images.

1. Can we develop a di erentiable way to render points with high frame-rates and good
guality gradients?

In Chapters 1-3 of this thesis we built on top of the fundamentals of point-based graphics to
gradually build a di erentiable point-based renderer. We combine ideas from volumetric
representations and NeRB{ to build a rasterization-based di erentiable renderer that

has good quality gradients. Initially, in Chapters 1 and 2 we formulate rendering using
surfels, a surface representation de ned by point and a normal. For these two chapters
we use MVS as a pre-processing step to extract a dense point cloud and a good estimation
of normals to initialize the surfel-based representation. In Chapter 3 we replace surfels
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with 3D Gaussians, a volumetric representation which allows us to remove the MVS as a
preprocessing step. We also show and discuss the bene ts and di erent properties of 3D
Gaussians and why they allow for better quality but also for more exible initialization.
We show that a point-based representation can be rendered in more than 100 frames per
second while keeping all the di erentiable properties that NeRFs became famous for and
sometimes achieve even better quality than the most expensive existing solutions.

2. Can we use points to handle specular re ections?

One of the most challenging scenarios in 3D reconstruction and novel view synthesis is
that of view dependent e ects; specular mirrors are exceptionally hard due to their high
frequency with respect to view direction. In the second chapter of this document we
show that point-based 3D reconstruction can be improved if we leverage the theory of
optics and separate the di use part of the scene from the specular and treat them as two
independent layers. To treat the special case of curved mirrors we employ a warp- eld
encoded with an MLP and trained end-to-end with di erentiable rendering that given a
camera position, warps the re ected virtual points from a canonical space to the correct
position to represent the re ection. Our solution achieves state-of-the-art novel view
synthesis for scenes with curved specular objects.

3. What is the best way to capture a complex scene for reconstructing a radiance eld?

One of the problems that we encountered while working on all the di erent projects
throughout the thesis has to do with how to place cameras in complicated scenes for
the purpose of 3D reconstruction and novel view synthesis. It is arguably the most
signi cant factor that determines the quality of the nal result and there has been very
little attention from the community on that problem. In Chapter 4 we approach this
problem from the basic principles with the goal not only to devise an algorithm that
automatically solves the problem, but also gain intuition and better understand why
some camera placements work better than others. We extend the object-centric way
of capturing scenes to complicated environments like rooms, houses etc. by enforcing
uniform observation of the space and uniform angular coverage.

4. How can Point Clouds be used e ciently with Generative Models

Recently, generative models have received a lot of attentbd While most of their
success appears to be on natural language and image generation, many recent papers
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have explored ways to leverage generative models in 2. We focus our attention

on point-based di usion models were the main limitation is the number of points the
current models can process, which is around 2k-8k points. In the last chapter of this
thesis we present an early set of experiments that try to scale the point-based generative
models by an order of magnitude without sacri cing quality or speed. We do this by
projecting the points to 2D planes and predicting the reverse di usion process on the 2D
plane instead of directly in 3D. This allows us to de-correlate the number of points from
the time it takes to inference the model.

1.5.1 Thesis Structure and Publications

During the PhD we questioned the fundamentals of image-based rendering and novel
view synthesis and we tried to approach this old problem with modern tools and ideas.
While through these 3 years we carefully followed and were inspired by NeRFs, we
decided to explore alternative representations inspired by more traditional graphics
literature. In this thesis, we will show that, for the problem of novel view synthesis,
point-based representations achieve remarkable quality with orders of magnitude faster
speed than their main competitor®l. There are also other, more conceptual, bene ts of
having a point-based representation for a 3D scene. The most important one is that they
can be rendered with rasterization algorithms, something that contributes signi cantly
to the performance, but most importantly allows for an easier integration to di erent
standard graphics frameworks and game engines. After we released the code for Chapter
3, there has been extensive interest and di erent real time implementations appear from
the community, including web-browser based implementations with Web&84, inte-
grations with Unity [37] and Unreal Engine%4 and many others. Other bene ts include
editability[63] and naturally emerging persistent tracking in dynamic scenarios[83].

In the next chapter we will provide the reader with a review of the published research
that is necessary to follow this dissertation. We will start from the rst ideas in the 90s
that introduced the problem of novel view synthesis, we will follow with the impact of
photogrammetry and image-based rendering and follow by neural rendering. We will
introduce the reader to the most modern approaches related to NeRFs but also other kind
of representations encoded in Neural Networks e.g., SDFs. Finally we will describe all the
basic principles behind point-based graphics building the foundation for the rst three
Chapters of this dissertation.
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In Chapters 3-7 we will present all the research that was done through this PhD. The
rst three of these Chapters present the line of work related to point-based rendering
for novel view synthesis, while Chapter 6 addresses the problem of placing cameras
for reconstructing a NeRF, and in Chapter 7 we brie y provide the reader our early
experiments regarding scaling point-based di usion models. We conclude (Chap. 8) with

thoughts on the work accomplished in the Ph.D. and on future work.

Chapter 3 was published in Computer Graphics Forum (EGSR&],)Chapter 4 in ACM
Transactions on Graphics (SIGGRAPH Asia '&d[Chapter 5 in ACM Transactions on
Graphics (SIGGRAPH'23, Best Paper Awakd] pnd Chapter 6 at VMV'234(. The
author also published two papers during the Ph.D. that are not part of this dissertaan [
54].



Chapter 2

Background

In this thesis we propose several di erent point-based representations to solve the problem
of Novel View Synthesis. Throughout the years this problem has been widely studied
and numerous solutions have been proposed. To understand what motivated this thesis
and the limitations of current representations we rst need to do an in-depth survey of
previous work.

Novel View Synthesis13]] is an umbrella term that encapsulates many variations of
the same problem: given a set of input images how can we render novel high quality
photorealistic views of the same scene while moving in 3D. Di erent scienti c communi-
ties have di erent constraints i.e., a very limited set of input images, real-time rendering
speed, fast pre-processing time, or train on multiple scenes and generalize to new scenes
without training on the speci c images etc. Ultimately, we need to nd a representation
that produces the highest render quality using the least amount of overall compute time
and memory.

A closely related, but arguably separate eld of study, namely physically-based inverse
rendering[/59¢ tries to decompose the scene to physically meaningful properties i.e,
geometry, materials and lighting such that it can be incorporated in any computer graphics
pipeline. While this is extremely interesting and potential future direction of our work
we will not focus on these problems in this dissertation.

2.1 The e ect of 3D Geometry in Novel View Synthesis

Early methods in Novel View Synthesi8% [/J demonstrated the power of blending a
set of images/rays to allow various e ects such as viewpoint changes or depth-of- eld,
without the need for 3D geometry. One of the most in uential initial methods was Light
Field Rendering [{ and the related Lumigraph/4(Q that appeared the same year. The
key novelty that allows to render novel views without any geometry information is the
introduction of a special case of the 5D plenoptic functidff that is reduced to a 4D
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Figure 2.1: On the left we visualize how rays can be selected to be interpolated given a
known surface, gure from[LJ. Onthe right we see how the light elds are parameterized
using to parallel planes that de ne a light slab, gure from[73].

function called the Light Field and is de ned for any two parallel planes that do not
contain any occluders/geometry. The 4 dimensions are de ned by two parallel planes
which we visualize in Fi.2]1, and parameterize all possible rays that pass through the
slab. Given this parameterization, an image is a 2D slice of this 4D function, and as a
result if we are given enough images we have enough samples in 4D space such that we
can interpolate them to create new images.

But even using approximate 3D geometry was shown to be bene cial for image quality.
View Dependent Texture Mappin@l and later Unstructured Lumigraph Renderirit

use an approximate geometry representation as a basis for selecting source rays that are
good candidates to interpolate for rendering new views. This assumes that we have a
set of cameras with known extrinsic and intrinsic parameters and some geometry that
approximates the real underlying geometry of the scene. To render a novel view all we
have to do is to nd the intersection between the rays of the cameras and the approximate
geometry of our scene. Next, we re-project these intersection points to the input cameras
to nd candidate rays that observe the same surface point as the camera that we want to
render, and nally we selectively blend their color based on the angular distance between
the rays and their angular resolution. At the same time, Chai etl&].[used Fourier
analysis to prove rigorously that using 3D geometry allows for sparser sampling of the
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plenoptic function. This led to Image-Based Rendering(IBR) methcgidl/; 45 that
allow free-viewpoint navigation using a sparse set of images captured with minimal
constraints regarding the position of the cameras, a setup that is easy for users to follow
and is very much in the scope of this dissertation.

2.2 Photogrammetry: automatically estimating geometry

Figure 2.2: On the left we show a sparse point cloud and a set of calibrated cameras,
while on the right we see a full MVS reconstruction. Both images taken from the o cial
website of a RealityCapture[107] an o -the-shelf photogrammetry software.

The signi cance of having an approximate geometric representation on rendering high-
quality results with a restricted number of input cameras is evident. However, we have
yet to delve into the methods for achieving this approximation. This is a formidable
task, and indeed, it is one of the most challenging problems of Novel View Synthesis.
Addressing this challenge is crucial for achieving the best possible rendering results.

For a long time the geometry was estimated using semi-automatic methods that involved
users clicking manually correspondences between ima@ [Later in a series of
seminal papers Structure from Motion (SfMliZ4 and Multi-View Stereo (MVS)124

were introduced. When executed together these two algorithms take as input a set of
images taken from varying angles and positions and output a set of calibrated cameras for
the corresponding images and a triangle mesh representing the geometry of the scene.

SfM [124 is the rst step for estimating 3D geometry from 2D image sequences. By using
SfM we estimate the camera poses and their intrinsic properties and a by-product of
this is a sparse point-cloud that comprises the automatically extracted correspondences
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between the images; this point cloud will become very helpful in later chapters of this
thesis.

Structure from Motion involves a series of steps starting with feature extraction, where
local features in an image are detected and described. These features are typically invari-
ant to changes in image scale and rotation. While the Scale-Invariant Feature Transform
(SIFT)B1]] algorithm was commonly used for this purpose, recent approaches lean more
towards learned features3l]. After extraction, these features are matched between

di erent images that capture the same scene, setting the stage for 3D reconstruction.
The process then moves to incremental camera registration, where the relative motion
between a pair of cameras is estimated using the matched features. Cameras are added
progressively, and features seen by two or more cameras undergo triangulation to gradu-
ally create a sparse 3D structure of the scene. The nal step, bundle adjustment, re nes
this structure by optimizing the 3D coordinates of the features and the camera parameters
to minimize the re-projection error, ensuring the accuracy of the 3D model.

After the Structure from Motion (SfM) process, a series of additional steps are neeeded to
produce a mesh. The rst step is a dense correspondence estimation, which often uses
techniques like patch match] to create the nd dense correspondences between the
images. This dense map is then leveraged to produce depth maps for each image, o ering
more detail than the initial sparse point cloud from the SfM. In tandem with depth maps,
normal maps of the scene are also generated. To increase the accuracy of these maps,
Multi-View Stereo (MVS) often brings in geometric prior assumptions about the depicted
scene and images. However, these maps might have noise or other inaccuracies, so a
Itering step re nes them by removing outliers and smoothing imperfections. The last
phase involves turning the re ned depth and normal maps into a comprehensive 3D
model. Depth maps are transformed into a dense point cloud representing the entire
scene. This point cloud is then subjected to a surface reconstruction algorithm, which
converts it into a 3D triangle mesh.

Commonly available software like COLMAFZJ provide two options for surface recon-
struction from a dense point cloud: Poisson reconstruction and Delaunay triangulation.
Delaunay triangulation is a method used to divide a set of points into non-overlapping
triangles in such a way that no point is inside the circumcircle of any trian@é€[ The
resulting triangles tend to be equiangular, minimizing the sharpest angles, while Poisson
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reconstruction solves the Poisson equation, and as a result it creates a smooth, watertight
surface that best ts the input points. Often the Poisson assumptions about watertight
meshes are not really met in the case of a general 3D scene reconstruction especially when
the target is not an isolated object. This thesis targets mostly the rst case of general 3D
scene reconstruction and because of that we always use Delaunay triangulation whenever
we do an MVS pre-processing.

On the one hand MVS achieves high level of detail and it has been proven e ective for
generating high-quality reconstructions but on the other hand it is considered computa-
tionally expensive and often lacking the accuracy that is necessary to execute novel view
synthesis. This is especially true for thin structures, vegetation and re ective objects. In
the work presented in Chapters 2 and 3 of this thesis MVS acts as an initialization step
for the geometry of the 3D scene. After the initialization we use di erentiable rendering
and a photometric loss to correct any errors in the prediction of the MVS. In Chapter 4
we manage to omit MVS completely and use only SfM for the camera calibration; this
signi cantly speeds up the total training time of our method and simpli es it signi cantly.

2.3 The value of per-view Information

Unstructured Lumigraph Rendering (ULR) was one of the most successful algorithm
that uses geometry information to blend and interpolate rays that observe the same
surface. One of the important takeaways of this algorithm is that in the presence of
approximations and errors related to the camera registration and geometry, the rays
and cameras that are closer to the view that we want to render are more robust to small
errors in the underlying geometry than the ones that are further away. This observation
sparked a new class of algorithms that explper-viewdata to improve rendering quality.
These algorithms show that it is easier to accurately represent depth for a single view by
preserving the edges and synthesize missing geometry, even if that representation is not
necessarily multi-view consistentlig [18]. Later, per-view meshes where introduced

to improve local estimation of depth4[/]; to compute the per-view meshes they use
two MVS reconstruction software, COLMARZJ and RealityCapturéLl0{, which share

di erent accuracy vs. completeness trade-o s. In addition, Deep Blendiag plso
employed deep learning as a nal e ort to rescue the quality of the rendering from the
nal remaining geometrical errors. They trained a convolutional neural network to learn
the blending weights between the pixel colors of di erent re-projected input views. This
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convolutional model was trained once and could generalize across scenes. All these
methods greatly improve IBR quality in the presence of inaccurate depth from MVS.

Speci ¢ IBR solutions have been developed for hard cases such as vegetation or thin
structures [L4g, sometimes requiring manual intervention, while others tried to amend
the inherent errors in the underlying 3D geometry of MVS by modelling probabilistic
geometric representations [99].

Neural Networks have been extensively used to solve almost any kind of task. The term
Neural Rendering is the popular way of referring to an algorithm that generates an image
with the help of a neural network[L44. Usually neural rendering algorithms are split in
two categories, on the one hand there are algorithms that provide as input to the neural
network a set of explicit g-bu ersZ9 that describe geometrical and material properties
of a surface i.e, depth, normals, roughness etc. As a result, the neural network acts as an
approximation of the rendering equatioblq. On the other hand, given the fact that the
neural network is a di erentiable approximation of the rendering equation, we can also
learn high dimensional feature€&l[L] on the manifold of the surface that eventually are
used by the neural network to predict the nal color of the pixel. These neural features
act as a proxy for any information that might be relatively useful to solve the rendering
problem.

2.4 Learning to correct errors per scene

Learned features and neural renderers can either be used and trained to generalize across
scenes or they can be optimized speci cally for one scene. Many di erent avors or
combinations of the above paradigm exist, from re-using features from VGG-/N#&j fo

jointly optimizing features and neural renderers from scratch.

While most IBR methods before Riegler and Koltdri[] tried to generalize across scenes,
Free View Synthesiglll] trains a neural renderer that works for each scene separately.
The neural renderer takes as input warped input views to the target view and feeds
them through a recurrent neural network that produces the nal image. Later, the same
authors, improved on their method with Stable View Synthe&id]] by removing the
recurrent network that was a source of temporal instability and replaced it with an
MLP that learns view dependent features on the MVS surface mesh. In this thesis we
follow the same paradigm and solve an optimization problem for each scene without any
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capabilities to generalize in a feed-forward manner. Extending point-based representation
with zero-shot, feed-forward models is an exciting future avenue for research.

2.5 Discrete Volumetric Geometry

Early on, layered representations like Layered Depth Images (II%[can be considered

the predecessor of the very popular NeRF-like volumetric representations that we use
today[9d. An LDl is an image that has multiple depths and colors per pixel and can be
used to represent a 3D scene in image space. A properly computed LDI allows the user
to "look over" dissoclussions without distracting artifacts. An LDI can also be thought as
a special case of a volumetric function that de nes an occupancy grid in image-space.

In the context of deep learning, various works started exploring othdirerentiable,
volumetric functions as a way to put together deep learning and novel view synthesis.
Closely related to LDIs, Multi-Plane Images (MPIE3(] are de ned as a set of fronto-
parallel planes that in each pixel contain an rgb color and amalue that controls the
transparency of each cell. This is a very useful representation to act as output of a
convolutional neural network for two reasons: because of its di erentiable properties
when rendering from a di erent view but also because rendering is very fast since planes
can be transformed from one view to another using homography. Their e ectiveness in
deep learning applications is also related to the fact that MPIs share geometrical structure
with Plane-Sweep-Volumes (PS\Z1] that are shown to be e ective in predicting 3D
geometry for a pair of images.

In practice MPIs are used as an output of a CNN that learns to predict it given a large
corpus of training datal18(/8Y. In the case of Stereo Magni catiorilB(], the dataset

is 1500 YouTube videos, and the goal is to predict an accurate MPI from a set of stereo
images. In each training step a pair of frames is chosen as input and a 3rd frame as a
target. The Plane Sweep Volume is constructed on the pair of stereo frames and the
network takes it as input to predict the MPI which is used to render the target view.
Eventually this is compared with the ground-truth to compute a loss and back-propagate
the gradients to the weights of the network. Later Local Light Field Fusig¥| pxtended

this work to incorporate multiple input views and wider baseline input.

While using images as a way to store 3D information and rendering novel views by
re-projection has advantages, it struggles to scale to unstructured capture setups since
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camera selection and managing a big amount of redundant data quickly becomes com-
plicated. In a similar context DeepVoxel$34 and Escaping Plato's Cavéy create a
monolithic volumetric 3D representation based on voxel grids.

2.6 Neural Radiance Fields

The seminal paper Neural Radiance Field (Nel2E) $hifted the attention of the commu-
nity from predicting the 3D representation using feed-forward solutions to optimizing
speci cally for the data we have at hand. This is achieved with a di erentiable continu-
ous volumetric representation that can be optimized only with a photometric loss. The
optimization uses Stochastic Gradient Descent and iteratively renders rays from input
cameras. The rendered color of these rays is later compared with the ground truth color
which provides gradients that are used to adjust the parameters of the representation such
that the rendering looks closer to the ground truth. This proved to be enough to recover
a representation that not only renders the input views correctly but can also generalize to
novel views e ectively and recover a physically plausible volumetric representation while
having a simpler optimization procedure than MVS. The choice of the representation is
critical in this task.

Figure 2.3: Overview of a NeRF reconstruction. (a) First it samples the rays and (b)
evaluates the MLP for all these samples to get a density and color which later (c) is
provided to the volume rendering equation to get a nal color which (d) then is compared
with the ground truth pixel color. Since the process is di erentiable we can compute the
gradients and optimize the parameters of the MLP to produce densities and colors that
eventually will produce colors closer to the ground truth. This gure is taken frof.

As we discussed in the previous section many di erent methods have explored volumetric



Chapter 2. Background 17

representations in very similar context. However the original NeRF paper grounded
the volumetric representation with an approximation that simpli es physically-based
rendering to an emission/absorption model. This simply means that particles in space only
emit and absorb light; there is no notion of re ection or light scattering and essentially
all matter acts as a small light source. More concretely the color observed from a camera
ray r (t) = o+ td with near and far bounds,, andt;, o the ray origin andd the direction

of the ray, is de ned as:

Z,
C(r) = T(t) (r®)c(r(t);d)dt (2.1)

tn

This implies that in each position in space we can evaluate the density of the volume
and a view-dependent colar. The termT models the transmittance which models the

attenuation of light as it passes through the volume and is de ned as:

Z t

T(t) = exp( (r(t))dt) (2.2)
tn

The introduction of this di erentiable image formation model for scene reconstruction
could be considered one of the biggest contributions of the paper to the eld of inverse
rendering, but in the same paper there are also other practical contributions that involve
solving this equation e ciently and designing a data structure to store volume density
and view dependent color.

The original NeRF method9((J numerically estimates the continuous integral by quadra-
ture. This transforms the integral to a trivially di erentiable front-to-back alpha com-
positing step.

The density and the view-dependent color are encoded in the weights of an MLP, that
takes as input arxyz coordinate and a direction and outputs a density and color. To be
able to encode high-frequency signals in the MLP, positional encoding is used, which
uplifts the input signal from 3D to higher dimensions decomposing it in Fourier Features.
The idea of encoding low dimensional signals to MLPs resulted in a multitude of papers
that model many di erent signals in the same way; such solutions are often called "Neural
Fields"[16D0].

The success of NeRF has resulted in an explosion of follow-up methods that address
guality and speed, often by introducing regularization strategies. MipNeRF360 managed
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to successfully handle unbounded scenes by improving on the ideas of NeRFg-+[
This approach encouraged the distribution of the density function along the ray to be as
compact as possible with a reguralization loss. A way to warp the space outside of the
unit cube in a bounded domain is also proposed. The current state-of-the-art in image
quality for novel-view synthesis is ZipNeR[[that extends the ideas of MipNeRF360 to
grid-based representations similar to InstantNG#E[ While the rendering quality is
outstanding, training and rendering times remain relatively high.

A lot of recent methods have focused on faster training and/or rendering mostly by
exploiting three design choices: the use of spatial data structures to store (neural) features
that are subsequently interpolated during volumetric ray-marching, di erent encodings,
and MLP capacity. Such methods include di erent variants of space discretizafiafj [
3516948 203610819154, code-books143, and encodings such as hash tabl&§]|
allowing the use of a smaller MLP or foregoing neural networks completgly [35; 138].

Most notable of these methods is InstantNG#[which uses a hash grid and an oc-
cupancy grid to accelerate computation and a smaller MLP to represent density and
appearance; Another interesting method, Plenox&¥ [ uses a sparse voxel grid to
interpolate a continuous density eld, and can forgo neural networks altogether. Both
rely on Spherical Harmonics: the former to represent directional e ects directly, the latter
to encode its inputs to the color network. While both provide outstanding results, these
methods can still struggle to represent empty space e ectively, depending in part on the
scene/capture type. In addition, image quality is limited in large part by the choice of the
structured grids used for acceleration, and rendering speed is hindered by the need to
guery many samples for a given ray-marching step.

There are literally hundreds of new papers in the last 2-3years; we had to limit our choice
of papers to review to the most closely related methods.

The volumetric representation for di erentiable rendering, that was introduced by NeRF,
has proven to be valuable in the context of inverse rendering. While in Chapters 3 and 4
of this dissertation we propose a surface based representation, in Chapter 5 we converge
to the same image formation model as NeRF. However, we represent the volume with a
point-based representation and rasterize it for rendering. We show that a combination of
a point-based representation with volume rendering yields the fastest and highest quality
solution so far.
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2.7 Signed Distance Functions

In computer graphics and more speci cally in rendering algorithms it is crucial to recover
the exact intersection of a ray with the surface. This intersection is used in combination
with the surface normal and the incoming lighting conditions to calculate the outgoing
radiance towards the camera. This is the reason why most rendering algorithms, both
rasterization-based and ray tracing, prefer an underlying representation for geometry
that has an e cient method to calculate ray-surface intersections and normals.

The volumetric representation of Neural Radiance Fields not only doesn't have an e cient
ray-surface intersection but it is questionable if there is an accurate way to compute the
actual surface and its normal. Because of this, a popular research direction tries to nd
e cient and di erentiable surface based representations that behave as well as NeRFs
during gradient descent, typically using Signed Distance Functions (SDFs). An SDF is
a scalar function that represents the shortest distance of a point to a surface, with the
sign indicating which side of the surface the point is on. This de nition implies that the
surfaces is the zero level set of that function. Ray-surface intersections can be computed
for SDFs with Sphere Tracingl and the normal of a surface is de ned by the gradient

of the function with respect to the position.

Figure 2.4: From left to write: (a) the input images (b) the density of the volumetric func-
tion (c) the corresponding SDF that is computed from the volumetric function exploiting

the duality between the two representations and (d) an novel view from the object that
was not included in the training set. Figure from [164].

But most importantly SDFs have been explored extensively as a representation because
they are also di erentiable. Straight-forward implementations of a di erentiable SDF
renderer P5 163 achieves already remarkable results in object based reconstructions
but usually includes a mask that separates foreground from the background. Also,
subsequent work157 164 extended the image formation model to alleviate limitations
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on big depth discontinuities. These limitations come from the fact that the color of the
pixel is evaluated only on the intersection with the surface, thus producing extremely
localized gradients that do not allow the optimization to converge. The solution comes
from exploiting a duality between the volume rendering and the SDF representations
that allow a volumetric rendering of an underlying SDF representation. Eventually this
break-through led to SDF based algorithifi6E [/ 7157 that can handle complete and
complicated scenes similar to the ones handled by NeRFs.

Surface based representations are not limited to SDFs. Mesh based di erentiable rasteri-
zation has also seen some interest despite the topological constraints of a mesh and the
connectivity which make it a hard choice to optimize with standard tools of gradient
descent. Most notably Munkberg et aB4] overcome the topological constraints by
using DMTet [LZ2]], a deformable tetrahedral grid linked with a di erentiable marching
tetrahedra algorithm. In every iteration they di erentiably produce a mesh from an
underlying signed distance function and combine it with neural texture and physically
based materials to construct a fully di erentiable pipeline that works around the topolog-
ical problems of optimizing directly 3D triangle meshes. The most recent solufictg[
provides even further improvements over DMTet.

2.8 Point Based Rendering

In this section we describe the fundamental tools that we used through Chapters 3-5.
Levoy and Whitted [4 in their seminal work proposed points as a unifying display
primitive that standardizes the way to render any traditional primitive including lines,
curves triangles etc. To motivate their proposal they also suggested the rst rendering
algorithm for points that considers them as samples of an underlying continuous primitive
and scale their footprint in screen-space respecting projection. QShl&lextended

their work by introducing an acceleration structure called a bounding sphere hierarchy
which allows rendering to scale to millions of point primitives while allowing real-time
rendering. Around the same time Zwicker et al. proposed Surface Splattidd,[ a
point-based rendering algorithm with anisotropic ltering which is based on the Elliptical
Weighted Average (EWA) Iterft4]. Zwicker et al.[L8] provide a rigorous mathematical
formulation to properly resample a texture that is de ned by irregular samples in object
space. This means both respecting the transformation from object space to screen space
but also making sure that the Nyquist criterion[126] is met.
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Figure 2.5: Left: A visualization of the transformation of the isotropic gaussians from
object space to anisotropic resampling kernels in screen space. Right: The formal process
of resampling a function under a transformation= m(u).Figure taken from([183].

In any positionQ in object space the texture functiofy is de ned as the weighted sum
of all sample$?, that belong in the local neighborhood @:

X
fe(u) = Wil (U Ug) (2.3)
k2N
Wherer is a basis function; for mathematical convenience we choose a Gaussian dis-
tribution, wy is the texture valuey anduy are the local coordinates of point and Py
respectively.

Given a transformatiorx = m(u) from object space to screen space the continuous
function f ;(u) in screen space is de ned as:

Ge(x) = fe(m (X)) (2.4)

Which we want to band-limit to avoid aliasing using a low pass lIter that respects the
Nyquist theorem:

ge(x) = ge(X) ~ h(x) (2.5)
with ~ being the convolution operator.

Expanding the above expressions results in:
X
X)) = Wi k(%) (2.6)

k2N
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k expresses the basis functiop in screen space and is called a resampling kerne[. Hg.2.6
also states that each basis function can be warped and Itered individually and then sum
the contributions of all kernels can be added together. The proof can be found'in [183].

Replacing the generic functiory by a gaussian distributios, with a covariance matrix
V allows to de ne :

1

k(X) = 7]

Gyt (X m(u)) (2.7)

WhereJ is the Jacobian of the object space to camera space transformatioWamgithe
covariance matrix of the Gaussian in object space.

The anisotropic nature of EWA ltering comes from the fact that points represent oriented
surface samples with normals, and computing their reconstruction kernel footprint
iIn screen-space produces an anisotropic Iter that can be evaluated in screen space
independently. This formulation was extended to volume splattid@} where the input

data is a volumetric grid.

Interest in point-based rendering has been revived with the introduction of di erentiable
solutions [L56/164, including fast approximations{{. Several neural rendering methods
have been presented, directly rendering a point-based representation of the SEEB&] [

or in a fast rendering approach that optimizes camera parameters to improve quéality [

In recent work, points are used to represent an implicit light el@}]. Other methods use
points as neural basis functionsl®? or local neural elds [3]; both have mechanisms

to upsample or grow the point cloud when necessary. This is a fundamental problem in
point-based di erentiable rendering.

In the next three chapters we will show how we built on point-based di erentiable
rendering to develop state-of-the-art solutions for novel view synthesis, in terms of visual
quality but also optimization and rendering speed.
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Point-Based Neural Rendering with Per-View
Optimization

In this chapter we present our rst point-based method for novel view synthesis. This
research was perfomed at the beginning of the Ph.D., when NeRFs were just beginning
to appear; the method was published in 2081][ The work presented next provided the
foundations of our di erentiable point-based rendering pipeline, that is central to this
and the following two chapters.

3.1 Introduction

The most successful traditional image-based rendering algorithms at the time used Multi-
View Stereo (MVS) to reconstruct a mesh which is later used to re-prgectinput-view
information [13[14 to the novel camera view. This helps improve the nal rendering
quality in the case of unreliably reconstructed depth from the MVS.

Recently, neural rendering methods have been proposed to navigate in such captured
scenes11044. The neural component o ers better stability and robustness compared
to the hand-crafted heuristics that are necessary to blend multiple input views after
being re-projected to the novel view. But still, in many cases, these methods su er from
the fact that big reconstruction errors cannot be xed in screen space no matter how
sophisticated the rendering algorithm is.

In this chapter we present a new neural rendering pipeline that builds on top of these
methods, but allows subsequepéer-input viewoptimization of attributes such as re-
projected latent features and depth, unlocking the potential to x artifacts produced by
erroneous initialization from the MVS.

Our multi-view pipeline extends the di erentiable surface splattifig by introducing
a novel blending of points in screen space inspired by the success of volumetric rendering
in NeRFP({ and adapt the traditional EWAL8J to t in the context of re-projection
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from one view to another. We pair the di erentiable re-projection with an e cient,
high-quality neural renderer, which becomes an end-to-end di erentiable pipeline with
which we can optimizeper-input-viewattributes.

We also introduce a fast algorithm to select the cameras from which we actually re-project
points,signi cantly improving the speed/quality tradeo .

When re-projecting images from input views with inaccurate geometry, it is always
hard to determine which view contains occluded information. Point splats lack the
connectivity of meshes, but also make it easier to formulate a probabilistic approach
to this depth testing problem, which is necessary because of the soft point splatting
approach.

We introduce such an approach, that uses the distribution of depths from each re-projected
input view to perform soft depth resolution.

Taken together, all the elements of this high-quality di erentiable point-splatting frame-
work allows us to introduce a temporally consistent neural renderer that we use to
optimize jointly per-input-view parameters such as re-projected features and depth for a
given scene and a neural renderer. For each scene we can use our pipeline for several
multi-view imaging tasks, such as free-viewpoint IBR, multi-view harmonization and
multi-view consistent image stylization.

Our results show how our framework can be used for free-viewpoint IBR, notably with
improved IBR quality for di cult cases such as vegetation or thin structures compared
to previous work, multi-view color harmonization and multi-view consistent image
stylization. Our neural renderer outperforms all previous view synthesis methods we
tested both in quality and speed in almost all scenes presented, in terms of quantitative
measures and visual quality.

3.2 Method

We rst present an e ective and robust camera selection algorithm which is the rst
necessary step of our algorithm. Then, to allow optimization of attributes in each selected
input view, we introduce a di erentiable bi-directional point splatting approach from
input views to a common novel view space that allows properties in the input views to
be optimized, while providing high-quality rendering using e cient Itered splatting.
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Figure 3.1: With alimited budget of cameras, ié.= 4, we see the importance of camera
selection even in simple scenes like Ponche. Left is the camera selection metHdai(pf [

In the middle is ours and on the right we show a mask with black for missing content. In
the top right (red), we see that the rst method clearly fails to provide information for
the whole frame, while ours (bottom, green) with the same number of cameras covers
the frame.

Finally, we introduce a probabilistic depth-test to resolve visibility between projected
input views.

3.2.1 Camera Selection

Selecting a subset of cameras to use when synthesizing a novel view is an important
component of many IBR and neural rendering algorithms (see[S€c| 2.1} 3.5.1). Our goal is
to develop a solution that is e ective in choosing a good set of cameras by considering
pixel coverage.

Previous work [L1() ranks and chooses input views based on how many novel-view pixels
they cover. However, this approach does not necessarily lead to an optimal coverage of
the entire novel view.

Our solution is inspired by the MaximunK -Coverage problem from set theory to
approximate the solution%1]; in this problem we are given several possibly overlapping
sets and a numbef . The goal is to seled of these sets so that the union of the selected
sets has maximal size. In our case the input views are the sets, and their elements are
(re-projected) visible pixels in the novel view space.

We rst estimate a down-scaled score m&p in the novel-view space for each input
camera. We use the proxy mesh estimated from the MVS algorithm as a basis for our
re-projection, including a depth test for occlusions using this mesh. We use the mesh
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instead of point splatting for speed and because we don't mind the errors produces by the
erroneous geometry. Our algorithms chooses a sub-set of cameras that when combined
maximizes the maximum score of the surface projected to the novel view. We do this by

solving the following optimization problem:
X
argmax  max Sj(p) with jVsej = k
Vsel V2 Vsel
p2P
whereP are the pixels in the novel viewyye target set of views and the visibility score

Si(p) is an indicator function returning 1 ifpis visible in viewi.

We choose to solve this optimization problem with a greedy algorithm that chooses the
set that maximizes the total score in each iteration. This greedy solution has a lower
bound over the ratio of the score compared to the best soluﬁgﬁf—y <1 1=e[571].

In the degenerate case where the novel view is the same as an input view, this algorithm
is ambiguous. That is because the rst input view will cover all the pixels in the set,
hence all other views will have an equal score of zero. We can detect this case in its most
general form when"(,—;1 < whereV is the total score after selecting theth candidate
view. In this case we switch the candidate selection criterion and pick the view with the
absolute maximum , Si(p).

The visibility function can be replaced trivially to incorporate a per-pixel score that is
non-binary. We choose the ratio between the distance of the point visible from the input
camera and the novel view. This is a fast approximation of the density of the points in
the novel view such that we always prioritize views that have a better resolution. Given
M input cameras the complexity of the algorithm B8(N M) which is tractable for
interactive rendering.

We compare our camera selection in Hig.| 3.1 to that of Riegler eflal}this approach
misses important content on the lower right corner (shown in black on the red box
upper right).

3.2.2 Bi-Directional Di erentiable Point Cloud Rasterization

Using point-based rendering allows us to directly bene t from the geometry provided
by MVS/SfM and from the advantages of a fully di erentiable pipelife 156/164. We
want to allow optimization ofper-viewattributes, such as latent features, depth etc. in
eachinput image
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Traditional rasterization su ers from discontinuities during splatting and z-bu ering.
Overcoming this and incorporating rasterization techniques in a di erentiable pipeline
requires a soft splatting approach of input view pixels into the novel view; we adapt
Elliptical Weighted Averaging (EWA)44; 109164 for this task. EWA has been used for
the projection of 3D points to 2D images where Ren et @0y (eq. 9-12) provide the
required procedure to compute the Jacobian of the transformation from a 3D oriented
point to an image. In our approach, we need to account for the combined stretch induced
by two transformations: First the lifting of a sample from an image to 3D, and then the
projection of this point back to a novel view. This naturally gives rise to a bi-directional
procedure, where we rst use the inverse Jacobian of the transformation from the input
view to 3D, followed by the forward Jacobian to move from 3D to the novel view. Since
the Jacobian of an inverse transformation is the inverse of the Jacobian, we can use
the method of Ren et al. in both cases and just invert the rst Jacobian [Fig. 3.2). The
net result of this process is an anisotropic 2D Gaussarassociated with each pixel

of the input view. This bi-directional approach allows us to extend the di erentiable
point-splatting method for per-view optimization.

Figure 3.2: Points (cyan, arrows denote normals) are lifted from the 2D input image
(green), and then re-projected to the novel view (orange). This requires the use of a
bi-directionalEWA Itering method, employing two Jacobians.

Alpha Blending. We use alpha-blending to avoid discontinuities at point boundaries
and when points overlap15§4. We nd the opacity E,‘fi) of pixeli in input-view n by
evaluatingG for novel-view pixelv. Speci cally, alpha blending is performed using

front-to-back compositing:
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|
X (v) v (v) |
CEV) = Crii nij (1 n;j) (31)
i2N (V) i=1
wherecis a pixel attribute (e.g., color) ard ) the depth-ordered set of splats from input
view n that overlap novel-view pixel.. We will omit the superscript/ in the remainder
of this section to aid readability. The alpha-blending step requires a speci c gradient

computation, extending Yifan et al. [166]:

@¢ v
@ = n (1 n;j )
lq’;l j=1
@c 1 i Y1
@ =cy; (1 nj ) G i (1 )
n;i j=1 I=k+1 j=1

For computational e ciency, we limit the support of5 based on two criteria: First, we
stop considering more input pixels if the accumulated alpha reaches one gray-scale level,
since in this case any subsequent points will not alter the color signi cantly. Second,
we consider the spatial decay @, by computing the eigenvalues of its covariance
matrix. We remove oultliers (top 3% of points with the highest variance), and choose the
highest remaining variance nax, to avoid big kernels that will slow down our rendering.

We de ne the cut-o radiusr to be 99% of the energy of the corresponding Gaussian:

r = d3 max® i.€., the standard three cuto. We also only maintain the front-most

kq = 150 splat contributions per novel-view pixel to keep a constant memory footprint.

The EWA lter process correctly accounts for distance and orientation during our bi-
directional splatting. However, there is inherenincertaintyin the position of each
input-view pixel arising from the MVS reconstruction. We model this uncertaitdyas a
multiplicative factor on the covariance matrix d&, e ectively controlling the fuzziness

of the individual splats. Thanks to our di erentiable framework, we can include these
per-input view pixel uncertainties to the set of optimizable attributes. We found this to be
a simple yet expressive way to let the pipeline handle and balance geometric uncertainty
arising from re-projection errors. We initialize uncertainty withl = 0:5; we initially used

a value of one (corresponding to standard EWA), but our tighter kernel combined with
the neural renderer improves image quality. During optimization ($ec. B.3.2) uncertainty
Is re ned and adapts to reconstruction and rendering errors.
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Figure 3.3: Soft rasterization incorporates uncertainty, allowing this information to
propagate to the depth test. This makes all decisions soft, which is required due to the
noisy data from MVS reconstruction; hard visibility could discard valuable information.
We see how points that do not directly intersect a ray convey depth information to the
novel view.

3.2.3 Probabilistic Depth Testing for Point-Based Rendering

A given pixel in the novel view will receive splats of continuous opacity from points
coming from di erent input images (Fid. 3.3). Determining which view is in front of
all others is a complex task, further exacerbated by the uncertainty in the depth values
of the di erent points. Many ad hoc solutions have been proposed to this problem of
resolving uncertain depth in IBR18;45;102].

Initial experiments showed that our neural renderer struggles to learn the depth test
without any inductive bias. To introduce the depth-test explicitly, we de ne a distribution
of depthsd, for a given input viewn. The density function of this distribution is given

by the splats re-projected with soft rasterization; we can thus opt for a probabilistic
approach to this depth test that amounts to determining whether the points re-projected
from n are more likely to be in front of those projected from all other views.

We de ne a random variabl®, representing the depths projected to a novel-view pixel.
Our goal is thus to determine probabiliti (D, < minnen (D)) i.€., thatD,, is closer
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than all otherD,,.

We derive a solution to this problem based on a mixture model. Intuitively, we aim to
compute the probability that the re-projection of a pixel for input viewon a pixel of
the novel view is closer than all re-projections coming from the other input views.

We rst rewrite this as a product of probabilities that compares the depth distributions
coming from two views. Using a mixture model further allows us to compare each
component of the two mixtures, leading to a quadratic computation with respect to the
number of points re-projected on the pixel. We choose a triangle distribution that allows
for softness in the depth test and accounts for depth uncertainty, while having a nite
support. We choose this distribution over Gaussians, since it simpli es and speeds up the
quadratic computations. The detailed derivation is presented in the appgnfix A; we state
the nal expression here:
P(Dn < min(Dn))
mén I
2 X ¥ Y X '
S nii mj T(S(t);dm;; ) fi(s(t); dn;i); (3.2)
i2N p t=1 mén j2Nn,

with T the integral of the symmetrical triangular distributioh with support2 , dp,;
the depth of pointj in view m and

ni = ni ' (1 n;j):

Further,S is the number of samples arg(t) = dy; + ﬁ We found that setting
S =1 provided satisfactory results in all our experiments. This computation is performed
in parallel per pixel using CUDA.

3.3 Temporally Consistent Neural Rendering and Optimization

Our bi-directional point splatting approach allows us to de ne a neural renderer that can
be jointly optimized with the per-view attributes.

3.3.1 Point-Based Neural Renderer

For each view we generate a set of attribute layers, namely the input-view colors and a
set of optimized latent features re-projected to the novel view using our point splatting
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Figure 3.4: Our neural network architecture takes as input the rasterized point clouds
and feeds each one individually in an encoder network. The encoded rasters are then
pooled by a set of weights that introduce inductive bias for the visibility but also allow
for temporal smoothing in an interactive scenario. The pooled features are fed through a
decoder to generate the nal rendering.

method. The architecture of our pipeline is visualized in 3.4.

The rst part of the network encodes each view in a feature spacé-oflimensions for
each input view with a series of convolutional residual blocks, with shared weights across
all input views.

Then we apply a weighted average poolin@i4() and produce a singl& = 64 channel
image, which is subsequently decoded by consecutive convolutional residual blocks.

The weights for each input image consist of three terms, as detailed below.

First, camera selection (S¢c. 3.2.1) can cause temporal instability when cameras ap-
pear/disappear for a selected novel view. We deal with this problem with a smooth fading
strategy using temporal Itering.

Our camera selection algorithm returns a set of selected cameras that get a score of
s = 1:0while the rest gets = 0:0. We temporally Iter the scores! of viewi in framet
as follows:

wh=si+(1:0 Hw!?

where controls how fast the temporal Itering adapts to changes; we set 0:05.
Once we update the weights, we select tNehighest to use for rendering. Unless stated
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otherwise, we usedl = 9 in all our experiments. To avoid popping we further re ne
the weights across all views, similar to the approach usedb#, to obtain nal smooth
camera selection weights/cs:

w mini Wi
(W min;(w;))

Wcs = 4

ensuring that views which are coming in and out of the set have zero weight, ama is

the element-wise min of a vector, where is the vector of alw; and the equation uses
element-wise di erence. This moves thg, discontinuity to C,, and thus every time the
selected set changes, the gradients of the weights become discontinuous instead of the
actual values of the weights.

Second, we observe that weighted average pooling can lead to artifacts in the presence
of view-dependent e ects. To compensate for this, we use weights based on input-view
texture stretch: For each point reprojected in the novel view we quantify the amount
of stretch as the ratio between the two eigen-values of the covariance of the splatting
kernelG (Sec| 3.212BH. This weightwrs penalizes pixels at grazing angles, increasing
the in uences of more front-facing views.

Third, we employ probabilistic depth weightspp = P (D < minme (D)) (Sec] 3.2,3,
Eq[3.R) which account for point visibility.

The nal weights w are the product of the three weights described above:

W= Wcs Wrs Wpp

Compared to previous neural renderers, this architecture shows improved temporal
stability. Importantly, if we decide to change the number of views we select, we do not
need to retrain. This is because the weighted average pooling normalizes the sum of the
weights of all views per pixel, hence no matter how many views are added the distribution
of the magnitude of the features will stay the same for the decoder.

3.3.2 Optimization

We optimize the scene representation and our neural renderer jointly. The list of attributes
we optimize in each input view reads as: color, depth, normal, uncertainty, and a 6-
component latent feature vector. The feature vector extends the input-view color channels
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and allows our pipeline to encode useful additional information per input-view pixel. The
decoder uses the optimized features to improve rendering. We initialize the six features to
0.5, and depth is initialized with the generated per-view meshes from Hedman é44l. [
The neural renderer is initialized using the method of Zhang et al. [175].

We perform optimization with a leave-one-out strategy, i.e., at each iteration we randomly
hold out one view to use as ground truth. To avoid over t we augment our dataset by
selecting 9 views chosen randomly from the best 13, which empirically improves the
quality in our test scenes; please see $ec.|3.5.2 for an ablation study on the number of
views selected. We lift all the pixels to 3D using the depth maps of their corresponding
input views so we can splat them to the view we want to render. We stack all views in
batches and feed them through the neural renderer. We usé aloss

L=k gk

while certain applications require additional loss terms as described in[Sgc. 3.4. We use
an ADAM optimizer for all our parameters and we re-normalize normal vectors in every
iteration. We also feed the features through a sigmoid to scale them to unit range so they
are in the same range as colors, before feeding them to the next module. The learning
rates we use are the followindrcnn = IMnomar = 17 depth = 0:0001, If fearures = 0:007,

Iry = 0:01L Unless stated otherwise, we trained all scenes for 100,000 iterations in
150x150 patches, at which point the loss no longer improved.

3.3.3 Forward Rendering

Once optimized for a given scene, our neural network can be used for high-quality free-
viewpoint rendering. For each novel view, we choose the input views using our camera
selection approach, then project the points from these views using our splatting approach,
perform the probabilistic depth test and then run our neural network to synthesize the
image.

A major bottleneck of the forward pass is the point-splatting. During training, we need to
use the full approach including the gradient computations in the backward pass. However,
for fast rendering at runtime, we implemented an e cient OpenGL-based approximation
of the point re-projection in Se¢. 3.2.2. We uge= 10 global depth layers, where the
relevant depth interval is determined by rasterizing the MVS mesh depth at low (1/16)
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Figure 3.5: Comparison of our full soft rasterization approach with the interactive version.
Di erences are subtle and do not signi cantly degrade visual image quality.

resolution followed by a min-max mipmap construction. We then splat all pixels of all
input views in parallel into the depth layers, where the multiplicative accumulation of
opacity (Eq[ 3]1) utilizes hardware accelerated additive blendirigg(fl. ).

We composite the depth layers back-to-front in parallel over all re-projected pixels of
all input images. We then apply the probabilistic depth test ($ec. [3.2.3) that now only
needs to consider at mos$ty alpha-weighted depth samples. Quality degrades only
marginally using this approximation, allowing interactive viewing; please see[Fig. 3.5 and
the supplemental for further visual comparisons and statistics. Results are computed at
full solution unless otherwise stated. Our implementation runs at 4.5 fps, where camera
selection takes 87 ms, point splatting 36 ms, the depth test 38 ms, and network evaluation
59 ms. While we achieve interactive frame-rates, this comes at the cost of memory
consumption. First, the depth layers take approximately 4 GB of memory for a resolution
of 900 600with 10 layers and 9 views. This could be compressed through standard
texture compression methods. Second, the fact that we batch together all the input views
and feed them through our neural renderer means that memory consumption is high for
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this stage as well; pytorch reported 4.5 GB of memory usage for the above con guration.

3.4 Applications and Results

We illustrate our di erentiable multi-view pipeline on three applications. The rstis IBR,
the second multi-view harmonization and the third multi-view style transfer.

We implemented our system in PyTorch with custom CUDA kernels for the point rasteri-
zation and we integrated our network into a C++ framework with OpenGL for display;
our interactive version implements point splatting in OpenGL. All code, data, videos and
supplemental materials can be found hergtps://repo-sam.inria.fr/fungraph/
differentiabie-muiti-view

3.4.1 Image-Based Rendering

We show example images in F[g. 3.6 from three di erent scenes, taken from the Deep
Blending dataset$]and the Stairs scene fronfll4g. We also show the Truck scene
from Tanks and Templess in Fig.[3.9. Our method achieves sharp results in regions
with vegetation and can recover from some of the reconstruction artifacts due to thin
structures. We encourage the reader to watch the supplemental videos to appreciate the
visual quality of our method.

All timings are reported on an RTX6000 GPU for display and RTX8000 for training.
Training for 100K iterations takes 12-14h. For small scenes (Hugo and Tree) only 20K
iterations are required (approximately 3h).

3.4.2 Multi-view Harmonization

We demonstrate a multi-view harmonization technique that works well for one of the
most common problems in real-world multi-view captured content: Exposure and other
camera parameters can uctuate between images, creating multi-view inconsistencies
breaking basic IBR algorithm assumptions. We model this as an additional coe cient

i per view that is multiplied with the color of the corresponding input image. We
initialize ; = 1:0and we allow ; to be optimized like any other per-view parameter.
This parameter modi es the input images that are both used for ground truth and for
re-projections. It is thus necessary to avoid degenerate solutions during the optimization

1Seenttp://lwww-sop.inria.frireves/publis/2018/HPPFDB18/datasets.htm|
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Figure 3.6: Novel views synthesized with our method for the scenes (top to bottom):
Museum, Ponche, Hugo and Stairs.
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Figure 3.7: Multi-view capture can su er from di erences in exposure and other camera
parameters between views; our algorithm optimizes for a brightness coe cient to achieve
harmonization e.g., in the second and fourth image. Top row: the images adjusted by our
optimization. Bottom row: original images.

l.e., i =0 for all views. We address this problem by adding a regularization term in the

loss function: P
N (i L0y
L = ! N ; (3.3)

whereN is the number of input views and = 0:2is a hyper-parameter that controls
the weight of the regularization. We also introduce a photo=consistency loss between
the optimized imagé , and the other re-projected imagd®(l ,,), whereM is a mask of

the pixels containing content iR(I ).
X
Lphoto = (M, R(l m))2 (3.4)

mén

We illustrate the e ect of harmonization on 5 images taken from the Ponche scene in
Fig.[3.¥, and visualize the optimization of individualin the supplemental.

3.4.3 Multi-view Style-Transfer

For multi-view style-transfer we leverage the di erentiability of our point-based re-
projection to jointly optimize each input image to match a given style, while maintaining
photo-consistency. We base our stylization method on the approach of Mechrez 8il. [
We rst make the input image colors parameters of the optimization process. Then we
add the following multi-view style-transfer loss to the optimization:

Lmvst(ln; R(I mé n)) = I—photo + sttyle(ln; S) + Cxcont(I ns In) (3-5)
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Figure 3.8: Two di erent input views for each stylization method with the painting
shown in the middle. Left: our photo-consistent algorithm. Right: results if we apply the
method of Mechrez et al8d. Insets in white show multi-view inconsistencies in the
baseline.

The rstterm ensures photo-consistency. The second and third terms allow style transfer
betweenl , and a style imagé&, while maintaining content betweeh, and its original
versionl,, and use the contextual log5X () for style transfer as described in Mechrez

et al. [8q. We show the e ect of multi-view style-transfer on 5 images taken from the
Museum datasets in Fig. 8.8. Additional results and comparisons are presented in the
supplemental and video.
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Figure 3.9: Novel views that do not exist in the input dataset. Left to right: Stable-View
Synthesis[11]], NERF++[1L7t], Deep Blendingl44], Free-view Synthesisll1(} and our
method.
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3.5 Evaluation

We compare our IBR method with previous IBR and recent neural rendering methods.
We also provide quantitative comparisons and an ablation study analyzing the e ect of
each component of our method.

3.5.1 IBR and Neural Rendering

We compare our algorithm with two baselines: a mesh textured directly from multi-view
stereo and a per-pixel ULR algorithniL]]. The textured mesh was generated using
RealityCapture [10] for all scenes from the DeepBlending database and using a direct
texturing method by blending using ULR weights for Stairs and Salbij;[the gure for

this comparison is presented in the supplemental.

Our main comparisons are with state-of-the-art neural renderers: Deep Blending @)
Free View Synthesis (FVS)I(, Stable View Synthesis (SVE)1] and NeRF++174.
Standard NeRF implementations were unable to treat our scenes, for reasons explained
by Zhang et al.[L7/€. The comparisons are best appreciated in our supplemental web
page where videos can be viewed side-by-side.

Overall, our method has better overall visual quality for all scenes and all methods; only
NeRF++ has comparable quality in some cases, and performs better for the thin structures
in the Stairs scene. However, Fig.|3.9 shows the clear bene t of our per-view optimization
in scenes with vegetation: our method produces much sharper details in such regions
compared to all previous solutions (Hugo, Tree, and Street scenes). Our method also
removes some of the artifacts in thin structures (rails in Stairs) and can recover them
in much sharper detail when they are not reconstructed perfectly (chair and table in
the Ponche scene), due to the combined e ect of latent features and depth optimization.
NeRF++ performs slightly better visually for Stairs, removing all over-reconstruction
artifacts.

We perform a quantitative leave-one-out comparison; the results are shown in Tafle 3.1
and Fig[ 3.15. We used the authors' implementation of each method, using COLMAP SfM
and the RealityCapture MVS mesh (except for Stairs where Colmap MVS is used); the
SVSIL1] code ran out of GPU memory for this test. All views are used for SfM and
MVS, and for training for NeRF++ and our method, but we leave out the target view for
rendering for each method except NeRF++ where this is not possible. NeRF++ trained for
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Table 3.1: Leave-one-out view-synthesis quantitative evaluation on real test
scenes.

Metric SSIM" PSNR" LPIPS#
Method | ULR DB FVS N++ Ours ULR DB FVS N++ Ours ULR DB FVS N++ Ours

Street ‘ 0.67 0.69 064 0.77 0.93|17.84 1991 17.8C 25.23 28.67| 0.245 0.27 0.249 0.25 0.06
Hugo 0.77 0.74 0.78 0.75 0.92| 21.7 229 226 252 27.25| 0.164 0.2t 0.162 0.29 0.07
Tree ‘ 0.756 0.76 0.75¢ 0.78 0.94| 20.7 225 221 273 304 | 018 0.22 0.17 0.25 0.05
Ponche 0.78 0.7701 0.7 0.773 0.92| 235 237 215 275 294| 021 0.27 024 0.30¢ 0.09
Museum| 0.7501 0.76 0.75¢ 0.78 0.95| 209 23.02 221 257 30.6| 0.19 0.23 0.16 0.24 0.04
Stairs 0.807 0.821 0.79 0.83 0.94| 20.13 22.04 21.3¢ 28.88 30.79| 0.16 0.1¢ 0.17 0.22] 0.05
Truck 0.76 0.64 0.78 0.703 0.88| 21.4 184 209 23.08 253| 0.18 0.27 0.179 0.36 0.11

48h on average for each scene. We present results for three error metrics, PSNR, LPIPS
and DSSIM. Leave-one-out quantitative comparisons are not particularly informative for
IBR: The ranking of methods changes according to the metric, and can be in uenced by
training (e.g., FVS uses LPIPS in the training loss, and is thus better for this metric, but
not for others). The fact that ULR is second best in many cases shows that the metrics
do not correspond well with visual perception since ULR shows many visual artifacts
compared to the others.

3.5.2 Ablations

We investigate the e ect of important components of our method through ablation
studies. In particular we optimize our network in three di erent con gurations: 1) our

full pipeline, 2) without the depth test, 3) without the 6-feature latent vector optimization,

4) without normal/depth/uncertainty optimization and 5) only optimizing the neural
renderer. We run the ablation test for 50k iterations. The results on paths of a subset of
our test scenes can be seen in the supplemental webpage. All test sets comprise three
views that were held-out during optimization.

We rst show the importance of the depth test in Fig. 3]10. If we disable the test, the soft
rasterization results in incorrect transparent regions. The re-projected features play a
central role in the quality of our results, especially for vegetation. This can be seen in

Fig [3-11L.

In Fig[3.1IR we examine the relative importance of features and normal/depth/uncertainty
in the quality of our results. In particular, when depth/normals/uncertainty are not used

we notice that the some reconstruction artifacts are more visible in the region marked
with a red box Fig[ 3.12(b). The optimization cannot recover the background information
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Figure 3.10: The probabilistic depth test successfully resolves visibility between di erent
viewpoints as demonstrated in the Museum scene by eliminating transparent regions.
Top row: with the depth test. Bottom row: without.

from the over-reconstructed point splats without resizing and moving them. When this
freedom is given, the optimization spreads the points so background information is visible.
The neural renderer then lters out the over-reconstruction. Re-projected features also
result in sharper rendering; see F[g. 3.12(c) green box for the railings.

Overall, we see from this study that each component plays a di erent role, and handles
di erent artifacts. Our method does not correct deptper sethe strength of our method

is making these components (projected features, depth etc.) be optimized together to
obtain the best overall compromise between correcting geometry reconstruction errors
and obtaining sharp rendering in all regions of the synthesized novel view.
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Figure 3.11: Ablation for per-view latent features, which play a very important role in
preserving the sharpness of vegetation.

Figure 3.12: Each component of our method helps correct di erent artifacts. E.g., without
features the stairs behind the bars are blurry, without depth/normal/uncertainty the over-
reconstruction becomes worse. Taken all the components together results in the overall
best rendering.
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Figure 3.13: Left to right: N=4, 6 and our chosen value of N=9. For the rst how 4
Is su cient, but for some scenes (second row) we need 9 views.

We investigate the e ect of network size shown in Fig. 314, by reducing the number of
features and of residual blocks. We see that even with a much smaller model than the one
used in main experiments, the results are still of very high quality. We also investigate
the e ect of varying the number of input cameras. Here, the major limitation is memory.
We explore a trade-o between simplifying the neural renderer as described above and
the number of cameras in memory during inference. We test in an indoor scene ("Salon")
that is challenging for camera selection. The inside-out nature means that we need to
increase the number of cameras to achieve good results. The versatility of our neural
rendering allows us to explore the number of cameras without the need to retrain the
network. In the supplemental we show that decreasing the size of the model often does
not a ect the results substantially and a higher number of cameras used for rendering in
the same time/memory budget compensates for the smaller neural renderer. In Fip. 3.13
we show how in the Museum scene quality degrades as we lower the number of cameras,
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Figure 3.14: We study the e ect of network model size. As we can see, even with a much
smaller model than that used in most of our experiments presented, the results are still
of high quality.

although it is possible to lower the number of cameras with minimal degradation in the
quality depending on the scene.

3.5.3 Limitations

While our method outperforms previous solutions in the vast majority of examples we
show, it is not without limitations. In some scenes if the model over ts there is some
slightly visible temporal ickering; This is visible for the Hugo scene for 40K iterations
(please see supplemental website). However, for a smaller number of iterations (20K
iterations), the overall result of rendering is comparable, and the ickering is reduced
signi cantly.

We currently optimize normals and depth separately; it might be bene cial to enforce a
consistency loss between them, which could improve geometry optimization overall. Our
treatment of view-dependent e ects is improved using the texture stretch weight
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Figure 3.15: Renderings of left-out input views. Left to right: Free-View Synthesis,
NERF++, Deep Blending, Ours and Ground Truth. Our method renders input views with
almost no artifacts.

Figure 3.16: The car roof is not reconstructed; our method cannot completely recover.
Previous methods have similar di culties.
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(Sec 3.3/1). However, to correctly render view-dependent e ects, re ection ow needs to
be modeled.

Even though we improve over methods that cannot recover from MVS errors, if the
initial reconstruction is too erroneous, our optimization cannot always recover and
fails similarly to other methods. This includes cases, when a large piece of geometry
is missing (Fig. 3.16), but also more complex cases such as re ections and transparency
that require multiple depths. Complete failure of MVS reconstruction can also lead to
temporal instability for our method e.g., "Tree" scene in the supplemental website.

3.6 Conclusion

In this chapter we presented our di erentiable point-based pipeline that enables per-
input-view optimization. To achieve the rendering quality required, we introduced a
di erentiable splatting pipeline allowing per-view optimization, with probabilistic depth
testing between input views and e cient camera selection. These components allow us
to de ne a temporally consistent neural renderer.

This powerful pipeline allows optimization of di erent properties in the input views of a
multi-view dataset. We presented three examples: rst IBR, where we optimize depth,
color and re-projected features, clearly improving neural rendering quality in regions
such as vegetation; second multi-view harmonization, where we are able to improve
exposure related inconsistencies in multi-view datasets and nally multi-view stylization,
where we achieve multi-view consistency in stylization.

Our results show that we provide a solution to our initial goal, i.e., to be able to bene t
both from the rich, stable 3D information provided by multi-view stereo, while allowing
neural optimization in the input views which improves novel-view synthesis.

We believe that our generic pipeline can be applied to further improve neural rendering
in the future. In particular, our solution has many desirable properties for the treatment
of re ections [133/114, which is a long standing problem of IBR. The following chapter
handles this problem.






Chapter 4

Neural Point Catacaustics for Novel-View
Synthesis of Re ections

The previous chapter laid the foundations of our point-based di erentiable rendering
pipeline, providing a novel view synthesis algorithm that, at the time, achieved state-of-
the-art quality for mainly di use scenes. Nonetheless, the case of highly re ective objects,
and especially for curved surfaces was not handled by that method. In this chapter we
build on the fundamental pipeline introduced previously to address this problem.

4.1 Introduction

Recent neural rendering method¥44 (144 provide impressive visual quality for free-
viewpoint rendering of captured scenes. Such scenes often contain important high-
frequency view dependent e ects, such as re ections from shiny objects, which can
be modelled in two fundamentally di erent ways (Fig. 4.2): with &ulerianapproach

Figure 4.1: We propose a method to perform novel-view synthesis of curved re ectors.
We employ a dynamic point-based scene representation that allows to model catacaustic
trajectories of re ections for accurate re ection ow estimation. Our approach outper-
forms the state of the art in terms of image quality and supports a range of additional
applications.
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where we consider a xed representation of re ections and model directional variation
in appearance, or via hagrangiansolution where we track theow of re ections as the
observer moves. Most previous methods adopt the former by representing color on static
points as a function of position and view direction using either expensive volumetric
[OG 157149, or mesh-basedl12 44 rendering. Instead, our solution directly learns

re ection ow as a function of viewpoint via &eural Warp Fieldn e ect adopting a
Lagrangianapproach g]. Our point-basedeural rendering method naturally allows

re ection points to be warped via the neural eld, enabling interactive rendering.

Previous solutions often involve an inherent tradeo between quality and speed, since
to model (somewhat) high-frequency re ections they often use slow volumetric ray-
marching with view-dependent queries. Fast approximate alternati¥gs169 sacri ce
angular resolution and thus re ection quality/sharpness. Overall, such methods use a
multi-layer perceptron (MLP) to model density and view-dependent color parameterized
by view direction, creating re ected geometry behind the re ector. Combined with
volumetric ray-marching this often results in foggy appearance, lacking sharp detail in
re ections. A recent solution[I5() improves the quality of such methods but still su ers
from slow volumetric rendering. In addition, manipulating scenes with re ections is hard
with such solutions.

Our Lagrangian, point-based approach avoids bias towards low frequencies inherent
in implicit MLP-based neural radiance elds, which persists even when using di er-
ent encodings and parameterizations. Our approach has two additional advantages:
The overhead is lower during inference, allowing interactive rendering, and the direct
representation makes scene manipulation easy.

We extract an initial point cloud using standard 3D reconstruction stereo from a multi-
view dataset; after a minimal manual step to de ne a re ector mask on 3-4 images, we
optimize two separate point clouds with additional high-dimensional features. During
rendering, theprimary point cloudis static, and represents the mostly di use scene
component, while the seconik ection point cloudepresents highly view-dependent

re ection e ects; these latter points are displaced by the learned neural warp eld (see
Fig[4.]). Points also carry footprint and opacity parameters that are optimized with their
position during training. The learned features of the two point clouds are then rasterized
and interpreted by a neural renderer to produce the nal image.
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We are motivated by the theoretical foundation of geometric optics of curved re ectors,
which shows that re ections from a curved object move @atacaustic surfac§gl; 44;
These often result in highly irregular, fast-moving re ection ows (Fif. 4.3). We train a
ow eld to learn these trajectories, which we call Neural Point Catacaustics, allowing
interactive free-viewpoint neural rendering. Importantly, the explicit nature of our point-
based representation facilitates manipulation of scenes with re ections, e.g., re ection
editing, cloning of re ective objects, etc.

We rst present the geometric background of complex re ection ow for curved re ectors
that guides our algorithm, and then present the following contributions:

~ A novel direct scene representation for neural rendering, with a separate re ection
point cloud displaced by a re ection neural warp eld that learns to compute
Neural Point Catacaustics, and a primary point cloud with optimized parameters
to represent the rest of the scene content.

~ A Neural Warp Field that learns thdisplacementf re ection points as a function
of viewpoint. Stable training of our end-to-end method including this eld
requires careful parameterization and initialization, progressive training and point
densi cation.

~ Finally, we present a generahteractiveneural rendering algorithm, that achieves
high quality for both the di use and view-dependent radiance in a scene, allowing
free-viewpoint navigation in captured scenes and interactive rendering.

We illustrate our method on several captured scenes, and show that it is quantitatively
and qualitatively superior to previous neural rendering methods for re ections from
curved objects, while allowing fast rendering and manipulation of such scenes: e.g.,
editing re ections, cloning re ective objects, or nding re ection correspondences in
input images.

4.2 Background & Overview

Our goal is to develop a neural rendering method for scenes with re ectors, allowing inter-
active free-viewpoint rendering and scene manipulation. We next review the background
on re ection geometry in this context, and present an overview of our method.
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Figure 4.2: Eulerian vs. Lagrangian modeling of view-dependent e ea)sA (curved

re ector is seen from two viewpoints. The re ection of a star appears at di erent positions
with di erent distortions. (b) In the Eulerian approach, each surface point evaluates
appearance as a function of view direction (black arrows). The red point is on in the left
view, but is o in the right view. Re ections and their distortions must be learned for
each surface pointcf In a Lagrangian approach, re ected objects are represented once
and their motion is modeled explicitly. Distortions naturally emerge from the motion of
many re ection points.

4.2.1 Geometry of Re ections from Curved Objects

For planar re ectors (Fid. 4}3a) the geometry is simple. Consider pBinits re ection is

a staticvirtual point p on the other side of the re ector, which does not move when the
viewpoint changes. To obtain proper re ection ow during rendering, just needs to be
reprojected to the novel view [34;161;141].

For curved re ectors (Fid. 4.3b) things are more complex. Here, the position of the virtual
point depends on the viewpoint, i.e., the point followdrajectory in spacas the view
changes. The virtual pointp trace a surface, which is calledcatacausti¢/1;44. The
shape of the surface depends both on the position of the re ected pBirgnd the shape

of the re ector. The catacaustic surface is usually highly non-linear and has signi cantly
higher complexity than the re ector geometrydg. Closed-form solutions exist for
analytic re ector geometries. For example, a circular re ector results in a cardi@ [
and can be found with optimization for more complex shapes when exact geometry is
available [P1]. The catacaustic surface can lie behind or in front of the re ector surface,
depending orP and whether the re ector is convex or concave, potentially resulting in
large mini cations and magni cations and other irregular motion.

In physics/geometric optics, given all geometric information, the position and shape of the
catacaustic are uniquely de ned: Only on the catacaustic surface, (virtual) optical images
of P appear, since (virtual) re ected rays intersect only on these surfaces [(Fig. 4.3c). For
set of curves, the envelope is de ned as a curve tangent to each one of the curves in the
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Figure 4.3: The geometry of catacausti(®) In the case of a planar re ector, a re ected
point P results in a static virtual pointp, independent of camera position (b) For
curved re ectors (here a convex example), camera motion leagsti@cing a surface,
calledcatacaustic(c) The catacaustic for a single poit is de ned by the envelope of
virtual re ected rays, depicted as the bold orange curve, which at each point is tangent to
one of the virtual re ected rays. Virtual images & are formed only on the catacaustic
trajectory. (d) In a point-based rendering setup, where the tangent constraint is not
satis ed, the trajectory of virtual points is not unique. An in nite number of trajectories
(three examples are shown) lead to the same apparent re ection. Re ection rays are
omitted for clarity.

set. Speci cally, the envelope is de ned by these points of tangerty.[As catacaustics
are the envelope of the virtual re ected ray#H (Fig.[4.8(c)), the virtual points are only
visible along the tangent ray of the catacaustic (also see[Fig. 4.3b).

4.2.2 Neural Rendering of Re ection from Curved Objects

Free-viewpoint neural rendering of these moving re ections is complex. Qagrangian
methodology estimates theatacaustic trajectoried the points re ected on curved
re ectors, therefore storing re ections once and reusing them.

We learn re ection motion by training a Neural Warp FieldB%/[159 /144 from multi-
view images. This warp eld is used to deform a virtual point cloud to match the
re ections captured in the input views and, together with a neural rendering network,
allow interactive free-view navigation in a scene with curved re ector shapes.

However, the use of points results in a deviation from physics: Since in point-based
rendering a point emits light in all directions, it is a (virtual) optical image by construction,
independent of its position. This means the trajectory of re ections is no longer unique
(Fig.[4.Bd): Any trajectory crossing virtual re ected rays in the correct order at the
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Figure 4.4: Bounding re ector volumga, b)The user is asked to paint rough masks
marking the re ector in a small set (here 3) of imaggs) From these masks, we compute
simple 2D bounding polylines (shown fax, only). (d) Finally, we solve for the convex
3D polyhedron that satis es all mask constraints.

appropriate time results in the same apparent re ection as seen by a moving camera
(modulo occlusions), resulting in a depth ambiguity. Recovering the physically correct
catacaustic surface is not necessary for rendering since all the di erent solutions in Fig.
[4.3d generate the same image.

Our method builds on the theory of catacaustic surfaces to learn the trajectories of
re ection points, which we refer to adNeural Point Catacaustidd/e perform an qualitative
analysis comparing physical to neural point catacaustics in §ec.|4.6.7.

Our method takes multiple wide-baseline photos of a scene as input, typically 200-300 for a
room or an outdoors scene, containing curved re ectors. We run standard structure-from-
motion (SfM) to calibrate the cameras, and a standard multi-view stereo (MVS) method
to extract a dense point cloud. A minimal manual step is then performed, where the user
creates a coarse mask of the re ector(s) in 3-4 views in the dataset (this step typically
takes less than 1 minute); these masks are used to extract a Re ection Volume that
encapsulates the re ectors.

Our method is illustrated in Fig. 4.5. The MVS reconstruction is used to initialize a
primary point cloudrepresenting the di use and low-frequency view-dependent content
of the scene. We also initializera ection point cloudusing the re ection volume created
earlier. During training, we optimize the attributes of these two point clouds jointly.
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Figure 4.5: Overview of our method.

4.2.3 Method Overview

To render an image given a free-viewpoint camera, we rst displace the re ection point
cloud in 3D using a neural warp eld, moving re ections to the correct position for

a given camera. Then, both the primary and the re ection point cloud are rasterized
separately using EWA splattindi83. The rasterized point clouds are composited together
with an optimized environment map used to compensate for missing distant geometry.
Finally, the resulting high-dimensional features are fed to a decoder neural renderer
to synthesize the nal image. Our architecture is trained end-to-end and results in an
interactive free-viewpoint renderer.

4.3 Method

We now present the main components of our method, following 4.5 (left to right). We
rst discuss our dual point cloud representations, explain how the re ection points are
displaced by our Neural Warp Field, then discuss how we rasterize the points and their
parameters, and nally discuss how we perform neural rendering.

4.3.1 Point Clouds

We use 3D points to represent the scene. In addition to their natural parameters i.e.,
positions and normal, we augment the points with additional parameters, all of which
are optimized by our method. These properties allow the primary point cloud to recover
from incorrect and incomplete geometry from MVS reconstruction (see[Fig. 4.7), and are
central in learning the neural warp eld so that the re ection points can be displaced to
follow re ection ow.

The parameters we optimize for all points in both clouds are: opacity, footprint and
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high-dimensional features. For primary points we also optimize position, normals and
parameter that will be used to modulate rasterized point clouds.

4.3.2 Neural Warp Field

We de ne a neural warp eld which is responsible for displacing re ection points with
camera motion. Formally, given an initial re ection point positiom 2 R* and the
current camera positiort 2 R3, we seek to compute the re ection positiop®2 R3 on
the Neural Point Catacaustic, using the el 2 (R® R3)! R3via:

p°= p + F(p;c):

We realizeF using an MLP with trainable parameters,.p. The initial point positionsp

are xed, not optimized (see S€c. 4]4.1 for our initialization procedure), but each point
is displaced by the neural warp eld. Notice that the warp eld takes the initial point
positionp as input, so that we can use the same eld for all re ection points, resulting in

a compact representation of the entire re ection ow.

4.3.3 Rasterization

We use di erentiable point splatting168[61] to rasterize our point clouds. Each point
can be seen as an oriented disk with positiprand a normal, projected onto the screen
as a soft ellipsoid. Each point also has a 3D footprint, de ned as the squared radius of the
disk, a 6-channel neural feature, and an opaaty

The primary point cloud is tasked to represent the geometry of the scene. We learn an
additional parameter for each primary point; This scalar value will later control how
much of the re ection point cloud is blended in the nal rendering.

To rasterize a point, we need to determine its 2D footprint, respecting the distance to
the camera and its slant as de ned by the point normal. To this end, we compute the
covariance matrix for each point as follows [183; 109]:

= hAVIT+ | (4.1)
whereJ 2 R? ?is the Jacobian of the transformation from world space to view space,

h is a scaling factor accounting for pixel resolutiof8d, andV is the identity matrix
scaled by the 3D footprint of the point.| is a low-pass Iter; we use = 0:3for all our
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Final Primary Points Re ection Points Mask

Figure 4.6: Intermediate bu ers provided to the neural rendering network. For the
primary and re ection point clouds we show the rst three channels as RGB. Notice how
the primary point cloud captures the non-specular appearence of the objects i.e., the
texture on the porcelain bear, while the re ection point cloud captures all the specular
details. The mask handles occlusions between specular and non-specular objects.

tests, striking a balance between gradient instability arising from aliasing, and recovering
high-frequency features.

We perform front-to-back compositing of all the splats to compute a pixel feature value
We follow previous work [168;61] and compute for all points that fall on a pixel:

c= & () (4.2)

Our ; is given by evaluating a 2D Gaussian with covariance(Eq.[4.]1)[164 and
multiplying it with the learned per-point opacity parameteo. The opacity valueo
permits the optimization to make points disappear which allows to correct for erroneous
overreconstruction from MVS. We call the full product:

0= @ (4.3)

accumulated opacity, to be used in a loss described in[Sec| 4.4.2 and for the environment
map described below.

We use an environment map for the cases where MVS did not manage to compute
geometry; this happens for objects far away, viewed from only a few views in large scenes.
We parameterize an environment map with polar coordinates and we initialize with 6
features with a constant value of zero. During rendering, we project the environment
map to the view and blend it using accumulated opaaity
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4.3.4 Neural Rendering

Once we have rasterized and composited all points and their corresponding parameters,
I.e., 6-channel features and we feed this information into a neural renderer MLP with

two heads. The rst head encodes rasterized features of the primary points plus the
view direction into a latent feature. Feeding the view direction allows the primary point
cloud to model low-frequency view-dependent e ects (Eulerian-style), which almost all
real-world materials exhibit to some extent.

We use a mask to modulate these primary rasterized features. The second head does
the same for the re ection point features independently, and is modulatedlby . We
concatenate the outputs of the two branches and feed them into a decoder network to
obtain the nal image. All the layers used by the renderer are illustrated in Fig| 4.6. We
denote the trainable parameters of this modulgnger.

4.4 Optimization and Training

Recall we have two point clouds, one for re ections and one for the remaining scene
content; we optimize the parameters of these two point clouds and the two networks
jointly. This joint optimization process poses several signi cant challenges, especially for
the re ection ow that models complex motion and thus is prone to instabilities which we
address with our method. We discuss how to initialize and regularize re ection points and
their motion in space using & ection volumecreated with minimal user intervention.
We then discuss our loss function and our optimization using a multi-resolution solver
and point densi cation.

4.4.1 Initializing and Regularizing Re ection Points

In many scenes, re ective surfaces tend to be restricted in space; Our test scenes each
contain one main curved re ector, and the input photos include views around the object

to ensure good angular coverage of re ections and view of the entire scene for free-
viewpoint rendering. We consider the 3D volume that contains the re ective object(s).
This re ection volume represents the approximate region in space where we expect our
Neural Point Catacaustics to move. We initialize the re ection point cloud by randomly
placing points on the bounding surface of the re ection volume. We use 400K points in
all our experiments. The initialization on a 2D surface is a natural choice, since the scene
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elements we see in the re ections mostly consist of (or can be approximated by) surfaces.
Additionally, we will use the re ection volume to regularize the warped position of the
re ection point cloud during the optimization (Sef. 4.4.2).

We de ne the re ection volume by identifying the regions corresponding to re ection
objects in the input images. Methods for automatic detection of re ections exXist],

but have not yet been shown to robustly handle curved re ectors. Therefore, we opt for
an approach with minimal user intervention: The user is asked to paint rough masks in
a small number of input images, marking the objects with re ections (Fig] 4.4a and b).
We use three or four images in all our examples; Painting takes less than a minute for a
given dataset.

From these masks, and the 3D calibration of the corresponding cameras, we compute a
convex polyhedron bounding the 3D space occupied by the re ector in three steps. First,
we compute the convex hull of each 2D mask and simplify it using the Douglas-Peucker
[34 algorithm. The result is a closed polyline; per imagei (Fig.[4.hc). We then lift
everything to 3D: Using information from the calibrated camei@swe can associate
each vertex oL; with a corresponding 3D point omr;'s image plane. Together with the
camera's center of projection, each two adjacent vertices de ne a plane (blue triangle fans
in Fig.[4.4d), each separating 3D space into two half spaces; one contains the re ector,
the other does not. Finally, we solve for the convex polyhedron which bounds the 3D
space where all constraints are ful lled [103] (red shape in 4.4d).

442 Loss

Our architecture is trained end-to-end for each speci ¢ scene which is standard practice
for recent neural rendering methods [90; 145} 61].

Our loss consists of ve terms:

L= L.+ pssspbssmt plp+ mblm+ mryLmpy: (4.4)

L-, andL pssivpenalize di erences between the output of the neural renderer and the
corresponding input view in terms of;-norm and the DSSIM metriddd, respectively.
L, encourages the re ection points to stay within the re ection volume. For this, we
use a binary maskng, created by projecting the re ection volume into the current view.
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We take the (soft) accumulated opacitfEq[4.B) of the re ection points and compute
Lo, = k(o mgy)Mgyki: (4.5)

For points that lie outside the projection of the re ection volume, this term has no e ect,
allowing some freedom for points to move outside the volume, but encourages points to
stay inside to |l the re ector surface. L andL ., regularize the rasterized mask

L » compares it to the binary maskgy, in terms of the ;-norm, encouraging the mask

to light up for the re ector. Finally,L ,,,, encourages smoothness oby penalizing its
total variation. An example of the mask is shown in Fig. 4.6.

We use an ADAM optimizer and weight decay foy,,, for all our scenes, and we employ
learning rate scheduling. The values of the parameters afe= 0:05; pssm=0:2; , =
m=0:01 n, =1le 5.

4.4.3 Progressive Optimization

We optimize point parameters and the neural networks end-to-end by rendering patches
of the input views. In each iteration, we render a random 150x150 pixel patch from a
random input view and compute the loss given a ground truth image. We back-propagate
the gradients every 20 iterations, in a manner equivalent to batches to avoid memory
saturation.

If done naively, the early stages of the optimization can be unstable; the process may
collapse to a degenerate case i.e., moving the re ection point cloud outside the camera
frustum. To avoid this, we use multi-resolution optimization. We also progressively
densify the primary point cloud to recover from large errors of MVS while maintaining
Su cient point density.

The multi-resolution approach starts the optimization at low resolution, i.e., with down-
sampled images and reduced point-clouds by taking one out of every 32 points at the
outset. By operating on smaller images, and thus larger image regions, the method
provides a stable initialization for the opacity and 6-channel features of the points. In a
short warm-up phase we upsample twice, each time doubling resolution and retrieving
progressively more of the original points. At the end of the the warm-up, we reach
full image resolution and original point cloud size, and we then start optimizing all
parameters. We visualize the evolution of the optimization over time in Fig. 4.7.
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Step: 2,000 Step: 50,000 Step: 100,000 Step: 200,000

Figure 4.7: The nal rendering throughout the optimization process. At step 2,000 we
show the image before the warm up nishes, then by iteration 50,000 we can see that
the quality is greatly improved, but the full reconstruction of the specular sphere is still
missing. And by step 200,000 we have reconstructed the full sphere.

MVS reconstruction can fail in some parts of the scene, creating empty regions of space.
This has the consequence that points may move towards these empty regions, resulting
in a sparse point cloud. To overcome this problem, we densify the point cloud every 2K
iterations: For points with high view-space positional gradients we spawn a new point
along the gradient direction.

4.5 Implementation

We next present details of our implementation for the rasterization, neural network and
our interactive renderer. All renderings for optimization and for all results were performed

at resolution 1000x666. All source code, data, videos and supplemental materials are
available herehttps://repo-sam.inria.fr/fungraph/neural_catacaustics/

45.1 Capture

We take a few hundred photographs of a given scene focusing on an central re ective
object. The photos are then calibrated using o -the-sheld Structure-from-Motion (SfM)
and we generate a dense point cloud using Multi-View Ster#@, used to initialize the
primary point cloud. We use RealityCapture in our experiments, which takes 5-8min for
SfM and 30-40min for MVS on all our scenes on our Intel Xeon 5118 Gold PC.

4.5.2 Rasterization for Training

We implement our method in Pytorch using custom CUDA kernels (inspired @g§61]).
While front-to-back compositing of points is trivially di erentiable, the computation of
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rasterized feature gradients with respect to point position and footprint has quadratic
complexity in the number of points per pixel when implemented naively. Di erent from
recent previous work[fd, which only use a small subset of rasterized points in their
backward pass, we usal rasterized points to obtain stable gradients. As a remedy, we
implemented a custom two-pass recursive strategy (front-to-back followed by back-to-
front) to yield exact gradients while reducing time complexity to linear.

45.3 Network Details

The warping eld is an MLP with ReLU activations of 4 layers and 256 features. We
carefully normalize the camera position and the re ection point cloud to the range
[ 1;1]and we scale down the output by of this network by multiplying with 0.01 to
enforce a very small magnitude of the displacements when the optimization starts.

Our environment maps have a resolution @000 400 The Neural Renderer is an
MLP with ReLU activations: both encoders and the decoder share the same architecture
and have 32 features and 9 layers. For every 2 layers, we have a residual connection.
We initialize them with FixUp. We opted for an MLP instead of CNNs that have been
used in previous work®Z; [100. While CNNs naturally provide high-quality renderings,

they su er from temporal artifacts due to screen-space ltering. In addition, initial tests
showed that for our end-to-end optimization, the ability of the CNN to correct artifacts

in screen space undermines the ability to recover an accurate 3D scene representation.

4.5.4 Interactive Rendering

We observed that the main bottleneck of our pipeline is the rasterization of the pri-
mary point cloud, preventing interactive rendering. As a remedy, we have implemented
an interactive OpenGL-based framework, which approximates the rasterization with
hardware-accelerated EWA surface splattifid)]. We use visibility splatting with depth
peeling to create three semi-transparent render layers, which are composited to form the
nal feature tensor. Rasterization takes 100 ms, and in conjunction with the unoptimized
Python-based Pytorch implementation of the remaining parts of the pipeline, we achieve
5fps. We analyze the resulting image quality in Sec. 4.6.3.
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Ours Ground Truth Ours Ground Truth

Ours Ground Truth Ours Ground Truth

Figure 4.8: Results of our method @ompost, ConcaveBowl, HallwayLamp, Silver-
Vase left is our rendering, right is the ground truth from images not in the input views.
Note how our renderings faithfully capture re ections.

4.6 Results & Evaluation

We rst present results of our method, then discuss applications to di erent manipulations
of re ections, and nally present quantitative and qualitative evaluations.

We captured 5 scenes for evaluation: one outdoors sc€mepost, and four indoors
scenesSilverVase, HallwayLamp , ConcaveBowl, andCrazyBlade. The last two
contain concave re ectors. Since we model motion of re ections, our results are best
appreciated in video paths; we provide these for all scenes and comparisons in the
supplemental.

4.6.1 Results

We optimize our end-to-end model for approximately 36 hours on a single RTX8000 GPU
for each scene. We show results compared to ground truth images fraths away from

the input viewsn Fig.[4.8. Our method recovers and renders sharp re ections which
move smoothly (please see supplemental videos), even for complex cases such as the
concave re ectors inCrazyBlade and ConcaveBowl. Overall, the shape, position and
motion of the re ections is close to the ground truth.
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Figure 4.9: Our neural warp eld formulation naturally establishes correspondences
of re ections across views, allowing to track re ections also in the presence of severe
deformations. Example correspondences are marked as colored dots; please also refer to
the supplemental video.

4.6.2 Applications

Besides novel-view synthesis, our approach naturally enables a wider range of applica-
tions:

4.6.2.1 Correspondences in re ections

A powerful consequence of our Lagrangian design is direct support for dense corre-
spondences in non-rigidly deforming re ections across views. In Fig| 4.9 we show how
re ection points are faithfully tracked across di erent views, by following the projected
learned trajectories of virtual re ection points as de ned by our neural catacaustic eld.
We envision downstream applications like specular surface reconstrucid@[12( and
view-coherent image annotation&df] of re ected objects to greatly bene t from these
dense correspondences.

4.6.2.2 Scene and re ection editing

In addition to physical correctness, some rendering applications also need to consider
artistic goals. Re ections are particularly amenable to artistic modi cation for their
ability to convey spatial relations, while human observers are tolerant to deviations from
physical correctnessli0Y. Tools for re ection editing have been developed for synthetic
scenes[113/12]. Even though our pipeline is trained to faithfully reproduce input views,
after training our approach allows expressive editing of re ections by decoupling the
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Figure 4.10: Re ection editinga) Original rendering. ip) Edited re ection, magnifying
the right part of the table. The edited re ections correspond to a camera to the left of the
primary view camera.

camera used for rasterization from the camera that is fed to the neural catacaustic eld
responsible for warping the re ections. This way we can move re ections in a way
that is coherent both spatially and across views, enabling believable edits of re ected
perspective (Fig. 4.]L0, and supplemental video).

Further, our explicit scene representation supports general editing. In[Fig} 4.11 we show
an object cloning example. To achieve this result, we copy the primary points contained
in the volume we wish to clone, and transform them. We then replicate the re ection point
cloud and apply the inverse transformation to the camera used to warp the re ection
points. Note that we can only perform translations of the cloned objects for now; rotations
would probably require speci c training or parameterization.

4.6.2.3 Comfortable stereo

Stereoscopic rendering of re ections, e.g., for VR applications, is challenging espe-
cially for curved re ectors, where excessive horizontal and vertical disparities can occur,
signi cantly impairing viewing comfort [64 13(). While solutions exist to enforce a
comfortable disparity range for di use appearandgy 6, the corresponding problem
for specular surfaces has only been addressedjmtheticscenes with full control over
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Figure 4.11: Our explicit scene representation allows versatile editajgO(iginal scene.

(b) Cloning of the re ection point cloud as well as part of the primary point cloud. The
re ections on the two spheres are di erent, resulting in plausible perspective across novel
views (see supplemental video).

the image generation process [23;143].

Our approach enables control over binocular disparity arising from curved re ectors in
casually capturedcenes. Again, we exploit that we can decouple the stereo cameras used
for rasterization from the stereo cameras steering the warp eld: We simply decrease
the inter-ocular distance between the latter stereo cameras in case of uncomfortably
large binocular disparities (FifJ. 4]12). In the limit of a single (cyclopean) camera as input
to the catacaustic eld, re ections for both eyes lie at the same point on the learned
catacaustic, resulting in stereo characteristics of a di use scene element with an o set
from the re ector surface[L43, preventing visual discomfort. Notice that the di use
(primary) rendering branch of our pipeline is not a ected by this modi cation.

4.6.3 Evaluation

We evaluate our approach qualitatively and quantitatively in terms of rendering quality.
We rst show comparisons to previous work and then present ablations evaluating the
tradeo s of our di erent choices.

For our quantitative tests, in addition to our input views, we captured a high-speed
sequence of photographs using the same settings, which gives paths of about 10-15 fps.
We thus have ground truth sequences of images that are completely distinct from the
input views for quantitative evaluation. Since we want to evaluate the quality of our
renderings ofre ections we compute all image metrics in the region of the image covered



Chapter 4. Neural Point Catacaustics for Novel-View Synthesis of Re ections 67

Figure 4.12: Our method supports comfortable stereo rendering of re ectia<(rved

re ectors frequently result in uncomfortable binocular disparities (most prominent at the
top left of the blade).lf) Our approach allows for an explicit modi cation of disparities,
preventing visual discomfort. Use anaglyph glasses for stereo impression.

Figure 4.13: g) Full renderer. f) Interactive renderer, running at 5 fps inside our Python
implementation. €) Absolute normalized di erence betweea) andb).

by the project of the re ection volume. All paths and renderings of all methods for
these quantitative evaluations are provided in supplemental material. We have selected
subsequences of these paths and provide high fps interpolation to better evaluate re ection
guality and motion, also presented in the supplemental.

We also show the e ect on quality of our interactive renderer that runs 5 fps in Fig. }4.13.
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4.6.4 Comparisons

We compare to MipNeRFg] which is the current state-of-art NeRF method with code
availabld, and to three interactive methods: Deep Blendi@] the Point-Based Neural
Rendering (PBNR) method of Kopanas et [@ll] [ and Instant Neural Graphics Primi-
tives [93. All methods were trained with the same resolution images (1000x666). We
trained MipNeRf for 1M iterations with the default batch size, for approximately 48 hours.
We compare all renderings with our full method, currently running at 1.5s/frame.

Fig.[4.1}4 shows qualitative comparisons of our method to previous work and the ground
truth. We see that our method renders sharper and more accurate re ections in the
majority of cases. Surprisingly, Deep Blending performs very well; however, it is prone
to catastrophic failure for some views (s&@ncaveBowl in Fig.[4.14, where our method

has recovered the missing geometry). Deep Blending also does not scale with the number
of images: GPU memory requirements grow with the number of images 300 images
Is about the limit of what current GPUs can handle for this method. In contrast our
approach uses approximately the same amount GPU memory for any scene (around 8GDb).
Deep Blending and PBNR su er from severe ickering and temporal artifacts in some
scenes; please s&mpostand ConcaveBowl in supplemental.

In Tab[4.]l we show quantitative results for all methods averaged over all scenes. The
error is computed on views not in the input views, on paths that are distinct from those
used for capture. We compute D-SSIM, PSNR and L-PIPS error; our method has the best
guantitative results compared to all other methods, although we are only marginally
better than Deep Blending, which however has severe temporal artifacts not captured by
these metrics (please see video).

4.6.5 Ablations

We also executed an ablation study to better understand the dynamics and the in uence
of several components in our system. Our experiments consist of run€ompostfor
200k iterations (0.5 - 1 day). The di erent elements of the ablation ar@rimnary-Only
where we render the scene only with the primary point cloud; Njo-Densi cationwhere

we do not densify the original point cloud we get from MVS. iNoL pssivandNoL ., ,
where we zero out these two loss terms. Mplf-Warp-MLR where we cut down the

At time of submission RefNeRF[150] code was not available.
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GT Ours Deep Blending INGP MipNerf PBNR

Figure 4.14: We show comparisons to previous methods and the corresponding ground
truth images from paths not in the input views. The scenes are, from the top down:
HallwayLamp , SilverVase, CrazyBlade, Compost ConcaveBowl.
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Table 4.1: Quantitative evaluation of our method compared to previous work, computed
over our ve scenes, on separate paths captured speci cally for evalution, and separate
from the input views.

| | SSIM" PSNR" LPIPS* |

MipNeRF[[6] 0.9772 34.6753 0.0258
InstantNGP [[93] 0.9769 34.3459 0.0253
Point-Based NR[61] 0.9790 34.3463 0.0229
Deep Blending([46] | 0.9832 35.6316 0.0197
Ours 0.9845 35.8522 0.0179

Table 4.2: Quantitative e ect of our ablation study for the di erent components of our
algorithm, using the same methodology as Tab] 4.1.

| | SSIM" PSNR" LPIPS*|

Primary-Only 0.9689 32.0426 0.0303
No-Densi cation | 0.9727 32.6982 0.0273
NoO-L pssivL myy 0.9704 33.2101 0.0284
Half-Warp-MLP | 0.9690 32.5671 0.0301
Full 0.9745 33.7041 0.0254

number of parameters of our warping eld MLP in half.

As we can see in Tab. 4.2 and Hig. 4.15]4.16, each component of our method improves
the results, in particular the importance of the neural warp eld is clear, as well as the
densi cation and the MLP capacity. Primary-Only and Half-Warp-MLP cannot recover
the movement of re ections and result in blurrier renderings. TiNp-Densi cation

con guration struggles to recover from large errors in the reconstructions of the geometry
during MVS. Another interesting nding of our ablation is that the two loss termh$ssv

andL ., to alarge extend remove the photographer from the re ections. This also has

an e ect on the numerical results in T.2, since the NgssivL m;, CON guration
actually removes the photographer less, resulting in a bias with respect to the ground
truth. Depending on the application, this might or might not be desirable.

4.6.6 Occlusion, Texture and Multi-Bounce Re ections

Our method handles occlusion from di use objects, re ectors with texture and multi-
bounce re ections. To illustrate this, we provide two scenes speci cally captured for this
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Figure 4.15: We show the e ect of the various components of our methods on the results
by ablation runs. a) Primary-only, b) Half-Warp-MLP, c) No-Densi cation, d) Full Method.

Figure 4.16:L pssyandL
from the re ections.

have the surprising e ect of removing the photographer

mryv
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Figure 4.17: Two scenes illustrating how our method handles occlusions of re ectors by
the non-specular scene (vegetation in front of watering can in the rst row), and handles
multiple re ections (note the re ection on the bear in the re ections of the sphere in the
second row).

purpose, shown in Fig. 4.]17.

When a di use objectoccludes re ector, the primary point cloud can reason about the
occlusion because it contains both the re ector and the di use occluder. This information
then propagates through the pipeline to the maskSpeci cally, in regions where the

di use occluder is in front of the specular point cloudis 0 and thus the specular point
cloud will not be rendered. This can be seenin 4.6; example renderings are shown in

Fig[4.17 (rst row and insets).

Specular re ectors (e.g., plastic or porcelain) can have di use texture. Our pipeline can
model both in the separate point clouds and blends them using the value oorrectly
preserving the texture. We see this in Fig. 4.17 (second row), where re ections are
correctly rendered despite the painted parts on the porcelain bear. However, we expect
quality to degrade with more high frequency texture.

Multiple specular objects with multi-bounce specular e ects often appear together; they
can be treated as one specular point cloud if they are close (e.qg., for the lamp base and
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Figure 4.18: Comparing neural point catacaustics to physical catacaust)d&/e(consider

a spherical re ector, for which an analytic catacaustic surface existsc) (Two views

of the geometric con guration. The cyan mesh represents the ground truth catacaustic
surface of the blue point ira). The red points are samples from our learned neural point
catacaustics of the green point &). Please also refer to the main text.

lampshade irHallway ). For multiple re ector objects far apart, multiple specular point
clouds should be used.

Since we do not explicitly model physical light transport, higher order re ections and
global illumination do not become exponentially more complex as scene complexity
increases. Such re ections are just a more complicated motion that the warp- eld MLP
needs to extract from the observations in the inputimages. We see this iff Fig. 4.17 (second
row and insets), where the re ections on the bear are visible in the re ections of the
sphere.

4.6.7 Comparison to Physical Catacaustics

There is no unique correct neural point catacaustic for a speci c re ection due to the
inherent depth ambiguity arising from our point-based representation ($e¢. 4.2; Fig.
[4.3d). Our system nds solution that results in high-quality view-coherent renderings.
Nevertheless, we are interested in a qualitative analysis of the emerging catacaustic
geometry. To this end, we consider a scene with a known spherical re ector 4.18a)
and a re ected point with known position (blue point in Fig. 4]18a) and compute its
analytic catacaustic surface (cyan mesh in [Fig. 4.18b and&) Then, we randomly
sample the volume of camera positions from which the corresponding re ection (green
pointin Fig[4.1Ba) is visible, and record the output of our warp eld for the corresponding
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specular point (red points in Fi§). 4[18b and c). While the two solutions roughly share
some qualitative characteristics, they are quite dissimilar, despite resulting in almost
identical projected re ection ow.

4.7 Discussion & Conclusion

We have presented a well-founded Lagrangian approach to render re ections from curved
objects in captured multi-view scenes. Our solution produces renderings of curved objects
that are of higher visual quality and quantitatively better than all previous methods;
our explicit representation of the re ection point cloud has the additional advantage
of enabling several kinds of scene manipulations, such as re ection editing, re ector
cloning, comfortable stereo rendering and dense re ection tracking across views.

Nonetheless, our approach is not without limitations. We have currently tested on scenes
where the re ector only covers a small part of the scene; we expect our method to work
relatively well as long as SfIM/MVS can produce a reasonable rst approximation of the
scene, but there will most probably be new issues to be dealt with.

The focus of our work is on curved re ectors. Flat surfaces are a special casé (Fig. 4.3(a));
we simply need to move specular points to their unique static positions. Our method
would in principle be able to handle these cases, but would require adjusting our initial-
ization to avoid excessive motion magnitudes. Depth ambiguity (FFig} 4.3(d)) gives our
warp eld a lot of freedom in choosing point trajectories without sacri cing re ection
quality. This tends to favor short and simple trajectories (Fig. #.18).

Our Lagrangian model assumes that view-dependent e ects can be modeled by moving
re ections. This assumption is violated for surfaces with high-frequency spatially-varying
specular materials. Even though we have demonstrated that our model handles smaller
variations like surface scratches or painted porcelain, we regard a principled solution to
this exciting and challenging case as future work.

A main limitation of our method shared with most recent neural rendering methods

is that we need to optimize/train our model for each scene. It is conceivable that the
decoder MLPs could be adapted to be trained over a set of di erent scenes; training a
general neural warp eld across scenes is much more challenging. Our training could
be sped up signi cantly by accelerating our rasterization step. Several options could be
investigated, starting with a variant of the layer-based solution we use for the interactive
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renderer during training, and moving on the various other approximations in the splat
rasterization, although care is required for the backward pass.

Our interactive renderer could be sped up signi cantly. Currently our interactive splatting-
based renderer has a suboptimal implementation, in part due to memory copies between
Pytorch, CUDA, and OpenGL; we expect to achieve better quality at true real-time
rendering speeds with careful optimization. In addition, the fact that we still need MVS
for initialization is a signi cant limitation. We address both these limitations in the
following chapter, that introduces 3D Gaussian splatting. This method removes the need
for MVS initialization, and provides several orders of magnitude speedup both for training
and rendering.






Chapter 5

3D Gaussian Splatting for Real-Time Radiance
Field Rendering

This chapter presents the nal novel-view synthesis method developed during this Ph.D.
Building on the foundations of the two previous chapters, and the experience accumulated
from those projects, we introduce a new representation and a fast di erentiable rendering

approach that allow us to achieve state-of-the-art performance, both in quality and speed.

5.1 Introduction

The most e cient radiance eld solutions to date build on continuous representations by
interpolating values stored in, e.g., vox&4 or hash [93 grids or points [164. While

the continuous nature of these methods helps optimization, the stochastic sampling
required for rendering is costly and can result in noise. We introduce a new approach that
combines the best of both worlds: our 3D Gaussian representation allows optimization
with state-of-the-art (SOTA) visual quality and competitive training times, while our tile-
based splatting solution ensures real-time rendering at SOTA quality for 1080p resolution
on several previously published datasets|[59;47; 7] (se¢ Flg. 4.1).

Our goal is to allow real-time rendering for scenes captured with multiple photos, and
create the representations with optimization times as fast as the most e cient previous
methods for typical real scenes. Recent methods achieve fast trail8gdo, but
struggle to achieve the visual quality obtained by the current SOTA NeRF methods,
i.e., Mip-NeRF360/], which requires up to 48 hours of training time. The fast but
lower-quality radiance eld methods can achieve interactive rendering times depending
on the scene (10-15 frames per second), but fall short of real-time rendering at high
resolution.

Our solution builds on three main components. We rst introdu@® Gaussianas a
exible and expressive scene representation. We start with the same input as previous
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NeRF-like methods, i.e., cameras calibrated with Structure-from-Motion (SISI] pnd
initialize the set of 3D Gaussians with the sparse point cloud produced for free as part
of the SfM process. In contrast to most point-based solutions that require Multi-View
Stereo (MVS) data&?[[6Z (118, we achieve high-quality results with only SfM points

as input. Note that for the NeRF-synthetic dataset, our method achieves high quality
even with random initialization. We show that 3D Gaussians are an excellent choice,
since they are a di erentiable volumetric representation, but they can also be rasterized
very e ciently by projecting them to 2D, and applying standard-blending, using an
equivalent image formation model as NeRF. The second component of our method is
optimization of the properties of the 3D Gaussians 3D position, opacityanisotropic
covariance, and spherical harmonic (SH) coe cients interleaved with adaptive density
control steps, where we add and occasionally remove 3D Gaussians during optimization.
The optimization procedure produces a reasonably compact, unstructured, and precise
representation of the scene (1-5 million Gaussians for all scenes tested). The third and
nal element of our method is our real-time rendering solution that uses fast GPU
sorting algorithms and is inspired by tile-based rasterization, following recent w@¥ [
However, thanks to our 3D Gaussian representation, we can perform anisotropic splatting
that respects visibility ordering thanks to sorting and-blending and enable a fast

and accurate backward pass by tracking the traversal of as many sorted splats as required.

To summarize, we provide the following contributions:

" The introduction of anisotropic 3D Gaussians as a high-quality, unstructured rep-
resentation of radiance elds.

~ An optimization method of 3D Gaussian properties, interleaved with adaptive
density control that creates high-quality representations for captured scenes.

" A fast, di erentiable rendering approach for the GPU, which is visibility-aware,
allows anisotropic splatting and fast backpropagation to achieve high-quality novel
view synthesis.

Our results on previously published datasets show that we can optimize our 3D Gaussians
from multi-view captures and achieve equal or better quality than the best quality previous
implicit radiance eld approaches. We also can achieve training speeds and quality similar
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to the fastest methods and importantly provide the rseal-time renderingvith high
quality for novel-view synthesis.

Figure 5.1: Optimization starts with the sparse SfM point cloud and creates a set of 3D
Gaussians. We then optimize and adaptively control the density of this set of Gaussians.
During optimization we use our fast tile-based renderer, allowing competitive training
times compared to SOTA fast radiance eld methods. Once trained, our renderer allows
real-time navigation for a wide variety of scenes.

5.2 Overview

The input to our method is a set of images of a static scene, together with the correspond-
ing cameras calibrated by SfNML?4 which produces a sparse point cloud as a side-e ect.
From these points we create a set of 3D Gaussians [Sé¢c. 5.3), de ned by a position (mean),
covariance matrix and opacity, that allows a very exible optimization regime. This
results in a reasonably compact representation of the 3D scene, in part because highly
anisotropic volumetric splats can be used to represent ne structures compactly. The
directional appearance component (color) of the radiance eld is represented via spherical
harmonics (SH), following standard practidgs 9. Our algorithm proceeds to create

the radiance eld representation (S€c. 5.4) via a sequence of optimization steps of 3D
Gaussian parameters, i.e., position, covariancand SH coe cients interleaved with
operations for adaptive control of the Gaussian density. The key to the e ciency of
our method is our tile-based rasterizer (Sec] 5.5) that allowdending of anisotropic
splats, respecting visibility order thanks to fast sorting. Out fast rasterizer also includes
a fast backward pass by tracking accumulatedalues, without a limit on the number

of Gaussians that can receive gradients. The overview of our method is illustrated in

Fig.[5.1.



80 Chapter 5. 3D Gaussian Splatting for Real-Time Radiance Field Rendering

5.3 Di erentiable 3D Gaussian Splatting

Our goal is to optimize a scene representation that allows high-quality novel view syn-

thesis, starting from a sparse set of (SfM) points without normals. To do this, we need a
primitive that inherits the properties of di erentiable volumetric representations, while

at the same time being unstructured and explicit to allow very fast rendering. We choose

3D Gaussians, which are di erentiable and can be easily projected to 2D splats allowing
fast -blending for rendering.

Our representation has similarities to previous methods that use 2D poifii§ Z[64 and
assume each point is a small planar disk with a normal. Given the extreme sparsity of
SfM points it is very hard to estimate normals. Similarly, optimizing very noisy normals
from such an estimation would be very challenging. Instead, we model the geometry as a
set of 3D Gaussians that do not require normals. Our Gaussians are de ned by a full 3D
covariance matrix de ned in world spacel[182] centered at point (mearr)

G(x) = e z™" () (5.1)
This Gaussian is multiplied by in our blending process.

However, we need to project our 3D Gaussians to 2D for rendering. Zwicker et 2] [
demonstrate how to do this projection to image space. Given a viewing transformation
W the covariance matrix °in camera coordinates is given as follows:

o= Jw wTJT (5.2)

whereJ is the Jacobian of the a ne approximation of the projective transformation.
Zwicker et al. [L87 also show that if we skip the third row and column of © we obtain

a 2 2 variance matrix with the same structure and properties as if we would start from
planar points with normals, as in previous work62].

An obvious approach would be to directly optimize the covariance matrixo obtain 3D
Gaussians that represent the radiance eld. However, covariance matrices have physical
meaning only when they are positive semi-de nite. For our optimization of all our
parameters, we use gradient descent that cannot be easily constrained to produce such
valid matrices, and update steps and gradients can very easily create invalid covariance
matrices.
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To overcome this issue, we opted for a more suitable representation for gradient descent.
The covariance matrix of a 3D Gaussian is analogous to describing the con gura-
tion of an ellipsoid. Given a scaling matri& and rotation matrixR, we can nd the
corresponding :

= RSS'R' (5.3)

To allow independent optimization of both factors, we store them separately: a 3D vector
s for scaling and a quaternioq to represent rotation. These can be trivially converted
to their respective matrices and combined, making sure to normatjte obtain a valid

unit quaternion.

To avoid signi cant overhead due to automatic di erentiation during training, we derive
the gradients for all parameters explicitly and implement them in CUDA.

This representation of anisotropic covariance suitable for optimization allows us to
optimize 3D Gaussians to adapt to the geometry of di erent shapes in captured scenes,
resulting in a fairly compact representation. F[g.]5.2 illustrates such cases.

Figure 5.2: We visualize the 3D Gaussians after optimization by shrinking them 60% (far
right). This clearly shows the anisotropic shapes of the 3D Gaussians that compactly
represent complex geometry after optimization. Left the actual rendered image.

5.4 Optimization with Adaptive Density Control of 3D Gaussians

The core of our approach is the optimization step, which creates a dense set of 3D
Gaussians accurately representing the scene for free-view synthesis. In addition to
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positionsp, , and covariance , we also optimize SH coe cients representing color

of each Gaussian to correctly capture the view-dependent appearance of the scene. The
optimization of these parameters is interleaved with steps that control the density of the
Gaussians to better represent the scene.

5.4.1 Optimization

The optimization is based on successive iterations of rendering and comparing the
resulting image to the training views in the captured dataset. Inevitably, geometry may
be incorrectly placed due to the ambiguities of 3D to 2D projection. Our optimization
thus needs to be able toreategeometry and alsa@estroyor movegeometry if it has

been incorrectly positioned. The quality of the parameters of the covariances of the 3D
Gaussians is critical for the compactness of the representation since large homogeneous
areas can be captured with a small number of large anisotropic Gaussians.

We use Stochastic Gradient Descent techniques for optimization, taking full advantage
of standard GPU-accelerated frameworks, and the ability to add custom CUDA kernels
for some operations, following recent best practi¢gg{[13g. In particular, our fast
rasterization (see Se€c. b.5) is critical in the e ciency of our optimization, since it is the
main computational bottleneck of the optimization.

We use a sigmoid activation function for to constrain it in the[0 1) range and obtain
smooth gradients, and an exponential activation function for the scale of the covariance
for similar reasons.

We estimate the initial covariance matrix as an isotropic Gaussian with axes equal to the
mean of the distance to the closest three points. We use a standard exponential decay
scheduling technique similar to Plenoxel84, but for positions only. The loss function

is L4 combined with a D-SSIM term:

L=(1 )L1+ Lpssim (5.4)

We use = 0:2in all our tests. We provide details of the learning schedule and other
elements in Se€. 5.6.1.
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5.4.2 Adaptive Control of Gaussians

We start with the initial set of sparse points from SfM and then apply our method to
adaptively control the number of Gaussians and their density over unit volfjratiowing

us to go from an initial sparse set of Gaussians to a denser set that better represents
the scene and with correct parameters. After optimization warm-up (see[Sec| 5.6.1), we
densify every 100 iterations and remove any Gaussians that are essentially transparent,
i.e., with less than a threshold .

Our adaptive control of the Gaussians needs to populate empty areas. It focuses on regions
with missing geometric features ( under-reconstruction ), but also in regions where Gaus-
sians cover large areas in the scene (which often correspond to over-reconstruction ).

We observe that both haviarge view-space positional gradients. Intuitively, this is
likely because they correspond to regions that are not yet well reconstructed, and the
optimization tries to move the Gaussians to correct this.

Since both cases are good candidates for densi cation, we densify Gaussians with an
average magnitude of view-space position gradients above a threshgldwhich we set
to 0:0002in our tests.

We next present details of this process, illustrated in 5.3.

For small Gaussians that are in under-reconstructed regions, we need to cover the new
geometry that must be created. For this, it is preferable to clone the Gaussians, by simply
creating a copy of the same size, and moving it in the direction of the positional gradient.

On the other hand, large Gaussians in regions with high variance need to be split into
smaller Gaussians. We replace such Gaussians by two new ones, and divide their scale
by a factor of = 1:6 which we determined experimentally. We also initialize their
position by using the original 3D Gaussian as a PDF for sampling.

In the rst case we detect and treat the need for increasing both the total volume of the
system and the number of Gaussians, while in the second case we conserve the total
volume butincrease the number of Gaussians. Similar to other volumetric representations,
our optimization can get stuck with oaters close to the input cameras; in our case this
may result in an unjusti ed increase in the Gaussian density.

!Density of Gaussians should not be confused of course with densitythe NeRF literature.
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Figure 5.3: Our adaptive Gaussian densi cation scheifag row (under-reconstruction)
When small-scale geometry (black outline) is insu ciently covered, we clone the respec-
tive GaussianBottom row (over-reconstructioif)lsmall-scale geometry is represented by
one large splat, we split it in two.

An e ective way to moderate the increase in the number of Gaussians is to set the
value close to zero everld = 3000 iterations. The optimization then increases the

for the Gaussians where this is needed while allowing our culling approach to remove
Gaussians with less than as described above. Gaussians may shrink or grow and
considerably overlap with others, but we periodically remove Gaussians that are very
large in worldspace and those that have a big footprint in viewspace. This strategy results
in overall good control over the total number of Gaussians. The Gaussians in our model
remain primitives in Euclidean space at all times; unlike other method$3H, we do not
require space compaction, warping or projection strategies for distant or large Gaussians.

5.5 Fast Di erentiable Rasterizer for Gaussians

Our goals are to have fast overall rendering and fast sorting to allow approximate
blending including for anisotropic splats and to avoid hard limits on the number of
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splats that can receive gradients that exist in previous wdrki [69].

To achieve these goals, we design a tile-based rasterizer for Gaussian splats inspired by
recent software rasterization approachés] to pre-sort primitives for an entire image

at a time, avoiding the expense of sorting per pixel that hindered previotldending
solutions |62 [64]. Our fast rasterizer allows e cient back-propagation over an arbitrary
number of blended Gaussians with low additional memory consumption, requiring only

a constant overhead per pixel. Our rasterization pipeline is fully di erentiable, and given
the projection to 2D (Se¢. 5.3) can rasterize anisotropic splats similar to previous 2D
splatting methods[[62].

Our method starts by splitting the screen into 1.6 tiles, and then proceeds to cull 3D
Gaussians against the view frustum and each tile. Speci cally, we only keep Gaussians
with a 99% con dence interval intersecting the view frustum. Additionally, we use a
guard band to trivially reject Gaussians at extreme positions (i.e., those with means close
to the near plane and far outside the view frustum), since computing their projected
2D covariance would be unstable. We then instantiate each Gaussian according to the
number of tiles they overlap and assign each instance a key that combines view space
depth and tile ID. We then sort Gaussians based on these keys using a single fast GPU
Radix sort[B7]. Note that there is no additional per-pixel ordering of points, and blending

is performed based on this initial sorting. As a consequence, oldnlending can be
approximate in some con gurations. However, these approximations become negligible
as splats approach the size of individual pixels. We found that this choice greatly enhances
training and rendering performance without producing visible artifacts in converged
scenes.

After sorting the Gaussians, we produce a list for each tile by identifying the rst and
last depth-sorted entry that splats to a given tile. For rasterization, we launch one thread
block for each tile. Each block rst collaboratively loads packets of Gaussians into shared
memory and then, for a given pixel, accumulates color andalues by traversing the
lists front-to-back, thus maximizing the gain in parallelism both for data loading/sharing
and processing. When we reach a target saturation ah a pixel, the corresponding
thread stops. At regular intervals, threads in a tile are queried and the processing of the
entire tile terminates when all pixels have saturated (i.egoes to 1).

During rasterization, the saturation of is the only stopping criterion. In contrast to
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Table 5.1: Quantitative evaluation of our method compared to previous work, computed
over three datasets. Results marked with daggéiave been directly adopted from the
original paper, all others were obtained in our own experiments.

Dataset Mip-NeRF360 Tanks&Temples Deep Blending

Method|Metric| SSIM™ PSNR" LPIPS* Train FPS Mem|SSIM" PSNR" LPIPS* Tran FPS Mem|SSIM"~ PSNR" LPIPS* Tran FPS Mem
Plenoxels 0.626 23.08 0.463  25m49s 6.79 2.1GB.719 21.08 0379  25m5s 130 2.3GB.795 23.06 0510 27m49s 112 2.7GB
INGP-Base 0.671 25.30 0371  5m37s 117 13MB.723 21.72 0330 5m26s 17.1 13MB.797 23.62 0423  6m3ls 3.26 13MB
INGP-Big 0.699 25.59 0331  7m30s 9.43 48ME.745  21.92 0.305  6m59s 14.4 48MBO0.817 24.96 0.390 8m 279 48MB
M-NeRF360 ~ 0.792 | 27.69  0.237 48h  0.06 8.6ME 0759 2222  0.257 48h 014 86M 0901 29.40  0.245 48h  0.09 8.6MB
Ours-7K 0770 2560 0279  6m25s 160 523V 0.767 2120 0.280  6mS5s 197 270v 0.875  27.78  0.317  4m35s 172 386MB
Ours-30K 0815 27.21 | 0214 41m33s 134 734N 0.841 2314  0.83 | 26mS4s 154 411N 0903 2941  0.243  36m2s 137 676MB

previous work, we do not limit the number of blended primitives that receive gradient
updates. We enforce this property to allow our approach to handle scenes with an
arbitrary, varying depth complexity and accurately learn them, without having to resort
to scene-speci ¢ hyperparameter tuning. During the backward pass, we must therefore
recover the full sequence of blended points per-pixel in the forward pass. One solution
would be to store arbitrarily long lists of blended points per-pixel in global memdsg[

To avoid the implied dynamic memory management overhead, we instead choose to
traverse the per-tile lists again; we can reuse the sorted array of Gaussians and tile
ranges from the forward pass. To facilitate gradient computation, we now traverse them
back-to-front.

The traversal starts from the last point that a ected any pixel in the tile, and loading of
points into shared memory again happens collaboratively. Additionally, each pixel will
only start (expensive) overlap testing and processing of points if their depth is lower than
or equal to the depth of the last point that contributed to its color during the forward
pass. Computation of the gradients described in §e¢. 5.3 requires the accumulated opacity
values at each step during the original blending process. Rather than traversing an
explicit list of progressively shrinking opacities in the backward pass, we can recover
these intermediate opacities by storing only the total accumulated opacity at the end of
the forward pass. Speci cally, each point stores the nal accumulated opacityg the
forward process; we divide this by each point'sin our back-to-front traversal to obtain

the required coe cients for gradient computation.
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Ground Truth Ours Mip-NeRF360 InstantNGP Plenoxels

Figure 5.4. We show comparisons of ours to previous methods and the correspond-
ing ground truth images from held-out test views. The scenes are, from the top down:
Bicycle, Garden, Stump Counter and Roomfrom the Mip-NeRF360 datasd®jay-
room, DrJohnson from the Deep Blending datase&f] and Truck and Train from
Tanks&Temples. Non-obvious di erences in quality highlighted by arrows/insets.
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Figure 5.5: For some scenes (above) we can see that even at 7K iteratiemsn(for
this scene), our method has captured the train quite well. At 30K iteration3min)
the background artifacts have been reduced signi cantly. For other scenes (below), the
di erence is barely visible; 7K iterations (8min) is already very high quality.

5.6 Implementation, results and evaluation

We next discuss some details of implementation, present results and the evaluation of
our algorithm compared to previous work and ablation studies.

Table 5.2: PSNR scores for Synthetic NeRF, we start with 100K randomly initialized points.
Competing metrics extracted from respective papers.

Mic Chair Ship Materials Lego Drums Ficus Hotdog Avg.
Plenoxels | 33.26 33.98 29.62 29.14 3410 2535 31.83 36.81
INGP-Base| 36.22 35.0C 31.10 29.78 36.39 26.02 33.51 37.40 33.18
Mip-NeRF | 36.51 35.14 30.4; 30.71 3570 2548 33.z 37.48 33.09
Point-NeRF 35.95 35.40 30.97 29.61 35.C 26.06 36.13 37.30 33.30
Ours-30K | 35.36 35.83 30.80 30.00 35.78 26.15 34.87 37.72 33.32

31.76
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Table 5.3: PSNR Score for ablation runs. For this experiment, we manually downsampled
high-resolution versions of each scene's input images to the established rendering reso-
lution of our other experiments. Doing so reduces random artifacts (e.g., due to JPEG
compression in the pre-downsampled Mip-NeRF360 inputs).

\ Truck-5K  Garden-5K  Bicycle-5KTruck-30K Garden-30K Bicycle-BQKAverage-SK Average-30K
Limited-BW | 14.66 22.07 20.77 13.84 22.88 20.87 19.16 19.19
Random Init| 16.75 20.90 19.86 18.02 22.19 21.05 19.17 20.42
No-Split 18.31 23.98 22.21 20.59 26.11 25.02 21.50 23.90
No-SH 22.36 25.22 22.88 24.39 26.59 25.08 23.48 25.35
No-Clone \ 22.29 25.61 22.15 24.82 27.47 25.46 \ 23.35 25.91
Isotropic 22.40 25.49 22.81 23.89 27.00 2481 23.56 25.23
Full 22.71 25.82 23.18 24.81 27.70 25.65 23.90 26.05

5.6.1 Implementation

We implemented our method in Python using the PyTorch framework and wrote custom
CUDA kernels for rasterization that are extended versions of previous meth6és [

and use the NVIDIA CUB sorting routines for the fast Radix s@#][ We also built

an interactive viewer using the open-source SIBRI[ used for interactive viewing.

We used this implementation to measure our achieved frame rates. The source code,
videos, supplementals and all our data are availablén#ps://repo-sam.inria.fr/
fungraph/3d-gaussian-splatting/

Optimization Details  For stability, we warm-up the computation in lower resolution.
Speci cally, we start the optimization using 4 times smaller image resolution and we
upsample twice after 250 and 500 iterations.

SH coe cient optimization is sensitive to the lack of angular information. For typical
NeRF-like captures where a central object is observed by photos taken in the entire
hemisphere around it, the optimization works well. However, if the capture has angular
regions missing (e.g., when capturing the corner of a scene, or performing an inside-
out [44 capture) completely incorrect values for the zero-order component of the SH
(i.e., the base or di use color) can be produced by the optimization. To overcome this
problem we start by optimizing only the zero-order component, and then introduce one
band of the SH after every 1000 iterations until all 4 bands of SH are represented.
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5.6.2 Results and Evaluation

Results. We tested our algorithm on a total of 13 real scenes taken from previously
published datasets and the synthetic Blender datag#i. [In particular, we tested our
approach on the full set of scenes presented in Mip-Nerf3g0Which is the current state

of the art in NeRF rendering quality, two scenes from the Tanks&Temples dataskgt [
and two scenes provided by Hedman et &@.J. The scenes we chose have very di erent
capture styles, and cover both bounded indoor scenes and large unbounded outdoor
environments. We use the same hyperparameter con guration for all experiments in
our evaluation. All results are reported running on an A6000 GP U, except for the Mip-
NeRF360 method (see below).

In supplemental, we show a rendered video path for a selection of scenes that contain
views far from the input photos.

Real-World Scenes. In terms of quality, the current state-of-the-art is Mip-Nerf366] [
We compare against this method as a quality benchmark. We also compare against two
of the most recent fast NeRF methods: InstantNGP [93] and Plendxels [35].

We use a train/test split for datasets, using the methodology suggested by Mip-NeRF360,
taking every 8th photo for test, for consistent and meaningful comparisons to generate the
error metrics, using the standard PSNR, L-PIPS, and SSIM metrics used most frequently
in the literature; please see Taljle]5.1. All numbers in the table are from our own runs
of the author's code for all previous methods, except for those of Mip-NeRF360 on their
dataset, in which we copied the numbers from the original publication to avoid confusion
about the current SOTA.

We also show the average training time, rendering speed, and memory used to store
optimized parameters. We report results for a basic con guration of InstantNGP (Base)
that run for 35K iterations as well as a slightly larger network suggested by the authors
(Big), and two con gurations, 7K and 30K iterations for ours. We show the di erence in
visual quality for our two con gurations in Fig[ 5]5. In many cases, quality at 7K iterations

is already quite good.

The training times vary over datasets and we report them separately. Note that image
resolutions also vary over datasets. In the project website, we provide all the renders of
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test views we used to compute the statistics for all the methods (ours and previous work)
on all scenes. Note that we kept the native input resolution for all renders.

The table shows that our fully converged model achieves quality that is on par and
sometimes slightly better than the SOTA Mip-NeRF360 method; note that on the same
hardware, their average training time was 48 hdgrsompared to our 35-45min, and
their rendering time is 10s/frame. We achieve comparable quality to InstantNGP and
Plenoxels after 5-10m of training, but additional training time allows us to achieve SOTA
quality which is not the case for the other fast methods. For Tanks & Temples, we achieve
similar quality as the basic InstantNGP at a similar training timedmin in our case).

We also show visual results of this comparison for a left-out test view for ours and the
previous rendering methods selected for comparison in Fid. 5.4; the results of our method
are for 30K iterations of training. We see that in some cases even Mip-NeRF360 has
remaining artifacts that our method avoids (e.g., blurriness in vegetation Bigycle,
Stump or on the walls in Roon). In the supplemental video and web page we provide
comparisons of paths from a distance. Our method tends to preserve visual detail of
well-covered regions even from far away, which is not always the case for previous
methods.

Synthetic Bounded Scenes In addition to realistic scenes, we also evaluate our ap-
proach on the synthetiBlendedataset®(. The scenes in question provide an exhaustive

set of views, are limited in size, and provide exact camera parameters. In such scenarios,
we can achieve state-of-the-art results even with random initialization: we start training
from 100K uniformly random Gaussians inside a volume that encloses the scene bounds.
Our approach quickly and automatically prunes them to about 6 10K meaningful Gaus-
sians. The nal size of the trained model after 30K iterations reaches about 200 500K
Gaussians per scene. We report and compare our achieved PSNR scores with previous
methods in Tablé 5|2 using a white background for compatibility. Examples can be seenin
Fig.[5.9 (second image from the left) and in supplemental material. The trained synthetic
scenes rendered at 180 300 FPS.

2We trained Mip-NeRF360 on a 4-GPU A100 node for 12 hours, equivalent to 48 hours on a single GPU.
Note that A100's are faster than A6000 GPUs.
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Compactness In comparison to previous explicit scene representations, the anisotropic
Gaussians used in our optimization are capable of modelling complex shapes with a lower
number of parameters. We showcase this by evaluating our approach against the highly
compact, point-based models obtained Ay }]. We start from their initial point cloud
which is obtained by space carving with foreground masks and optimize until we break
even with their reported PSNR scores. This usually happens within 2 4 minutes. We
surpass their reported metrics using approximately one-fourth of their point count,
resulting in an average model size of 3.8 MB, as opposed to their 9 MB. We note that for
this experiment, we only used two degrees of our spherical harmonics, similar to theirs.

5.6.3 Ablations

We isolated the di erent contributions and algorithmic choices we made and constructed
a set of experiments to measure their e ect. Speci cally we test the following aspects of
our algorithm: initialization from SfM, our densi cation strategies, anisotropic covariance,
the fact that we allow an unlimited number of splats to have gradients and use of spherical
harmonics. The quantitative e ect of each choice is summarized in Table 5.3.

Initialization from SfM We also assess the importance of initializing the 3D Gaussians
from the SfM point cloud. For this ablation, we uniformly sample a cube with a size
equal to three times the extent of the input camera's bounding box. We observe that our
method performs relatively well, avoiding complete failure even without the SfM points.
Instead, it degrades mainly in the background, see[Fig. 5.6. Also in areas not well covered
from training views, the random initialization method appears to have more oaters that
cannot be removed by optimization. On the other hand, the synthetic NeRF dataset does
not have this behavior because it has no background and is well constrained by the input
cameras (see discussion above).

Densi cation.  We next evaluate our two densi cation methods, more speci cally

the clone and split strategy described in Sec] 5.4. We disable each method separately
and optimize using the rest of the method unchanged. Results show that splitting big
Gaussians is important to allow good reconstruction of the background as seenif Hig. 5.7,
while cloning the small Gaussians instead of splitting them allows for a better and faster
convergence especially when thin structures appear in the scene.
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Figure 5.6: Initialization with SfM points helps. Above: initialization with a random
point cloud. Below: initialization using SfM points.

Unlimited depth complexity of splats with gradients. We evaluate if skipping the
gradient computation after thé&l front-most points will give us speed without sacri cing
quality, as suggested in Pulsé8y]. In this test, we choose N=10, which is two times
higher than the default value in Pulsar, but it led to unstable optimization because of
the severe approximation in the gradient computation. For fheeick scene, quality
degraded by 11dB in PSNR (see Tablg 5.3, Limited-BW), and the visual outcome is shown
in Fig.[5.8 forGarden.

Anisotropic Covariance. An important algorithmic choice in our method is the
optimization of the full covariance matrix for the 3D Gaussians. To demonstrate the e ect
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Figure 5.7: Ablation of densi cation strategy for the two cases “clone" and "split" [Sec. 5.4).
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Figure 5.8: If we limit the number of points that receive gradients, the e ect on visual
quality is signi cant. Left: limit of 10 Gaussians that receive gradients. Right: our full
method.

Figure 5.9: We train scenes with Gaussian anisotropy disabled and enabled. The use of
anisotropic volumetric splats enables modelling of ne structures and has a signi cant
impact on visual quality. Note that for illustrative purposes, we restrictéidusto use

no more than 5k Gaussians in both con gurations.

of this choice, we perform an ablation where we remove anisotropy by optimizing a single
scalar value that controls the radius of the 3D Gaussian on all three axes. The results
of this optimization are presented visually in Fig. 5.9. We observe that the anisotropy
signi cantly improves the quality of the 3D Gaussian's ability to align with surfaces,
which in turn allows for much higher rendering quality while maintaining the same
number of points.

Spherical Harmonics.  Finally, the use of spherical harmonics improves our overall
PSNR scores since they compensate for the view-dependent e ects (Taple 5.3).
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5.6.4 Limitations

Our method is not without limitations. In regions where the scene is not well observed

we have artifacts; in such regions, other methods also struggle (e.g., Mip-NeRF360 in
Fig.[5.1D). Even though the anisotropic Gaussians have many advantages as described
above, our method can create elongated artifacts or splotchy Gaussians (sge F|g. 5.11);
again previous methods also struggle in these cases.

We also occasionally have popping artifacts when our optimization creates large Gaus-
sians; this tends to happen in regions with view-dependent appearance. One reason
for these popping artifacts is the trivial rejection of Gaussians via a guard band in the
rasterizer. A more principled culling approach would alleviate these artifacts. Another
factor is our simple visibility algorithm, which can lead to Gaussians suddenly switch-
ing depth/blending order. Also, we currently do not apply any regularization to our
optimization; doing so would help with both the unseen region and popping artifacts.

While we used the same hyper-parameters for our full evaluation, early experiments
show that reducing the position learning rate can be necessary to converge in very large
scenes (e.g., urban datasets).

Even though we are very compact compared to previous point-based approaches, our
memory consumption is signi cantly higher than NeRF-based solutions. During training

of large scenes, peak GPU memory consumption can exceed 20 GB in our implementation.
However, this gure could be signi cantly reduced by a careful low-level implementation

of the optimization logic (similar to InstantNGP). Rendering the trained scene requires
su cient GPU memory to store the full model (several hundred megabytes for large-scale
scenes) and an additional 30 500 MB for the rasterizer, depending on scene size and
image resolution. We note that there are many opportunities to further reduce memory
consumption of our method. Compression techniques for point clouds is a well-studied
eld [[24); it would be interesting to see how such approaches could be adapted to our
representation.
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Figure 5.10: Comparison of failure artifacts: Mip-NeRF360 has oaters and grainy
appearance (left, foreground), while our method produces coarse, anisoptropic Gaussians
resulting in low-detail visuals (right, background].rain scene.

Figure 5.11: In views that have little overlap with those seen during training, our method
may produce artifacts (right). Again, Mip-NeRF360 also has artifacts in these cases (left).
DrJohnson scene.

5.7 Discussion and Conclusions

In this chapter we presented the rst approach that truly allows real-time, high-quality
radiance eld rendering, in a wide variety of scenes and capture styles, while requiring
training times competitive with the fastest previous methods.

Our choice of a 3D Gaussian primitive preserves properties of volumetric rendering for
optimization while directly allowing fast splat-based rasterization. Our work demon-
strates that contrary to widely accepted opinion a continuous representatiomist
strictly necessary to allow fast and high-quality radiance eld training.

The majority ( 80%) of our training time is spent in Python code, since we built our
solution in PyTorch to allow our method to be easily used by others. Only the rasterization
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routine is implemented as optimized CUDA kernels. We expect that porting the remaining
optimization entirely to CUDA, as e.g., done in InstantNG| could enable signi cant
further speedup for applications where performance is essential.

We also demonstrated the importance of building on real-time rendering principles,

exploiting the power of the GPU and speed of software rasterization pipeline architecture.
These design choices are the key to performance both for training and real-time rendering,
providing a competitive edge in performance over previous volumetric ray-marching.

It would be interesting to see if our Gaussians can be used to perform mesh reconstructions
of the captured scene. Aside from practical implications given the widespread use of
meshes, this would allow us to better understand where our method stands exactly in
the continuum between volumetric and surface representations.

This chapter concludes the sequence of three projects on point-based novel view synthesis,
which is the main focus of this Ph.D. The following two chapters treat two closely related
research topics: Chapter 7 studies the problem of camera placement for radiance eld
capture while chapter 8 presents our exploratory experiments in using point-based
rendering in the context of a generative algorithm.



Chapter 6

Improving NeRF Quality by Progressive
Camera Placement

Selecting cameras that will be used to reconstruct radiance elds is a critical element in
this research domain, that is often overlooked. In this chapter we study this problem, and
propose a rst solution. This study was performed on NeRFs, but the guiding principles
can be used for our point-based solutions presented in the previous chapters.

6.1 Introduction

For both MVS and NeRF, capturing a scene typically starts with users taking many photos
or video of the scene. Usually, users follow instructions to loop around an object a few
times at di erent heights and to make sure to also capture top viewd][which we call

hemisphericatapture. This works well for object-centric scenes, i.e., scenes that have
a main object that the users want to be able to view freely, while the rest is considered

Figure 6.1. We present a new method that proposes the next best camera placement for
NeRF capture (left). We introduce two metrics that can be easily computed, observation
frequency and angular uniformity (middle). On the right, we show that our approach
outperforms two baseline camera placement strategitsmispherewhich is the typical
approach used in most NeRF methods &ahdom as well as recent related work98].
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background. There has been little previous work on how to capture more general scenes
such as rooms, buildings etc. that have no central point of interest, especially when the
goal is to allowfree-viewpoinhavigation in the environment. Users typically place the
cameras based on their intuition and empirical knowledge about which camera placements
usually work, often leading to the failure of the reconstruction and consequently, forcing
users to recapture the scenes in a costly and time consuming trial-an-error process.

Intuitively, hemispherical capture works for object-centric scenes because it samples the
space containing the objeaniformly both for camera positions and in the angular domain.
This uniform coverage is a dense sampling of a complete radiance eld, since rays from
the camera centers through the pixels in each view frustum cover space uniformly. Such
coverage provides multi-view information that is used in the optimization to disambiguate
depth, allowing accurate reconstruction.

Achieving such uniform ray coverage both in positions and angles is much more chal-
lenging in the context of general scenes, where there is no single central object. With
an in nite number of cameras, it could theoretically be possible to densely sample the
light eld, but in practice the number of cameras is limited and in addition given the
geometry of the scene cameras cannot be placed everywhere (i.e., inside objects). The
problem we try to solve is: given a camera budget and physical limitations of space, how
can wee ciently choose the next camera that will allow the resulting ray sampling to be

as close as possible to uniform in space and angle.

There has been little previous work on this problem; most methods that have been
proposed require either modi cation on the training of the NeRF model making them
unsuitable for generalization to other NeRF variants other than the ones that it was
speci cally designed for, or very expensive calculations based on the current state of the
NeRF model. These properties make the process slow and cumbersome.

In our solution, we rst develop a metric to evaluate uniformity in space and angle that is
fast to evaluate. We then propose an algorithm that uses this metric to select the next best
camera such that the overall distribution will be closer to uniform in positions and angle.
We evaluate the metric and the algorithm on synthetic data and compare to baselines
and previous work, demonstrating that our solution works well, and we also run our
algorithm on a real dataset as a proof of concept.

From a practical perspective, our algorithm can be used for automated capture using
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robotic or drone capture; we leave this as future work, but we discuss a practical future
use case in Selc. 6.3.4.

In summary, our contributions are:

" The de nition of an e cient metric for observation frequeneyndangular uniformity
that can be computed on the y during NeRF capture, without requiring additional
images.

~ An algorithm to quickly estimate reconstruction quality of a scene and that proposes
the next camera placement that maximizes the improvement in quality of capture
based on our metrics.

Our solution can work with any NeRF model without changes to the optimization loop,
and only introduces a small performance overhead to the training. We performed ex-
tensive testing on synthetic scenes, and our method achieves the best quality against
multiple baselines and other algorithms that we tried given a limited budget of cameras.

6.2 Related Work

In recent years a huge number of publications on Neural Radiance Fields (NeRFs) have
been published; we will start by reviewing only a few papers that are closely related to
our method and design choices. Recent comprehensive surveys on NeRFs can be found
in [[144 and [16(). We then review camera selection for reconstruction, both traditional

and for NeRFs.

6.2.1 Neural Radiance Field Basics

Neural Radiance Fields were introduced I8 They fundamentally changed how
we can reconstruct 3D scenes from 2D images by introducing a continuous volumetric
representation of the scene, encoded in a Multi-Layer Perceptron (MLP) which we can
optimize using Stochastic Gradient Descent (SGD) to t the input images, solving the
reconstruction with a data-driven optimization.

Follow-up work improved the reconstruction quality by allowing for better extrapola-
tion when dealing with cameras observing objects from di erent distancéljut also
generalized the algorithms for unbounded and realistic scefgsNlost of the results
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demonstrated in these papers focus on object-centric camera placements which has
become the typical NeRF-style capture, i.e., a hemisphere of cameras around the object
and looking directly at the center of the object.

Another line of work focuses on performance, both for fast training and fast rendering.
Most solutions achieve good results by encoding the radiance eld in voxel grids with
limited spatial extent3 [35 139/19 or point clouds[L164. For our experiments we will
built on top of Instant-NGP$d, since it is currently the NeRF method with the best
quality/performance trade-o . Instant-NGP uses a hash function to map a 3D hierarchical
voxel-grid of high dimensional features to a compact 1D representation. This grid is later
gueried in an optimized way along the ray to produce the nal color for each pixel. The
optimization includes a very e cientoccupancy grithat marks the voxels as occupied
or free and results in an e cient way to skip empty space during ray marching.

While all these algorithms signi cantly improve the state-of-the-art, in the vast majority

of cases they use datasets in which the cameras are placed on a hemisphere over a
region of interest. This allows for good quality reconstruction only in that speci ¢ region
(typically an object of interest). It is not clear how one would place cameras for more
complicated environments, when allowing the user to navigate freely. Camera placement
is an important factor that controls the nal quality of the reconstruction and the ability

to navigate freelyn the scene without artifacts. In this context we propose a solution
that will automate and standardize the way of capturing NeRFs, removing the burden of
trial and error from the user.

6.2.2 Camera placement for reconstruction

We discuss representative previous work in camera placement for reconstruction. In the
vast majority of cases we assume that the scene is captured with photographs, and that
the cameras of these photographs have been calibrated. Camera calibration is typically
performed using Structure-from-Motion (SfM), using systems such as COLMARP [123].

6.2.2.1 Traditional Reconstruction

Multi-View Stereo (MVS) is an o ine process that recovers the 3D geometry from a set
of images and is very computationally expensive. The user rst captures the images, per-
forms camera calibration and then runs MVS. After a few hours of computation, the user
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may come to realize that the images are not good enough for a good 3D reconstruction,
requiring the scene to be recaptured from scratch. This is a tedious process, especially if
accessing the capture site is di cult.

To improve this cumbersome process the eld of Next-Best-View (NBV) estimaiih [
37;[1{ predicts the next view that will provide more information to the reconstruction
process given a set of already captured views. In the eld of volumetric reconstruction
[53 focuses on sensors with depth and creates a set of heuristics to estimate the next
best view that will maximize the information gain of each newly acquired sample. While
this work is inspiring it lies outside the scope of optimizing a model from a set of data-
samples with SGD because they use a depth sensor that directly observes the geometry
information of the scene, while in neural radiance elds the geometry representation is
being optimized to tthe scene.

Other works in camera selection that focus on MVS can be separated in heurstic-based
methods Pz, 134 or data-based[9. They mostly focus on estimating or predicting

the uncertainty of the MVS reconstruction process without actually running it. In
contrast to MVS, fast NeRF models|[93]; 35] open the door for new approach in the eld
of next best view estimation that allows online reconstruction and camera placement
prediction, especially if camera calibration can be provided online by the capture device
(e.g., augmented reality helmet).

6.2.2.2 Neural Radiance Fields

Automatic camera placement for Radiance Fields is an emerging topic of research. A
popular approach is to modify the NeRF model to be able to predict it's own uncertainty
[[2086 17399 which later is used in various ways to choose the views which maximize it.
The uncertainty is modeled in two ways, either by converting the MLP that encodes the
scene to a Bayesian MLROG[1 7794 that also predicts it's own uncertainty or by using

the physical properties of the volumetric representation along a ray based on the entropy
of the density functionL7J. All methods that use the NeRF model to predict uncertainty
are computationally intensive since they need many MLP evaluations for each candidate
camera. In addition, it is hard to train an MLP that predicts it's own uncertainty. That
is why [10€ uses a depth sensor to stabilize the training. Some meth®dkfpcus on
selecting views when there is a very limited budget of cameras allowed gbdresents
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a solution that evaluates the uncertainty based on the spread of density along a ray.
This needs a full rendering step per candidate camera which means when the space of
candidates grows in unconstrained environments with an increased cost. All the above

methods are not demonstrated on non object-centric scenes, making them unsuitable for
our context which focuses on free-viewpoint navigation in complex scenes.

6.3 Method

The goal of our method is to dynamically suggest new camera positions such that we
create a dataset that will achieve a good quality reconstruction. This can be used to
guide a robotic agent or a human to acquire new images when capturing a NeRF. NeRFs
trained on object-centric datasets achieve excellent quality when observing the object
from a camera that matches the distribution of the training cameras, but easily break
when moving away from them, see Fig.6.3. We are interested in constructing a carefully
designed placement of cameras that will allow the nal user of the NeRF to navigate
freely in the scene, while avoiding strong visual artifacts.

We want to generalize the simple assumptions of the object-centric capture style to
more complex scenes and viewing scenarios, in particular when we allow the viewer to
navigate freely.

6.3.1 Observation Frequency and Angular Uniformity

The object-centric capture style of NeFe] and MipNeRF#§] has two main properties.
First, all cameras observe the object and second, the cameras are distributed along di erent
directions to cover the angular domain uniformly. If we constrain the user to view the
scene on the hemisphere, this capture style naturally provides a good reconstruction
since it covers the space all the possible cameras uniformly.

We next provide a formal de nition of this observation, and in particular a measure of
observation frequen@nd a measure aingular uniformityof these observations.

Given a set of camerds, a pointp in space will be well reconstructed if it is observed
often from the input cameras and if these cameras are distributed uniformly in the angular
domain of directions. We next formalize this mathematically and generalize it for multiple
pointsp.
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Figure 6.2: To compute the distance of the empirical distribution in the angular domain
of cameras that observe a poipt we assign the cameras to bins based on their direction
from point p into a histogram in polar coordinates. We then convert this to a PDF, for
which we account for the non-uniform surface area of the spherical coordinate system.
Then we use the total variation distance in Hq.(6.2) to get the value for node gint

We de ne a function that describes how frequently each is point is observed. For a point
p we de ne the frequencyOs (p) of observation as follows:

P N
i=0 Lobs(G;P)
N

Or (p) = (6.1)

Where 1l is an indicator function that isl if point p lies inside the frustum of camera

C; andN is the total number of cameras. This equation describes a simple relationship
between cameras and points in space: If all the available cameras observe a point, then
Of (p) = 1, while if no cameras observe @; (p) = 0.

For the directions of the observations, we next de ne a metric to measamgular
uniformity, since more uniform angular distribution of observed directions results in
better resulting visual quality.

We de ne f, the distribution of camera directions in the angular domain that observe
a point p and the uniform distributionu in the same angular domain. To determine
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the quality of the angular distribution of cameras, we will compute the total variation
distance between the two distributions.

X
TV =3 (i ) u( )i 62)
;2

whereu is the uniform PDF. We construct the piece-wise constant Ffl§F|n the angular
domain by computing the histogram of the directions of the cameras that observe point
p. Every bin in the histogram contains the number of cameras that observe this point
from the solid angle that corresponds to the bin.

Similarly to Eq.[(6]1), the angular metric is 0 if our point p is observed from a uniform
distribution, while it approaches 1 as it moves further from the uniform distribution.

We provide a visual illustration of this process in HigJ6.2, showing the histograiA,of
andU in bins with polar coordinates. The direction are represented in polar coordinates,
that not area preserving, so we weight the bins of the histogram based on the surface
area of each bin.

6.3.2 Estimating Reconstruction Quality

We de ne the area where we want to estimate the reconstruction quality, and for simplicity
we use an axis-aligned bounding box to de ne it. This is the area which the user wishes
to observe; We refer to this area &

Ideally, we would like to evaluate the quality of reconstruction of every pointBn In
practice however, we discretize the problem by constructing a regular grié iwith
resolution of32% and refer to it asBs,; we will evaluate reconstructability on theodes
of the grid. In discrete space it is easier to measure the total reconstructaltiliof B
given by the set of cameras by summing over all the nodepg of the grid:

X
E(CBgs) = 1 TV({Egsu)+ Or(p) ; (6.3)

p2B 32

wherefpC is the empirical PDF in the angular domain for poiptand set of camera€
andu is the uniform PDF in the same domain, whileis a non linear scaling factor
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that modulates how much more important it is to observe points that are less frequently
observed than points that have already been observed frequently.

Our formulation has several advantages. First, it is easily interpretable by a user, making
it easy to modify and specify regions that have more importance than others. In the limit
case of a single point and € is constrained on a hemisphere our method reduces to the
typical object-centric capture setup of NeRF and MipNeRF/360. Second, a key advantage
is that our camera proposal does not require additional image acquisition to estimate
reconstruction quality, as for other methods, e.g., based on uncertainty estimeégn [

Our combined observation frequency and angular uniformity metrics can be seen as a
proxy for uncertainty, while being relatively cheap to compute.

6.3.3 Optimization

Our goal is to nd the set of camera€ that maximize the quantity in Eq[ (6.3):

argmaxEk (C; Bzy) (6.4)
C

To do this we optimize the NeRF model while we choose the new cameras. Cameras can
only be placed in empty space and some NeRF models, including Instant-BiEsthat

we use, provide an occupancy grid that is used to skip empty space while rendering. If
the implementation does not provide one it is trivial to compute it on the y by sampling
3-D space and storing the density. We use the occupancy grid to place candidate cameras
in free space. For simplicity, we also constrain the cameras to lie inBide

In the beginning of our run we have no images nor a trained occupancy grid, and one
needs the other to initialize the process. To overcome this, we ask the user to create a
bounding box in the scene that is empty and calBt . This allows us to sample cameras
safely so we can start the process. This is somewhat of a chicken-and-egg problem, since
we need enough of an initial reconstruction to have a coordinate system to de ne this
initial box B' . In a real-world scenario, the user will simply take 20 photos of the scene
evidently in free space that will initialize the reconstruction and the coordinate system,
and imply the de nition of B . For the synthetic examples we used for evaluation, we
have the coordinate system beforehand, and we de mBdmanually.

Now that we know how to sample random cameras safely, we want to maximize the
quantity in Eq. [[6.3). We use a greedy maximization technique: every 250 iterations we
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acquire a new camera given a set of already cho€gnwe do this by sampling a set of
N=1000 candidate cameras that lie insBlgor insideB' for the rst 20 cameras. Each
camera gets arandom direction, and we lter out all cameras whose center lies in occupied
space or observes occupied space from too close. Then we comg{@e] ¢,; Bs,)

for each of the N cameras, choose the camera with the highest score and add it in
G+1 = G [ ¢. We repeat until we acquire as many cameras as our budget allows.
Our current implementation requires a few seconds to propose a new camera; further
optimization would allow truly interactive use.

6.3.4 Future Practical Usage Scenario

The method above provides all the elements for online camera selection that can be used
in future work by a robotic or drone-based system. In this paragraph we describe how
such a system could function to motivate the utility of our results.

As discussed above, a user would rst take 10-20 photos of the environment for an initial
camera calibration, providing a reference frame, and allowing the de nition of an initial
box Bf . In a fully operational system, we would then run a fast NeRF such as Instant-
NGP B that reconstructs a rst approximation of the scene volumetric representation

in a few seconds. We then would run our algorithm to choose the next camera, and move
the robot or drone to the next position; the new capture is then incrementally added
to the NeRF optimization until the budget of cameras is reached. Given the latency of
moving the capture agent and the fact that we need a few training iterations between the
two captures, a slightly optimized implementation of our algorithm is perfectly suited
to such a scenario, since it can provide the next best camera faster than the agent can
actually move to the next position. As a consequence, a full system using our algorithm
would allow automatic and high quality capture with a small number of photos, both
reducing capture time and optimizing resulting image quality.

Table 6.1: Per scene quantitative evaluation of our method. We provide the PSNR for
each test set separately and the total average of each algorithm for each scene.

LivingRoom1
Random Hsphere Ours Avg

LivingRoom2
Random Hsphere Ours Avg

Office6 Office9 Kitchen5
Random Hsphere Ours \vg Random Hsphere Ours wvg Random Hsphere Ours Av

ActiveNerf | 20.57 17.91 18.59 19.0225.51 22.76 21.28 23.1824.71 20.78 19.65 21.7125.75 27.52 24.40 25.8925.00 22.83 21.42 23.08
Random 25.77 23.86 2281 24.1426.65 24.48 22.00 24.8728.57 25.63 22,06 25.4226.20 28.29 22,65 25.7125.24 24.30 22,70 24.08

Ours

Hsphere 17.43 3148 1463 21.1} 19.13 30.12 13.04 20.7}; 20.34 3048 15.22 22.0% 1517 36,79 13.23 21.7% 1892 33.28 16.36 22.8%

27.46 27.80 26.86 27.37| 28.40 27.02 26.02 27.14| 31.35 27.01 27.12 28.49| 28.38 30.59 28.91 29.29| 27.74 27.06 2587 26.89
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GT Ours ActiveNer{[98] Random Hemisphere

Figure 6.3: Images from our sampling test set. We present a visual comparison to
baselinedfRandomHemispherg and ActiveNerf. The rst column shows the ground
truth image. The scenes shown aké/ingroom1, Livingroom2, kitchen5 , office6 and

office9 .
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6.4 Results & Comparisons

Evidently, the goal of our method is to provide guidance for a human or robotic acquisition
system while capturing a NeRF. Designing the user interface for human guidance or
interfacing with an automated acquisition system are complex tasks that we leave for
future work. Instead, we provide a thorough evaluation of synthetic scenes, in which
image acquisition is achieved simply by rendering a new image from the camera proposed
by our system. We also provide a preliminary evaluation of our method on a real capture,
by capturing a large number of views that we can then sample.

This system was implemented by interfacing together Instant-N@H {vith Blender's
python API [24 and Cycles render€f We extended the python interface of Instant-NGP
to allow us to query the occupancy grid e ciently and we also linked Instant-NGP with
Blender's python environment. We will provide all source code and data, that will be
linked herehttp://lwww-sop.inria.fr/reves/Basilic/2023/KD23/

The full pipeline that allows the treatment of complex synthetic scenes interfaced with
NeRF systems such as InstantNGP is a powerful tool in itself, and was very useful for
this project. We hope it will also be helpful to others experimenting with NeRFs in full,
realistic scenes.

6.4.1 Evaluation on Synthetic Scenes

For the rst set of synthetic scene comparisons, we evaluate our method against two
baseline camera placement strategiemispherewhere we place the cameras on a
hemisphere around an object of interfsh the scene (this is the standard NeRE[
capture style) andkandomwhere we place the cameras at a random position and a
random orientation by also making sure that the camera placement is not in occupied
space (i.e., not inside objects), see also[Sec] 6.3.3.

As discussed in S€c. 6.2, there are few methods that treat our speci ¢ problem; of all NeRF
camera selection methods, only ActiveNe#{ provides code, and we thus include a
comparison to this approach. We use the authors' implementation which is based on an
implementation of the original NeRFI] method. To allow a best-e ort fair comparison

Ihttps:/iwww.cycles-renderer.org/
AWe manually select a point and a radius for the hemisphere such that it makes for that speci ¢ scene
con guration, i.e a table with vases etc
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Figure 6.4: Floor-plan visualization of the separate elements that construct our energy
term in Eq. [(6.8). The values have been averaged along the Y axis.
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Figure 6.5: In this plot we show the test-set PSNR with relation to the number of cameras
in the training set. We plot two sampling algorithms, random and ours. We evaluate the
PSNR across all 150 images of the test set for the scene O ce6

we used their code to extract the cameras, and then trained the same Instant@HsP[
model as we did with all other baselines and our method. To extract the cameras we
pre-render 1000 random cameras which act as the pool from which ActiveNeRF can
choose cameras. The ActiveNeRF implementation is very computationally and memory
intensive so we tuned ActiveNerf to start from 20 random cameras, and choose 8 cameras
every 50k iterations. These 8 cameras are the best cameras chosen from their algorithm
from a random subset of 100 out of the 1000 cameras.

We used 5 synthetic scenes modeled by professional artists to represent realistic indoor
environmentB, For each scene we construct a training set corresponding to each one of

3The scenes are available for purchase at www.evermotion.com and are compatible with the Blender
Cycles renderer.
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GT Ours ActiveNerf[98] Random Hemisphere

Figure 6.6: Images from the random camera sampling test set. We present a visual
comparison to baselineR@ndomHemispherg and ActiveNerf. The rst column shows
the ground truth image. The scenes shown drigingroom1, Livingroom2 , kitchen5 ,

office6 andoffice9 .
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the algorithms we want to evaluate and multiple test sets that provide a good overview
of the total quality throughout the scene.

Our test-sets contain a total 150 views that are distinct from the training views. The
test-sets are split in 3 sub-sets: 1) 50 random views usingtémispherecapture style

2) 50 views usingrandomand 3) 50 views using our sampling process. The purpose of
the multiple test sets is to evaluate each algorithm fairly throughout di erent camera
distributions such that the quantitative metric evaluate the total quality throughout the
scene. This avoids bias towards one of the aforementioned distributions, and allows a
more comprehensive overall evaluation of our algorithm. We provide all the renderings
for all views and all algorithms in our supplemental material. We also rendered free-view
point paths which we provide in the supplemental video.

As we observe in Fig. 6.3 and HFig.|6.6 the standard hemisphere captures of NeRF and
MipNeRF fail to generalize in test sets coming from other distributions. Hemisphere
views have a speci c structure and objects that lie outside of the hemisphere are observed
only from constrained angular directions and this allows for the NeRF model to over t

to the set of input cameras. While the random capture signi cantly outperforms the
hemisphere capture in the generalized setting, we can still see signi cant artifacts because
of the unstructured nature of the dataset. In theory, an in nite number of random views
should allow for perfect reconstruction, but this is impractical since it is labor and
computationally intensive.

As we can see from the quantitative and qualitative evaluation (Fig[ 6]3,6.6), ActiveN-
erf [94 does not always successfully choose the cameras that would allow for a good
reconstruction. This happens for many reasons. First, the original NeRF models used has
a hard time to converge in complicated scenarios that are not similar to the synthetic
blender dataset, and it becomes even harder with the Bayesian model of Active-NeRF.
Active-NeRF needs to get a notion of the scene to allow for good camera placements
and in complicated scenes it can be challenging just from 20 initial cameras. Second,
ActiveNeRF chooses cameras that maximize the uncertainty for the speci ¢ model they
are training for, this does not guarantee that this uncertainty metric will generalize to
other NeRF models and nally the memory and speed requirements do not allow for a
huge number of candidate cameras similar to our method.

We can see that our capture style outperforms all other algorithms across the scenes
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and views both quantitatively in Talp. §.1 and qualitatively at 6.3 andFig. 6.6. This
supports our hypothesis that if we observe all parts of the scene while maintaining a
uniform set of directions we will get an ideal reconstruction.

We also perform a visual analysis to provide insight on how di erent methods score
against the energy function in Ed. (6.3). In 6.4 we provide a visualization of the scores
of each of the two terms of Eq. (6.3). We see that our method clearly observes all the
nodes more often that the other baselines and we achieve better angular coverage for
each node.

We also show in Fig. 6.5 how our camera sampling improves in the test-sets as we
introduce more and more cameras against the random cameras.

Figure 6.7: We also do a preliminary simulated evaluation of our method with a real
scene, in which we captured approximately 1300 images, from which we exclude every
14th image and create a test-set. We use our algorithm to select the best 200 and we
compared it against choosing 200 images at random. On average Our selection scored
16.4 PSNR while the random selection scored 13.8 PSNR.

6.4.2 Preliminary Real Scene Evaluation

As discussed earlier (S¢c. 6/3.4, we leave the actual integration of our method into a
full capture system as future work. Such a system would require either a user interface
(e.g., on a phone) or interfacing with a robotic capture system (e.g., a drone). However,
it is instructive to see how well our method works on real data, so we present a very
preliminary test on a real scene. Since we are lacking a capture agent, we insieathte

the ability to select a new cameras as a proof of concept. Speci cally, we achieve this
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by taking approximately 1300 photos (removing every 14th image to create a left-out
test set), simulating random coverage of the scene. We then use our algorithm to
select 200 cameras from this pool of randomly distributed images. This is evidently a
very preliminary test, but the results shown in Fig. 6.7 show that our method performs
signi cantly better than random selection.

6.5 Conclusions

We presented an e cient method for selecting cameras for NeRF capture in complicated
environments, targeting free-viewpoint navigation. Our key contributions are the intro-
duction of the angular and coverage metrics, and our fast optimization to propose the
next best camera for NeRF reconstruction. Our method outperforms baselines and one
previous method in overall perfomance; it is also faster than other methods and without
signi cant overhead over baseline methods. An important attribute of our solution is
that it is easily interpretable and can provide meaningful guidance and understanding
to users without requiring additional images. One other bene t from the simplicity of
our methods is that it could be adapted to vary the importance of the scene spatially; we
leave this as future work.

Our method is not without limitations. One issue is that we have not investigated if our
sampling is biased. If this is the case, no matter how many cameras we sample, we might
not reach a perfect reconstruction and visual quality. Also, even though the method is
e cient, it would bene t from even faster performance allow truly interactive capture.

There are numerous possibilities for future work. From a theoretical perspective, we are
interested in studying other metrics of reconstruction quality in a more extensive and
complete fashion. We are also very excited about the idea of integrating our approach
in a mixed Augmented/Virtual Reality (AR/VR) context: for example we can guide an
on-site (AR) user to take photos of a scene so that the remote VR user can very quickly
be immersed in the same environment. Using our method in the context of drone
capture would allow NeRF captures to be performed with high quality with little human
intervention, rendering the approach much more useful and easy-to-use.
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Scaling Point Cloud Di usion Models

7.1 Introduction and Background

Di usion Models represent a cutting-edge approach in generative modelibgt]. At

their core, these models simulate a reverse di usion process to gradually transform
a known distribution into an unknown intricate and complicated distribution that is
de ned by the training samples i.e., a set of images. Unlike more traditional generative
models, like Generative Adversarial Networks (GANEE]), which might generate data
samples in a single step, di usion models evolve their samples over a series of small
steps. During these steps a model usually a neural network tries to invert a stochastic
di usion process. This technique o ers the promise of generating high- delity samples
of complicated distributions and a more stable training procedure than GANSs.

In practice a di usion process starts by taking an original data point and gradually
introducing noise to it. Over multiple time steps, this iterative process progressively
corrupts the data until it approaches a normally distributed noise. Once this is achieved,
the next phase involves reversing this di usion, illustrated in Fig]7.1. Using a neural
network, the noisy data undergoes a series of iterative steps where the aim is to de-
noise them, bringing the noisy data incrementally closer to their original form with
each iteration. The neural network is trained on pairs of original and noisy samples,
adjusting its parameters to minimize the di erence between the generated data sample
and the original one. The ultimate objective is to produce generated data samples that are
faithful replicas of the original. In this way, the di usion model functions as a powerful
generative model, where the reverse di usion process is essentially a de-noising process
that starts from a completely random noise sample and incrementally gets de-noised over
large number of steps by the neural network.

Di usion models have been quite successful in the last years. They have shown incredible
state-of-the-art results in the context image and video generatitbhy. More recently,
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many works try to use di usion models for 3D model generatiofQJ. This is quite

a challenging task compared to image or video generation for a few reasons. First, the
access to available 3D data is limited compared to the billions of samples one can gather
for images or videos. Second, the curse of dimensionality makes the di usion process
exponentially slower or memory intensive or both as the number of dimensions of the
underlying distribution increases. Third, often 3D models are represented as unordered
sets of primitives i.e., points or triangles etc. while images and videos are signals sampled
on a regular grid. This makes it easier to create e cient models that parse these signals.
Image and video models are based on convolution operators which is not trivial to apply
to geometry signals e ciently.

In this chaptefjwe will focus on generative models that describe a distribution of 3D
geometries in the form of point clouds (Fig. [7.1). If we want to apply di usion to point
clouds we would need equally e cient models as those for images and videos.

Figure 7.1: lllustration of the di usion/de-noising process for points.

This work is in collaboration with J. Philip and M. Gharbi from Adobe Research; it was partly
performed while the author was interning at Adobe.
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7.2 Background
Three main type of models have been proposed for di usion on point clouds.

The rst, and most direct approach is to convert point clouds into a representation that

is suitable for convolutions, allowing the same CNN-based approach to be used as for
2D images. The obvious choice for such a representation are voxel grids, which can be
directly used with standard convolutional architecture8(]. Unfortunately, the cubic
memory growth of such voxel grids imposes prohibitive memory requirements, making
this approach impractical for high resolutions.

The second approach is based on point convolutidr§.[ These involve convolutions
that dynamically construct the kernels based on distances between neighboring points.
These address the memory limitation of voxel grids, but require much more complex logic
and are thus slow. Given the complexity of generative models, expensive computational
requirements are a serious impediment to the adoption of such a solution.

The third solution involves approaches that try to combine the ideas above, in the hope
of maintaining the advantages of bot@{. For the number of points that is currently
used in di usion models, these type of models are the most obvious choice because of
their e ciency in terms of memory and speed. Previously published di usion models for
point clouds typically use a maximum of 2048 points to represent a 3D shape, given the
computational and memory limitations discussed above.

Finally, a very recent solution applies set invariant transformers to a point cloud and
processes them with very promising speed and quality [149].

One of the main motivations of the work in this chapter is to go beyond the current
limitation on the number of points models can process, allowing the development of a
method with lower memory requirement so it can handle higher resolutions and much
faster speed.

7.3 Method

One way to achieve our goals of speed and low memory is to nd a method that allows 3D
di usion, but only requires convolutions in 2D, so that the standard CNN architectures
can be used.

This can be achieved by projecting points into a set of views (cameras) that are placed
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Figure 7.2: Overview of our model. First we sample a set of cameras on which we

rasterize the global position of the points. Then we feed the raster images to a CNN that

predicts the noise vector. We aggregate all the noise vectors from 2D observations back
to the points. And nally, we compute the loss.

around the given object, resulting in 2D images that can then be sent to a 2D CNN. What
is then requires is to aggregate the information from all 2D views back into 3D.

The methodologies developed in the previous chapters provide the key insights for such
a solution. Similar in spirit to the way we propagate gradients from the loss computed

in image space to the points or 3D Gaussians in previous chapters, we can envisage a
method that allows the result of the 2D di usion/de-noising process to the 3D points
used to represent geometry.

There are several issues that need to be addressed.

First, we need to choose the cameras that will be used in each di usion step to perform
the projections to 2D. We experimented with di erent choices, for example random
cameras around the object (Fjg.|7.3(a)) that are di erent in every di usion step, but the
much simpler choice of simply choosing three axis aligned views, that are the static over
the di erent di usion steps, proved to be su cient, at least in our initial experiments
(Fig.[7.B)(b). This happens because the standard datasets like ShapeNet include axis-
aligned shapes that are also lacking self-occlusions and very complicated structures,
in the context of a more realistic dataset it will be necessary to use randomly sampled
cameras.

Second, a suitable projection approach must be used. It is possible to use a di erentiable
rasterization pipeline similar to those in the previous chapters, and in particular 3D
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Figure 7.3: Two choices for camera placement. On the left we illustrate a random camera
placement, while on the right we illustrate the axis-aligned placement.

Gaussian Splats, but again, in the interest of simplicity, we chose single pixel mean
pooling that proved surprisingly e ective. The value that we project to the screen is the
xyz position of each point. Note that in our context the projection does not need to be
necessarily di erentiable with respect to the parameters of the points. On the other hand
it is best construct an architecture that is fully di erentiable since in the literaturg4j

it appears necessary if training di usion models with 2D supervision is required.

Finally, the opposite direction, i.e., un-projection from 2D to 3D must be performed. As a
rst attempt, our method simply performs bilinear interpolation followed by aggregation
(see Fid. 7]4). And with that, we have constructed a model that predicts a 3D vector after
processing and aggregating multiple views of the same object. In this process, each view
is ambiguous along the z-axis of the camera, in practice the model has no information
regarding the z-axis since the processing of each view happens independently. In addition,
multiple points can be rasterized in a pixel and since we do not handle occlusions the
model is forced to predict the average correct z value for all the points rasterized in a
pixel. To address both issues we introduce a per-axis con dence term that is predicted
by the model together with the actual values. So our un-projection is mathematically
formulated as follows:

P

%
o= P PR, (7.1)
v2V Cp



122 Chapter 7. Scaling Point Cloud Di usion Models

where , is the aggregated quantity over all the views anflis the bilinearly interpolated
quality for point p for view v, andc represents the con dence which is also predicted by
the network.

Figure 7.4: lllustration of the un-projection process. The rst three images represent
predictions of the network for the same shape but di erent views. Then we illustrate how
each view assigns di erent vectors for the same point. Which we eventually aggregate
to a single vector.

The model we constructed has a computational complexityQgpixels) instead of
O(points). So we can freely scale the number of points without saturating the memory
or the performance requirements.

7.4 Results and Discussion

We have conducted a very early set of experiments to validate our model. We used the
code-base of Point-Voxel Di usion (PVDXFY and replaced the original model with ours.
The di usion process is a typical De-noising Di usion Probabilistic Model (DDP N

with 1000 steps of di usion.

As a baseline, we use PVI2TY. For a model it uses a combination of Point-Net+#04

and PVCNN8d, while ours was described in the previous section. The CNN that is
processing the projected points is a U-Net with a single attention layer. The output
channels are 6 values for values and con dencexgk. The input and output resolution

of the images is 256.

In the rst experiment, we run the original model and ours with 2048 points, the same
con guration as the PVD paper. Even in that case our model converges faster and
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Figure 7.5: In the rst row we show random samples generated from our trained model.
In the second row we show samples generated with PXZI2J and in the last row we
show samples from the original dataset.

improves the nal quality compared to the original model of PVD. We show the loss of
the di usion model while training in Fig][ 7.6. Then we increase the numbers of points
approximately by 10x times to 25k points. In that case we see that our model signi cantly
outperforms the PVD model in quality. We show randomly generated samples from the
generative models in FifJ. 7.5.

While our experiments are very preliminary we believe that this is a promising direction
to scale point-based generative models to signi cantly larger number of points. Our
method has interesting parallels with the tri-planes often used in generative literature
to represent neural- elds[1q, but we also nicely extend to arbitrary planes. This will
be important when we will move to non-axis aligned and more complicated datasets.
We also believe that there is room for improvement by re-projecting more complicated
features other than thexyz position of each point. We would like to evaluate our model
more extensively both in di erent datasets and with di erent applications of di usion
models like LION[L 74 and GECCO[14Y. Extending this model to predict parameters of
3D Gaussiansdq to allow more photorealistic models will be a signi cant contribution
that we aim for. Finally, we hope that the e ectiveness of our model will ideally address
the slow times and resolution limitations of di usion models that go from 2D images to
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Figure 7.6: We show a comparison of the loss based on iterations for PVD and our
model. We observe that there is a signi cant improvement over the convergence speed
per iteration. Here we plot only the loss of the rst 100 steps of the di usion.

intermediate 3D representationslf ] back to 2D images such that there is no need for
3D ground truth.



Chapter 8

Conclusions

In this thesis we followed the advancements in novel view synthesis of the last years. In
this chapter we will try to distill our conclusions and what we learned. Given the rapid
evolution of the eld it is necessary for the reader to consider that these conclusions
are relevant only at a speci c point in time. We will also share what we believe are
interesting future avenues of research, how we envision the future of 3D representations
and how we can make novel view synthesis a commaodity tool for casual users that want
to create 3D experiences.

The eld of novel view synthesis and 3D reconstruction has been re-invented with NeRFs.
This happened because NeRFs achieve high quality results paired with a simple and
modular optimization framework. But while there is high potential for applications
with NeRFs in industries i.e., VFX, e-commerce etc., the adoption of this technology has
remained low. The reason behind this inconsistency between potential and adoption
has to do with the di culty of implementing NeRFs in standard commercial graphics
pipelines and Web-based graphics frameworks. In addition, the performance of NeRF
methods that maintain good quality struggles to be interactive in commercially available
hardware.

On the other hand, we used point-based representations in many di erent ways and type
of problems in the general context of novel view synthesis. We rst applied di erentiable
point-based rendering in traditional image-based rendering by using re-projection of
inputs views to the novel view. Then we discussed how we can render curved specular
re ectors with points, a fundamentally challenging problem in 3D reconstruction. Finally,
we bridged the gap between point-based representations and NeRFs by suggesting that
points can represent a volumetric function and be rendered with rasterization achieving
state-of-the-art results both in quality and speed. We also explored to related topics but
tangential with point-based representations. The rst one has to do with how we place
cameras to get a good NeRF reconstruction but also how points can be e ciently used in
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the context of 3D generative models.

In this dissertation we show that points are a viable alternative representation to grid-
based NeRFs that achieves high quality, fast performance and is easily implemented in
many di erent graphics frameworks. Although 3D Gaussian Splatting seems to be getting
a lot of attention, we would like to focus not only on the proven capabilities in terms of
guality and speed but also the potential impact it might have in the eld.

Being a new paradigm that has qualitative di erence compared to competing methods,
we believe that it has the potential to have a big impact on the eld. The Lagrangian
nature of points makes them suitable for modelling dynamic scenes since correspondence
tracking in 3D is a naturally emerging property. The rendering e ciency makes points

a good candidate for generative models that try to consume signi cant amount of data.
We often see 3D generative models train over multiple days; any improvement in the
e ciency of the 3D representations is important.

Given the progress in the eld of 3D reconstruction a natural question emery&hat

is the future of 3D representations in the context of 3D reconstrudwoafswer this
guestion, we need to rstacknowledge that 3D reconstructions today are still considerably
underwhelming compared to their potential. First, the quality of the reconstructions are
not exactly perfect. Also, novice users need to do a lot of trial and error during capture
to learn what kind of camera placements work for a good reconstruction, and while the
Chapter 4 of this thesis suggests solutions on this topic there is still a long way to go.
And sometimes physical constraints do not allow cameras to be placed in arbitrary places,
which results in reconstructions with inferior quality. Ideally we want to be able to
reconstruct 3D scenes with high quality with more liberal camera placement. But quality
apart, the representations themselves are also underwhelming, baking light materials
and geometry in a single emissive volume is not very useful, especially in the context of
graphics. The reason why we are stuck with this representation is because that is exactly
what our data can explain. Some methods have tried to extend the NeRF representation
to disentangle the physical properties of the material [178] from the geometry but with
limited success and high computational cost.

These two problems quality and representation boil down to the same fundamental
issue of 3D reconstruction. Simply solving a regression problem is extremely data depen-
dent since we t a model to a set of images with no guarantees about the convexity of
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our cost function or the uniqueness of our solutions. In contrast, we know very well that
there are in nite solutions [L7€ that can t our data equally well. Our success so far is
based on the fact that our models encode implicit reguralizations in their architecture, i.e.,
MLPs or explicit reguralizations described in the loss functioB$][ In a more abstract
level, these kind of reguralizations force the solution not only t to the data but also
respect some physical prior i.e., sparsity of volume density. Given the success of such
reguralization we can only naturally hope that introducing more of them will solve many

of the issues regarding the absence of data. But there is only a handful of physically
based priors that we know so far that can make sense when we try to tackle the general
problem of 3D reconstruction.

Another interesting solution to the same problem promises to learn data-based priors
instead of trying to come up with physically based ones. If we can model a probability
distribution of all natural 3D scenes, then we can formulate a loss that not only tries to t
the inputimages but also tries to nd a 3D scene that is highly probable in the distribution

of natural scenes. Recent progress in di usion models and the Score Distillation Loss
makes modelling this solution very practical, but we still struggle to nd a set of data
that describes all natural 3D scenes. Most 3D datasets either describe olfi&d@s][

or have a limited number of 3D scenes and try to introduce variation with the help
of compositionality [/g. Both of these cases clearly struggle to model the statistics of
real scenes both at microscopic and macroscopic levels. The great success of generative
models comes from crowd-sourcing millions if only billions of data both in the context of
Natural Language Processing and in image generation. Something similar is achievable
in the context of 3D scenes if we realize that videos are available in abundance in the
web and videos are encoding multi-view information of the 3D geometry. Only one big
conceptual challenge remains to be solved, that videos are contaminated with dynamic
elements and break the static 3D scene assumption that our 3D reconstructions models
make. We hope that 3D Gaussians and their Lagrangian nature are a step the right
direction to address this issue.

Looking back to these years of research we learned some valuable lessons. The lab |
was part of was doing research on the topic of image-based rendering for many years or
even decades. | started my Ph.D. at the time where automatic di erentiation frameworks
where slowly starting to extend beyond Neural Networks as a convenient framework for
optimization. Their apparent success motivated us to try to formulate the problem of 3D
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reconstruction in an analysis-by-synthesis framework by constructing a di erentiable
renderer. The rst challenge we encountered was the di culty of optimizing triangle
meshes because of their connectivity and their topology constraints. Intuitively, the
representation that has the smallest di erence from meshes but does not su er from
the same constraints is points. This simple solution to a big problem paved the way for
the years of research that followed in this Ph.D.. Concurrently with our rst work, the
NeRF paper as published and while it fundamentally changed the eld, it also in uenced
our perspective. While it proved valuable to pay attention to the literature that NeRF
generated, in the end it proved more valuable that we insisted on point-based representa-
tions based on qualitative evaluation and our accumulated intuition. It is conventional
wisdom in academic research that working on a slight tangent from major trends is a
good strategy, leading to signi cant, impactful breakthroughs. We hope that the research
presented in this dissertation is a demonstration of this principle.



Appendix A

Derivation of probability-based depth

Fom Eq[ 3]2 in S€c. 3]2.3 we derive the expression as follows:

P(Dn < min(Dm)) =

Z.,,
P(t< min(Dy)jDy = t) DF p, (t) dt (A.1)
1 mén
P(Dn < mgn(Dm)) =
Z.vy
P(t<D ) DFp,(t) dt (A.2)
1 mén
P(Dn < min(Dp)) =
mén
1 L1y
ni P(t <D m) fi(t; dni) dt (AS)
i=1 1 mén

P(Dn < min(Dp)) =
mén I
1 Ly Zakgn '
ni fj (S; dmj ) mj ds fi(t; dni) dt (A-4)

P(Dn < min(Dm)) =

bt ey e 2o
ni mj fj (S; dmj )dS fi(t; dni) dt (A5)
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