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Abstract

Vector graphics/2D geometric representations are widely used to represent patterns,
fonts, logos, digital artworks, and graphic designs. In vector graphics, a shape is
represented using geometric objects, such as points, lines, curves, and the relation-
ship between these objects. Unlike pixel based image representation, geometric
representations enjoy several advantages: they are compact, easy to resize to an
arbitrary resolution without loss of visual quality, and amenable to stylization by
simply adjusting parameters such as size, color, or stroke type. As a result, it is

favored by graphic artists and designers.

Advances in deep learning, have resulted in unprecedented progress in many
classical image manipulation tasks. In the context of learning based methods, while
a vast body of work has focused on algorithms for raster images, only a handful of
options exist for vector graphics. The goal of this thesis is to develop deep learning
based methods along with Differentiable Rasterization for the analysis of vector
graphics information. Our key hypothesis is that using image domain statistics for
optimizing vector graphics attributes enables accurate capture and manipulation of

the visual information.

In this thesis, we explore three methods with this insight as our point of de-
parture. First, we tackle the problem of editing and expanding patterns that are
encoded as flat images. We present a Differentiable Compositing function that en-
ables propagating gradients between a raster point pattern image and the parameters
of individual elements in the pattern. We use these gradients to decompose raster
pattern images into layered graphical objects thereby facilitating accurate editing of

the patterns. We also show how the Differentiable Compositing function along with
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the perceptual style loss can be used to expand a pattern.

Next, current neural network models specialized for vector graphics represen-
tation require explicit supervision of the vector graphics data at training time. This
is not ideal because large-scale high-quality vector-graphics datasets are difficult
to obtain. We introduce Im2Vec a neural network architecture that can estimate
complex vector graphics with varying topologies. We leverage the Differentiable
compositing function to robustly train the network in an end-to-end manner with
only indirect supervision from readily-available raster training images (i.e., with no
vector counterparts).

Finally, fonts when represented in an explicit vector format cannot benefit from
recent network architectures for neural representations alternatively rasterizing the
vector into images with fixed resolution suffer from loss of data fidelity. We propose
multi-implicits to represent complex fonts as a superposition of a set of permutation-
invariant neural implicit functions, without compromising font-specific features
such as edges and corners. For all three tasks, we show the utility of our insight by
evaluating each method extensively and showing superior performance over base-

line methods.
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Chapter 1

Introduction

1.1 Motivation

Human generated non-photorealistic 2D content can be used in many different con-
texts such as video games, animation Ims, fonts, comics, patterns, graphic novels,
logos, and even ne art. They are also used for educational purposes; for example,
they may be used to illustrate scienti ¢ concepts in a visually engaging way. They
often feature exaggerated colors, textures, or shapes that create an interesting visual
effect. Artists often create and store these non-photorealistic data using geometric

representations.

Raster images and vector graphics are two different ways of representing vi-
sual information, and they differ in several key ways. A vector graphics is a math-
ematical representation of visual information using geometric primitives, such as
points, lines, and curves, to de ne the shape and relationship between these ob-
jects. Further while creating content using vector graphics different elements are
also separated and organized into distinct groups chllests A raster image, also
known as a bitmap image, on the other hand, is a digital image that is composed of
pixels, each of which has a speci c color value. Raster images are typically used
to represent photographs and other natural images. There are several advantages
of vector graphics over images, including (a) Precision and accuracy, vector graph-
ics are based on precise mathematical representations of shapes, while images can

suffer from distortion, noise, and other forms of visual degradation. This makes
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Figure 1.1: Top:  Pattern decomposition using Differentiable compositing func-
tion(Chapter 3) into a set of depth-ordered discrete elements that can be edited
individually. Middle: Vectorization using Im2Vec neural network(Chapter 4).
Bottom: Multi-implicit neural representation(Chapter 5) for high delity font
reconstruction and generation

vector graphics more accurate and precise, especially when it comes to applications
such as graphics, engineering, and manufacturing. (b) Scalability, vector graphics
can be easily scaled up or down without losing quality or resolution, while images
can become pixelated and lose quality when they are scaled up. (c) Ease of manip-
ulation, vector graphics can be manipulated using geometric transformations and
simply adjusting parameters such as size, color, or stroke type, making it easier to
modify and edit them. Layers in vector graphics can also be used to control visi-
bility, properties, and other attributes of different parts of the model. (d) Structure:
Raster images have no inherent structure, while vector graphics have a well-de ned
structure that is based on the geometry of different objects. Additionally, designers
use elements like layers to their bene t, by separating different parts of a model,
such as different components of a machine or different sections of a building, and

work on them independently. This structure makes it easier to analyze, manage and
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manipulate visual information, as changes made to one layer/object do not affect
the other elements. Images, on the other hand, can be more dif cult to manipulate,
especially when it comes to changing the underlying structure of the image. As a

result, it is favored by graphic artists and designers.

Recent advances in deep learning, both in terms of general network-based opti-
mization as well as generative adversarial networks, have resulted in unprecedented
advances in many classical computer vision tasks. Generally, these methods directly
operate on pixels and learn to optimize for image-space perceptual features or match
kernel response statistics to produce compelling results. In work ows, the outputs
of these methods are often re ned by editing before reaching the nal product. If
the outputs are raster images the artist will have to manipulate each individual pixel
for re ning which is both tedious and challenging. However, if these outputs are
modeled using a vector graphics the artist will reach the desired result swiftly since
elements within a geometrically represented image can be quickly manipulated by
adjusting the shape parameters rather than manipulating each individual pixel like in
araster image. Raster image based methods are also naturally oblivious to any kind
of underlying structure operating directly on the pixels and can easily destroy the
element shapes and their arrangements during manipulation. These reasons make
the widely used convolution-based neural image architectures ill-suited for applica-
tions where visual information bene ts from being represented using a geometric

representation.

1.2 Context, Goals, and Challenges

The aim of this thesis is to leverage the advances in deep learning based methods to
accurately capture and manipulate visual information using vector graphics. How-
ever, there are several challenges that arise when using deep learning with different
vector graphics, (a) Complexity of representation: vector graphics can be highly
complex, with intricate shapes, curves, and details. Each object in the represen-
tation can be represented with a different number of geometric primitives making

mapping between visual information and its corresponding vector graphics highly
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non-linear. (b) Lack of injectivity: Unlike images that are represented as a grid of
pixels, vector graphics are non-injective. Thereby allowing a variety of different
sequences to represent the same visual result. This also means any structural bias
in the training sequences will be re ected in the output of the trained model. (c)
Limited datasets: Leading algorithms for vector graphics require supervision from
ground truth data. There are relatively few large-scale datasets of vector graphics
available for training deep learning algorithms. This can make it dif cult to train

models that are robust and accurate. This leads us to our hypothesis:

We hypothesize that optimizing vector graphics attributes based on im-
age domain criteria, using the relationship between the representation
and its appearance, enables accurate capture and manipulation of the

visual information.

We prove this hypothesis through three Chapters of work, each using deep
learning and a vector graphics to analyze visual information like point-pattern based
textures, 2D logos, emojis, and fonts glyphs.

We start with point-pattern based textures, in the case of patterns created as col-
lections of discrete numbers of elements, often structured in regular or near-regular
arrangements. Working with the geometric representation(individual elements and
their respective parameters like location, orientation, and type) explicitly enables
more complex manipulations like collectively editing the appearance of similar ele-
ments, replacing the current set of elements with a different set, changing the depth
ordering of the elements, or redistributing the elements to match the style of a target
pattern. Therefore we develop a pattern manipulation framework that directly works
with the individual elements, explicitly optimizing for element attributes (i.e., loca-
tions, depth order, and orientations), while simultaneously allowing us to assess the
quality of the arrangement of the manipulated pattern using image-domain statis-
tics. This allows us to extend deep learning based image manipulation methods to
directly operate on input patterns while preserving the geometry of the individual
elements.

Then we look at vector graphics representation, in a vector graphics represen-
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tation images are represented as collections of parametrized geometric primitives
rather than a regular raster grid of pixel values. This irregular structure makes adopt-
ing raster image architectures for explicitly handling these vector graphics represen-
tations not straightforward. The current paradigm for handling vector graphics data
is to use specialized models that require supervision of the vector representation
at training time. This is not ideal because large-scale high-quality vector-graphics
datasets are dif cult to obtain. Furthermore, the vector representation for a given
design is not unique, so models that supervise the vector representation are unnec-
essarily constrained. Explicit supervision also causes the produced results to inherit
any structural bias baked into the training sequences. Based on these observations,
we carefully design a neural network architecture that estimates shapes as vector
graphics primitives and effectively train the model using appearance as the only

criterion.

Finally, in the context of font glyphs, an alternate idea to take advantage of
vector graphics representation and deep learning methods, is to develop a represen-
tation that can be easily converted into vector graphics while making the adaption
of deep learning setups to handle such a representation straightforward. One poten-
tial direction is to model curves in a vector shape as a signed-distance eld(SDF).
There are multiple advantages to representing fonts as an SDF as discussed in Green
et al.(2007) [34]. This representation also works well with neural network image
architectures since an SDF can be sampled on a grid, and the zero level-set can be
easily extracted and presented using vector graphics format for easy editing and con-
sumption. However, a sampled signed-distance eld is a lossy representation of a
vector curve as it fails to captu@® discontinues(i.e. corners in a shape). Chlugmnsk
et al. (2018) [15] proposed a multi-channel SDF representation to overcome the
drawbacks of a single SDF representation. We take inspiration from this work and
explore the feasibility, advantages, and shortcomings of using the multi-channel
SDF representation as a substitute for explicit vector graphics representation in a

neural network setup.
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1.3 Organisation

The remainder of this dissertation is organized as follows:

Chapter 2: We discuss related work relevant to Chapter 3, Chapter 4, and
Chapter 5. We discuss related work on point-based patterns decomposition and
expansion for Chapter 3. We also discuss methods for parametric vector shape
estimation and synthesis, which provides context for our novelties in Chapter 4,
and Chapter 5.

Chapter 3: We present a novel differentiable compositing operator using pat-
tern elements and use it to discover structures, in the form of a layered represen-
tation of graphical objects, directly from raw pattern images. This operator allows
us to adapt current deep learning based image methods to effectively handle pat-
terns. We evaluate our method on a range of patterns and demonstrate superiority in
the context of pattern manipulations when compared against state-of-the-art pixel-

based pixel- or point-based alternatives.

Chapter 4: In this Chapter we present Im2Vec a new neural network that can
generate complex vector graphics with varying topologies, and only requires in-
direct supervision from readily-available raster training images. We demonstrate
the method on a range of datasets and provide a comparison with state-of-the-art
SVG-VAE and DeepSVG, both of which require explicit vector graphics supervi-
sion. Finally, we also demonstrate our approach on the MNIST dataset, for which

no ground truth vector representation is available.

Chapter 5: In Chapter 5 we present a novel Multi-implicit neural representa-
tion to accurately capture font glyphs without sacri cing font-speci ¢ features such
as edges and corners. This is accomplished by representing complex fonts as an
aggregation of permutation-invariant occupancy elds. We show how to ef ciently
train a neural architecture to learn a globally consistent multi-implicit representa-
tion for font families with only local supervision. The resulting latent space en-
ables applications like generating entire font families from a single partial/complete
characteristic font glyph. We extensively evaluate the proposed representation for

various tasks including reconstruction, interpolation, and synthesis to demonstrate
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clear advantages with existing alternatives.
Chapter 6, Conclusionsin the nal Chapter we summarise the proposed

methods and discuss future work in this eld.

Target Audience.| anticipate that the majority of readers of this dissertation will

be researchers in computer graphics, computer vision, systems, or machine learn-
ing who are interested in utilizing individual tools and understanding them more
deeply or those constructing their own tools for the manipulation of visual informa-
tion using 2D geometric data. For both groups of people, I trust that the examples
provided in this dissertation can enhance your insight into developing systems for

vector graphics analysis going forward.



Chapter 2

Background

Vector graphics/2D geometric representations have a broad body of related litera-
ture. This Chapter summarizes previous work related to point-based patterns, where
the structure of the pattern is represented using a discrete set of elements and para-
metric vector shapes, where a shape is represented using geometric primitives and
the relationship between these primitives. The Chapter starts by looking into meth-
ods related to point-based pattern decomposition and expansion, which, is most
relevant to the Differentiable compositing function presented in Chapter 3. Follow-
ing this, in Section 2.2 | cover research in parametric vector shape estimation and

synthesis, which, relates to Chapter 4 and Chapter 5.

2.1 Point-based pattern analysis

In this section we brie y describe work relevant to: pattern decomposition, where a
pattern image is decomposed into its constituent elements that can subsequently be
edited, and pattern expansion, where a pattern image is used to synthesize a layout

of discrete elements on a larger canvas that mimics the style of the original pattern.

2.1.1 Template matching

Given a set of distinct elements that are used in a pattern, pattern decomposition can
be approached as a template matching problem, where parameters of each element
instance, such as its position and orientation, are found in the pattern image. A large
body of prior work exists in template matching. Here we present a subset that is rel-

evant to our differentiable compositing approach(Chapter 3). Existing approaches
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differ mainly in their search strategies and similarity metrics. In the absence of gra-
dients to guide the search for matches, the main employed strategies are variants of
a grid search [58, 8, 134, 14], which can get prohibitively expensive as the num-
ber of element parameters increases, and frequency domain matching [64, 45, 78],
which can only handle a limited set of element parameters. The similarity between
the template and an image patch is measured with a variety of hand-crafted met-
rics in earlier methods. Ouyang et al. [88] present an overview of search strategies
and early similarity metrics. PatchMatch [5] is probably the most established of
the non-learning based image matching methods that uses a random search strategy
followed by iterative growing of initial matches. We include a comparison to our

differentiable approach in Section 3.5.

More recent methods use data-driven features [18, 121] or data-driven sim-
ilarity metrics [41, 81, 42, 75, 135, 125, 4, 124, 98] that typically learn a prior
from large datasets. This results in improved robustness to conditions such as il-
lumination changes and certain deformations, but may come at the cost of reduced
generalization to templates that differ signi cantly from the examples in the training
set. A Siamese network is typically trained with pairs of matched and unmatched
patches to estimate the similarity, which can further be improved by carefully se-

lecting training pairs [108] or re-weighting matches based on their uniqueness [13].

Our proposed method(Chapter 3) is orthogonal to these approaches. For the
types of images we are investigating, our method can provide gradients for the
matching problem. These gradients can be used with any existing (differentiable)
template similarity metric to make searching in a high-dimensional space of element

parameters feasible.

Inverse procedural modeling systems [122, 116] tackle the problem of recov-
ering a set of parameter values for a parametric model that generate a given output,
although they use parametric formulations that are not differentiable, and typically

work in different outputs domains (3D models or vector graphics).
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2.1.2 Image-based texture synthesis

Here we brie y describe image-based texture synthesis methods that are relevant to
our pattern expansion application(Chapter 3). Note that during synthesis, image-
based methods do not distinguish between individual elements, making them less
useful for down-stream editing. Various deep learning based strategies have been
successfully developed for this problem. These methods differ in the controls that
they provide and there is a trade-off between the quality and the diversity of the

generated output.

An early line of work synthesizes texture by optimally tiling patches from an
exemplar over a an image region [22, 46, 67, 59, 5, 99]. The results can be used
to expand exemplars into larger textures, Il holes, or to stylize and manipulate im-
ages. In their in uential work, Gatys et al. [30] proposed a style loss for the synthe-
sis of stylized images. They observed that the statistical correlation between certain
deep features can be used as a measure of texture or stylistic similarity, where the
correlation can be measured by the Gram matrix of the features computed with a
pre-trained VGG-19 network [109]. Using this loss, texture or style can be trans-
ferred from one image to another via direct pixel-level optimization. Subsequently,
Ulyanov et al. [131] proposed a variant of this approach that does not require op-
timization at inference time, by training a network to generate stylized images in
a single feed-forward step. Since these methods have no notion of individual pat-
tern elements, they cannot preserve the integrity of pattern elements, when directly

applied to pattern images (see Section 3.5).

Zhou et al. [142] proposed a framework to expand non-stationary textures to
span larger canvases. The main idea is to combine a Gram matrix based texture
similarity score, comparing random crops of the generated images to crops from
the source image, and a GAN-based adversarial loss term. While the method works
impressively on texture images, it also has no notion of individual elements, and
can therefore not preserve the shape of the original elements. Further, the results
lack any diversity in the output. Similar ideas [105, 107] have been proposed to

learn from a single image to generate a diverse set of similar looking images. Both
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Figure 2.1: Image-based DL methods can break elements in patterns. Image-based pattern
expansion methods like SINGAN [105] or NSTS [142] do not preserve element
shapes. Our method Differentiable compositing(Chapter 3) is based on discrete
elements and guarantees shape preservation. Here we show crops from expan-
sions of the input pattern on the left.

of the approaches train a CNN in an adversarial setup to progressively generate
images. While these techniques are able to synthesis diverse set of images, the
generated images lose global structure, and can destroy characteristic arrangements
in patterns. Also the generated images do not maintain the integrity of the elements
in the training image (see Figure 2.1).

Differentiable renderers [70, 71, 74] have been used to nd deformations of
3D shapes that produce output images with a given style. These methods also rely
on a differentiable image generation approach. However, in our differentiable com-
positing work(Chapter 3), we do not aim at moving triangles with small offsets, but
rather at moving large elements with complex shapes and textures over relatively
long distances to reach their target positions, while also optimizing for the number

and types of elements.

2.1.3 Point-based pattern synthesis

Point patterns refer to the spatial arrangement of individual points within a given
region or space. These patterns can be found in a wide range of elds, including bi-
ology, ecology, geography, urban planning, and materials science. Several methods
represent pattern elements as points in a high-dimensional parameter space, like the
space of positions and orientations. Unlike the image-based representation, this rep-

resentation takes into account the discrete nature of pattern elements, but loses the
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