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Stencil Shadow Volume without shader support

The concept

Unlike the shadow mapping method, the stencil shadow volume approach is an
object based method to calculate shadows. We have to examine existing geometry
and manipulate it if needed. We contrast this with the image based methods, in
which the geometry isn't touched. For using stencil shadow volumes this means
that we have to generate the silhouette of al lights' occluders. Silhouette edges
must be extended to quads. which is done in this case by the cpu. Together all
quads form the shadow volume

In the last chapter _stencil test”, | explained what a stencil buffer is. namely another
bufer next to the popular color and depth buffers (there may be others). We will
Use the stencil buffer to draw a shadow color on the areas marked by the stenci
buffer. These marked areas are the areas where the shadow volume intersects
other objects (for example the ground). The shadow volume of an object always
has the form of its sihouette. For example. a top It pyramid casts a rectangle
shadow on the ground — the silhouette of the light's view. The method's
dependence on the silhouette and the dependence of the silhouette on the light's
position, are the biggest disadvantages of this method. Every time the object or the
light is moved. the silhouette must be calculated again. Edges belonging to the
silhouette are edges between two triangles which are it differently: one triangle is
facing the light and the other is turned away. We have to find all of such pairs to
getthe contour edges. From the contour edges quads can be formed, which
together form the sides of the shadow volume

To get realistic shadows instead of a shadow volume, we must limit the writing of
the shadow color to objects which should be drawn shaded. However. which objects
should be shaded? These are objects. or parts of them. which lie in the shadow
volume. To find them. we have to update the stencil buffer three times using a
method called z-pass or depth-pass. The first time, we fil it with zeros. Then, we
draw only the front faces of the shadow volumes incrementing the values of the
stencil buffer in that area. If there isn't an object between the front and the
backface of the shadow volume. then we can draw the backface and decrement the
particular value of the stencil buffer. However. If there is an object between both
sides, then we could not draw the backside at the area of the object and therefore
we could not decrement the stencil value there. so that the value remains non-zero
The areas, where the corresponding stencil buffer values are non-zero, are the
areas where we draw the shadow color to shade the objects. To have a better idea
how this method work. please have a look at my presentation which explains this
method in detail
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Abstract: 

This teaching gem is an interactive learning tool, consisting of a presentation introducing shadow generation methods in pdf format, the interactive shadow tutorial, “ShadowGui,” made in QT, and several stand-alone OpenGL examples. The presentation introduces two methods for generating shadows: “Shadow Mapping” and “Stencil Shadow Volumes.” Both are dynamic methods, capable of casting shadows on arbitrary surfaces and also supporting self-shadowing. The tool, “ShadowGui,” explains in detail how both methods can be implemented in OpenGL. Concurrently, the result can be tested in another window of the tool. While the “ShadowGui” tool allows one to test and investigate both methods, the same examples are also present in source code, implemented in OpenGL, enabling students to experiment directly with the implementation. 

Keywords: Algorithmic, Application Domains, Shadows, Shader, OpenGL

1   Introduction

This course module was created as part of the “advanced computer graphics” class in winter 2005/2006 (Beckhaus and Blom 06). It is a tutorial about the calculation of dynamic shadows using the graphics library, OpenGL. Dynamic shadows are one of a multitude of new special effects, appearing after the introduction of programmable graphics boards for mainstream use. Shadows can help us to understand the relative position of objects, making scenes more believable. There are several common methods of making shadows, but each has advantages and disadvantages. The two most popular methods are Shadow Mapping and Stencil Shadow Volumes. [image: image2.png]X main
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= —c -0 main.o_main.cpp
g++ —gedb -0 main -1m -1GL -L/usr/X11R6/1ib -16L

b joernElinux-445y :~/ juni07/shadowTutorial /opencl/
lojoernelinux-445y :~/ juni07/shadowTutorial/opentl/

m3in main.cpp main.o Makefile

b joern@linux-445y :~/ juni07/shadowTutorial /opentl/
00bject : :disconnect :’ Unexpected null parameter

o joernglinux-445y :~/ juni07/shadowTutorial/opentl/

[1] 4739

o joernelinux-445y :“/ juni07/shadowTutorial/opentl/render2T
REBA = 1

]

The GIMP

& -

Datei

L9 =

-elbjoernjuni07/shadowTutorialiopenGL irender2Texture/main.cpp - Kate

B

Bearbeiten Dokument Hite

EE IR

Ansicht Lesezeichen  Exras ~ Situngen

Einstellungen

Eenster

¥

&

GLuint shadowMapTexture;

float lightPosition[4] =
int frameSizewidth = 500;
int frameSizeHeight = 500;

{o0.1, 5.0, 0.0, 1.0};

bool. rgba
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void texInit( )
B

glGenTextures(1, shadowMapTexture);

glBindTexture (GL_TEXTURE_2D, shadowMapTexture);

glTexImage2D( GL_TEXTURE 2D, O, GL_DEPTH COMPONENT3Z, 500, 500,
Wo GL_DEPTH_COMPONENT32, GL_FLOAT, NULL);
glTexParameteri(GL_TEXTURE_2D, GL_TEXTURE_MIN_FILTER, GL_LINEAR);
glTexParameteri(GL_TEXTURE_2D, GL_TEXTURE_MAG_FILTER, GL_LINEAR);
glTexParameteri(GL_TEXTURE_2D, GL_TEXTURE_WRAP_S, GL_CLAMP);
glTexParameteri(GL_TEXTURE_2D, GL_TEXTURE_WRAP_T, GL_CLAMP);

L}
void init (void)
&{
glclearcolor( 1.0, 1.0, 1.0, 1.0);
glEnable( GL_CULL_FACE);
glcullFace ( GL_BACK);
glEnable( GL_COLOR MATERTAL) ;
glEnable( GL_DEPTH_TEST);
glShadeModel (GL_SMOOTH) ;
. glEnable (GL_DEPTH_TEST) ;
i

void drawRoom()

&{

glBegin( GL_QUADS); // the r
glColor3f( 0.3, 0.2, 0.4);
glvertex3f( -10.0, 0.0, 10.0); // or
Eint || NORM || efbjoernjunio7ishadowTutorialopenGLirender2Texture/main cop
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In this tutorial, both methods are explained two times, through two different implementations. The first implementation uses only pure cpu-power.  This makes a clearer explanation of the algorithm, but also is slow. Each implementation is then demonstrated using the power of today's graphic cards, by outsourcing calculations to shaders. Because the shadow generation methods are implemented using OpenGL, previous knowledge about this graphics library is recommended, for example how to move objects by manipulating the glModelView matrix. Student reading for learning Computer Graphics could be, for instance, (Angel 05; Hearn and Baker 04; Shreiner et. al 05). However, all that must be known to calculate shadows is explained in this tutorial.

2   Educational Goals

This Teachlet Tutorial (Beckhaus and Blom 06) teaches the student(s) about shadow generation in real-time computer graphics.  Teachlet Tutorials are intended for either in-class usage or self-taught tutorial usage outside of the classroom. They are designed to work across the different levels of Bloom's Learning Taxonomy (Bloom 56) as follows. Bloom divided learning into phases. Simplified from Bloom, we can distinguish between a first stage of "having heard of the principle" and the final stage of being able to apply the knowledge to new problems and to evaluate different solutions. Passively sitting in a lecture usually leads to, at best, awareness. Through various methods, the student can then move to the next level, having a basic understanding of the knowledge. In this stage, the student is able to repeat what was taught, solving a problem structured exactly like what they have seen before. The final step is mastery of the knowledge, in which the student can apply the knowledge in new and unique situations and assess the suitability of methods.

The included presentation presents the student with the information required for them to become knowledgeable of the terminology and to acquire a basic understanding of the shadow generation algorithms.  Using the application “shadowGui,” seen in Figure 1, the user can see and experiment with the concepts from the presentation in a real-time application. Concurrently, the user can read how this example is implemented. This explanation goes through the coding details necessary for the student to implement each of the versions of the code. At this point the student should have acquired a basic understanding of the shadow generation methods.  Mastery of the subject is potentially attainable for the student, through further experimentation and extension of the included stand-alone versions of the programs that are included in source code.

3   Methodology

Material
Inclass usage
Self-learning/Review Usage

Slideshow presentation
Standard presentation of the basic concepts of Shadow Mapping and Shadow Volumes. 
Overview of the materials, with some comments additionally to the slides to help gain an overview.

shadowGUI application
In depth inspection of the Shadow techniques presented by the leader and tasks interactively approached by the audience.
Based on text given, the tutorial helps the learner achieve a basic understanding of the algorithms and problems.  Given tasks provide points for exploration for the learner

standalone applications
Platform for assignments for gaining mastery of the approaches. Allow modifications and additions.
Platform for the learner to explore and expand on the given approaches on their own.

Table 1: Materials included for the Teachlet presentation.

    This teaching gem was created as part of a course at the University of Hamburg, in which a new teaching method, Teachlet Tutorials was used (Beckhaus and Blom 06).  The Teachlet Tutorials, approach uses a combination of traditional seminar type teaching with interactive exploration of the content by the audience, plus development of self-contained tutorials on the topic. In addition to a presentation, an interactive software tool is developed by the students to assist the audience in learning and exploring the topic’s details. This process is guided through set tasks. The resulting course material is developed for two different contexts: a) for classroom presentation and b) as an interactive, self-contained self-learning tutorial. The overall approach results in a more thorough understanding of the topic both for the student teachers as well as for the class participants.  More information to the setting in which it was originally held can be found in (Beckhaus and Blom 06) . 
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void drawContour( vector< int> edge)

{
ObjVertex a0 = data VertexArray[(edge[0])].
ObjVertex b0 = data VertexArray[(edge[1 )]
glBegin( GL_LINES).
gIColor3f(0.0, 0.0, 1.0y
gIVertexdf(a0 X, a0.Y, a0.2. 1.00;
gIColor3f( 10,00, 0.0y
gIVertexdf( b0 X. bO.Y, b0.Z 1.00;
gIENAO;
1

void calculateContour( )

{

ObjTriangle tempAobj:
ObjTriangle tempBobj:

ObjVertex avObj0:

ObjVertex avobji:

ObjVertex avObj2:

ObjVertex bvObj0:

ObjVertex bvObji:

ObjVertex bvObj2:

Vektord lightvec(ightPosition[0], lightPosition[1]. ightPosition2]. lightPosition[3] )

for (inti=0; i < data NumTriangle; ++)

{
for (int k =0 k < data.NumTriangle; ++k)

{
o tempAobj= data TriangleArray[i)
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o if ( (tempAobj Neighbours[0]
K) || (tempAob Neighbours[2] == K))

" {
tempBobj= data TriangleArray[k]:

=) || (tempAobj Neighbours(1] ==
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The materials found here within are those developed as for the Teachlet Tutorial.   As such they can be used following the Teachlets approach for in class learning as presented by Schmolitzky (Schomlitzky 05). Table 1 provides an overview of the materials and their intended use. In the Teachlets method an initial presentation of the materials at a conceptual level is given. In this phase, the students should get a general awareness of the Shadow's Algorithms.  This is performed using a traditional slideshow presentation. The second phase of the Teachlet approach is an interactive phase.  A series of tasks and information needed on each task are presented to the students, in class. The students and the class leader interactively approach each problem. During the interactive tasksets the leader of the exercise takes on the role of interface user, performing the actions that the audience interactively suggests.  The leader only provides hints or help as required to keep the flow of the course.  Through this interaction the audience's understanding of the materials is deepened, hopefully achieving a basic understanding of the approaches.  More information on the Teachlets method can be found in and in the original Teachlets paper (Schmolitzky 05).  Finally, the materials include the standalone versions of the code.  These can be used for helping the students gain a mastery of the Shadow techniques through assignments, which base on these applications.  Potential assignments include implementing such approaches as “percentage closer filtering.”

Materials:

The included presentation introduces the subject of shadow generation, and the basic algorithm for both implementations is presented. The presentation should either be presented in the classroom structure or used by the student on their own to familiarize themselves with the topic. 

The “shadowGui” application, which can be seen in figure 1, provides an interactive environment for the exploration of the implementation of the shadow methods.  The user can see the just learned concepts in a real-time application, experimenting with parameters to see results of changes in real-time. This experimentation can be performed in an interactive in-class component or individually.  The text integrated into the application explains the implementation in detail.  This can either be read by the student performing the tutorial or incorporated into the presentation of the material by the instructor. 

To understand even the details of the implementation, the user can also directly look into the source code, which can be seen in Figure 2.  Standalone versions of the implementations are included. These allow the student to modify and experiment with the code base individually.  A typical desktop situation, while extending the given examples, can be seen on Figure 3. Additional assignments, such as incorporating “percentage closer filtering,” can be included in a course to deepen the understanding of the students on this topic.

Example teaching approach: 

Following the Teachlet Tutorial methodology and the approach used by the Author in presenting this work, the resources can be used as follows. First, an initial presentation to introduce the shadow techniques should be given. Using the provided presentation, this covers the basic conceptual ideas.  This presentation takes approximately 10-15 minutes.  Then the shadowGui application can be used to move to programming details.  The instructor presents the information included in the text panel, using the application's window to help graphically explain the content.  For instance, in the initial tutorial piece, the instructor should clarify that Shadow Mapping is only another kind of rendering into a texture, but instead of colors, depth values are used. The details can of preparing the texture can be shown using the code panel. While presenting the Shadow Mapping examples, the false back projections should become visible. So, the instructor could ask questions about such phenomenons. For instance, in this example instructor could ask why the shadow is cast in both light directions and if somebody can imagine a way to eliminate it. The students should be encouraged to interactive explore the scene and source code to find answers and even more questions of their own. Finally, the students can be asked to add further developments, such as percentage closer filtering as an assignment, using the standalone versions of the shadow programs provided. In this example, this can be accomplished by extending the pixel shader of the Shadow Mapping example to perform multiple texture look-ups.

4   Assessment 

This Teachlet Tutorial was given as an interactive presentation in the framework of the “Advanced Computer Graphics” course at the University of Hamburg.  Due to the structure of the university system, no direct assessment was performed.  However, the student should be able to report on the method in an assessment if used interactively, either in the classroom or individually.  If further work is performed or more in-depth interaction is performed in-class, the student should be capable of identifying or reproducing implementation details.

5   Conclusions

This tutorial deals with the basics of both shadow generation methods. Further improvements for the Shadow Mapping examples are the removal of the incorrect back projections, as well as the implementation of the filter method “percentage closer filtering.” The implemented Stencil Shadow Volumes don't work for situations in which the camera is located inside a shadow volume, so further improvements should include the implementation of the z-fail method, including the displacement of the far plane to infinity to avoid any intersection between a shadow volume and the clipping plane.
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Figure � SEQ "Figure" \*Arabic �1�: Here, we see a screenshot of the tutorial-application “shadowGui.” The application includes both an interactive part, for testing the shadow generation, and a text part explaining the implementation details of the program running in the interactive part.
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Figure � SEQ "Figure" \*Arabic �3�: Here, we see a screenshot of a typical desktop situation while using the standalone applications. On the basis of the given OpenGL applications, the user can test new configurations and methods.
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Figure � SEQ "Figure" \*Arabic �2�: Here we see another screenshot of the tutorial-application “shadowGui.” The figure shows a typical learning situation. While studying the source code for calculating the silhouette, one can see the result of this code segment as a graphical representation in the render window. Here the silhouette of a stylized cube is shown.
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