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Abstract
Yafrid-NG is a peer to peer architecture and a set of protocols which reduces the time spent in the rendering phase
by making use of a set of heterogeneous computers, distributed over the Internet, which will supply some of their
resources for rendering 3D scenes. The system is completely decentralized and it takes advantage of p2p networks.
The set of protocols needed for transferring files, the rendering process, and the results recovery and composition
are also defined. Yafrid-NG is specifically designed for physically based rendering methods and the division of the
work is optimized for that. We make use of a mechanism based on the scene properties to balance the complexity
of the work units. Experimental results are presented to illustrate the benefits of using Yafrid-NG.

Categories and Subject Descriptors (according to ACM CCS): Computer Graphics [I.3.2]: Distributed/network
graphics—Computer Graphics [I.3.3]: Paralell processing—Computer Graphics [I.3.7]: Raytracing—

1. Introduction

Because rendering is a computationally intensive task, it
is considered a bottleneck in graphics production. In order
to address this issue, some works try to reduce the ren-
dering time. Three development areas can be distinguished
[CDR02]:

• Hardware Optimizations: Some developers use pro-
grammable GPUs (Graphics Processing Units) to improve
the rendering process [BFH∗04]. The main disadvantage
is that this approach is specific for each hardware archi-
tecture.

• Improvement of rendering algorithms: Rendering algo-
rithms are continuously being improved. A relevant ap-
proach consists of parallelizing the rendering algorithms
to be executed in multiprocessor machines [SST06].

• Distributed Computing: Most of the rendering systems
that use this approach are clustering or rendering farms
that belong to an exclusive company. These systems are
made up of homogeneous computers and all resources are
managed in a centralized way. Another approach consists
in using the idle time of a set of heterogeneous computers
distributed over the internet. This is known as Volunteer
computing [AF06]. One relevant approach to deal with
high computational demands is the Grid [FK04].

This work defines a p2p architecture aimed at reducing
rendering time. The system is composed of a set of hetero-
geneous machines connected to the Internet and each one
of them will perform a portion of the whole work. We have
based our work on the concepts of grid and Volunteer Com-
puting to distribute the work among heterogeneous machines
in terms of Hardware and Software. Grid particularities are
completely transparent for the final user. The main advan-
tages of this architecture are scalability, independence from
the rendering method, and decentralization. It splits the tasks
taking into account the complexity and the size of each work
unit. Furthermore, it provides high performance with a high
number of nodes, fine-grained (division of each frame into
pieces) and coarse-grained (division of the work at frame
level) granularity.

The rest of the paper is structured as follows. Section
2 provides an overview of related work previously devel-
oped in distributed rendering. Section 3 provides a general
overview of the Yafrid-NG architecture. Section 4 describes
the rendering process and each of the defined steps is ex-
plained specifically. Section 5 and Section 6 offer empirical
results obtained with the proposed system, and discuss con-
clusions and future work guidelines, respectively.
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2. Related Work

The number of approaches for non-interactive distributed
photorealistic rendering is not very high. Dr Queue [DRQ] is
a tool that distributes a task into a set of computers that make
up a rendering farm of computers. It supports some render-
ing engines as Blender, Maya, Lightwave and so on. The fact
of using Dr Queue implies that all resources are centralized
and the user has total control over the system.

TeraDRE (TeraGrid Distributed Rendering Environment)
[GAST06] describes the implementation of a distributed ren-
dering environment (DRE) by making use of TeraGrid. The
main drawback is the complexity to submit works due to the
need of dealing with complex scripts and configuration files.
In contrast, Yafrid-NG provides an intuitive and easy to use
GUI to interact with the system.

There is another approach called BURP [BUR] (Berke-
ley Ugly Rendering Project), which is a public system that
uses distributed systems for rendering scenes. The BURP
project is still in testing phase so it is not working at 100%.
It is BOINC based and it uses Volunteer Computing in order
to process the task sent by users. Besides, the whole ren-
dering process is managed by a centralized server which is
responsible for assigning work units and gathering the re-
sults. So the rendering process is centralized. Furthermore,
BURP does not support fine-grained task division and it is
not specifically oriented for rendering.

Yafrid-NG addresses the rendering problem from a differ-
ent point of view, which main characteristics are: i) it is a
decentralized architecture. Only a minimal service configu-
ration is necessary. Once a client sends a task, he will man-
age the whole rendering process, ii) it is completely scalable.
Nodes can be easily and dynamically added or removed, iii)
it is independent of the hardware and software of nodes that
compose the system, iv) a p2p protocol has been proposed
for the file exchange. This protocol optimizes this process
and avoids the overload for the original file host, v) Re-
sources are managed in a suitable way. It is possible to limit
the resources that a client can use. If a client misbehaves,
resources are released automatically, vi) It has been com-
pletely developed by using GPL technologies so developers
can modify, study, or adapt Yafrid-NG to their own needs.

3. Yafrid-NG Architecture

Yafrid-NG defines two basic roles: providers and clients.
Providers are computers that hand over computation capa-
bility for rendering 3D scenes. A client sends works to be
processed by the system. Considering that the system must
be as decentralized as possible, it is the client himself who
manages every necessary issue for the task execution. These
issues involve: i) Node coordination for sending the required
files. A protocol for file exchange has been defined and the
client manages the whole process, ii) Node coordination for
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Figura 1: Basic Yafrid-NG Architecture

the rendering process. The client who sends the work coor-
dinates the nodes by indicating which work unit has to be
performed at each moment.

This is why a client provides two services called
p2pBroker and RenderManager (see Figure 1). The former
is used to manage the file exchange and the latter is used
to manage the work assignment by avoiding that some work
unit be performed more than once, if not necessary.

Another critical issue for the correct management of a
grid is the resource management. Clients discover available
resources, allocate some resources for a task execution so
that these reserved resources are released after the work is
done. So, two more services are needed, SessionManager
and NodeManager. To perform a task, a client needs to es-
tablish a session with the system via the SessionManager
service, which keeps track of the established sessions in or-
der to allocate and release resources.

The NodeManager keeps track of all the available nodes
for rendering and lets adding new resources in a dynamic
way. Furthermore, it allows node reservation and their re-
lease after the task is completed.

The SessionManager and the NodeManager are used to-
gether to manage and provide access to the system. These are
critical services and if any of them fails the whole system is
useless. This is why these two services have been replicated
by using a Master-Slave approach [New07].

4. Rendering a scene

To render a 3D scene, clients must proceed as follows: i)
they must obtain some data about the scene to be rendered,
such as resolution, render engine, etc., ii) they must estab-
lish a session to the grid, in order to allocate the necessary
resources to perform the task, iii) they must transfer the nec-
essary files to the nodes in the system.

Next we describe in detail the architecture and the steps
which compose the distributed render process.
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4.1. Work Units

A task must be divided into smaller pieces which are
then processed by different nodes. We can distinguish two
approaches for dividing a task: i) Fine-grained, which
consists in dividing a frame into smaller pieces, and ii)
Coarse-grained, which consists in dividing an animation
into frames. Whereas the fine-grained approach is suitable
to render complex images, the coarse-grained one is suitable
to render animations composed of several frames.

The fine-grained approach may produce units of very dif-
ferent complexity. This may be an issue in cases where some
work units are much more complex than the average of the
others, as the most complex work units condition the render
time of the whole task. To avoid this, we propose a parti-
tioning approach that produces work units with similar com-
plexity. To achieve this, we make a fast rasterization of the
scene by using the scanline method and an importance func-
tion to obtain a grey-scale image (Importance Map). In this,
the dark zones represent the less complex areas and the white
zones represent the more complex ones.

Due to the randomness of rendering methods, some dif-
ferences can be perceived after composing the final image.
In the static frames, this can be avoided by using an interpo-
lation band. Interpolation band is the common zone shared
by two work units. The region comprised between two work
units is rendered twice. When the final image is composed,
these interpolation bands are overlapped and no difference
between work units will be perceived.

4.2. Session Management

Clients use the grid through session objects. A session object
is responsible for managing the amount of resources that a
client is able to request and keeps track of all engaged nodes,
in case they need to be free because of a malfunctioning
client. Clients establish a session through the SessionMan-
ager and the returned object is interposed between the client
and the nodeManager [New06].

The SessionManager service is also responsible for the
maintenance of the established sessions.

4.3. Node Management

One of the main goals of Yafrid-NG is to dynamically man-
age the resources that take part into the grid for nodes to
be added or removed during the execution time. This makes
necessary the nodeManager service, which allows to add
new resources to the grid. Moreover, this service takes care
of reserving resources, so if one of the nodes is being used,
it will never be assigned to another client until the node is
released. NodeManager is an internal service so it is manda-
tory to establish a session to interact with it.

The nodeManager service keeps a list of every available
node and the state of the resources (free or busy).

4.4. File Transmission

The client must divide the file into as many parts as nodes
participate in the rendering. Since Yafrid-NG follows a p2p
approach, nodes communicate directly to each other to get
all chunks of data that compose a scene file. Once all nodes
have got their corresponding piece, the client will act as a
broker for them. When a node gets a new piece, it notifies
the client which part of the file has been received. The client
keeps track of all nodes and which parts each of them have.

4.5. The rendering process

The RenderManager service is the coordinator of the whole
rendering process and it provides the mechanisms that con-
trol the concurrency and the correct access to shared data.
After getting all necessary information, a node starts a loop
consisting of i) request for a new zone to be rendered by us-
ing the service, RenderManager, ii) prepare the parameter
for the rendering engine and the desired rendering method,
iii) rendering, iv) notify that the zone has already been ren-
dered so the client is able to recover and compose the results.
RenderManager assigns work units, on demand, to different
nodes and when the work unit is done, the RenderManager
will be notified.

4.6. Getting the results

The process of gathering results consists on taking the file
which contains the generated image after a work unit is com-
pleted. The process of results retrieval may suppose a con-
siderable amount of time due to the network limitations. To
avoid this issue, we use asynchronous calls. One node will
use an asynchronous call to notify that some results are avail-
able and will continue with its work without waiting for the
results to be sent to the client.

When a node indicates that there are new results available,
these requests will be stored in a queue to be processed by
an independent thread, while the rest of the work is being
performed.

To gather results, Yafrid-NG will spawn an independent
thread that recovers the desired results from the client. This
thread is released when all results have been received or
when there are no more operative nodes.

5. Experimental results

We have validated the system described in this paper by
a set of experiments that involve rendering static frames
and animations. The platform consists of a set of hetero-
geneous computers connected to a LAN. We employed In-
tel(R) Core(TM)2 CPU between 1.86GHz and 2.13GHz and
LAN bandwidth was 100 Mbps.

In order to prove scalability when rendering animations,
we have tested our system with one animation consisting
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Figura 2: Experimental results. (a) Transference time for the static frame file; (b) Rendering time for the static frame. (c)
Result obtained. (d) Transference time for the animation. (e) Rendering time for the animation. (f) One frame from the generated
animation.

on a virtual visit to an university building. The size of the
file is 29.8 MB and it takes 263 MB in RAM when it is
uncompressed. The total number of triangles that compose
the model is 420,096. The output resolution has been set at
720x576 and the frame rate at 25 frames per second (fps).
We have rendered 40 seconds of animation that makes a to-
tal of 1000 frames in each test. Figure 2 summarizes the ob-
tained results.

6. Conclusions

This work proposes an infrastructure for the distributed ren-
dering process. It can be composed of heterogeneous and
independent machines spread over the Internet.The system
is as decentralized as possible. There are just two necessary
services that are the SessionManager and the NodeManager.
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