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Abstract

Augmenting real-world images with synthetic objects is becoming of increasing importance in both research and
commercial applications, and encompasses aspects of fields such as mobile camera and display technology, com-
puter graphics, image processing, computer vision and human perception. This tutorial presents an in-depth study
into the techniques required to produce high fidelity augmented images at interactive rates, and will consider how
the realism of the resulting images can be assessed and their fidelity quantified.
The first half of the tutorial covers the methods we use to generate augmented images. We will show how commonly
available digital cameras can be used to record scene data, and how computer graphics hardware can be used to
generate visually realistic augmented images at interactive rates. Specific topics covered will include geometric
and radiometric camera calibration, image-based reconstruction of scene geometry and illumination, hardware
accelerated rendering of synthetic objects and shadows, and image compositing. The second half of the tutorial
discusses in more detail what we are trying to achieve when generating augmented images, and how success
can be measured and quantified. Methods for displaying augmented images will be discussed, and techniques for
conducting psychophysical experiments to evaluating the visual quality of images will also be covered.
Examples of augmented images and video sequences from a real-world interactive interior design application will
be shown, and used to illustrate the different ideas and techniques introduced throughout the tutorial.

Categories and Subject Descriptors (according to ACM CCS): H.5.1 [Information Interfaces and Presentation]: Mul-
timedia Information SystemsArtificial, augmented, and virtual realities I.3.3 [Computer Graphics]: Picture/Image
GenerationBitmap and framebuffer operations I.3.7 [Computer Graphics]: Three-Dimensional Graphics and Re-
alismColor, shading, shadowing and texture.

1. Introduction

The ability to merge synthetically generated objects into im-
ages of a real scene is becoming central to many applications
of computer graphics, and in particular, mixed or augmented
reality. In many situations, this merging must be done at rates
of many frames-per-second if an illusion of interactivity is
to be maintained. Also, visually realistic combinations of
objects and background images are required if the ultimate
goal of augmentation is to present images to the user that
are indistinguishable from reality. To achieve these goals the
synthetic objects must be registered both geometrically and
photometrically with the camera. Geometric registration is
required to orient the synthetic object to the same perspec-
tive, and composite with the background image. Photometric
registration is required to ensure that synthetic objects are il-

luminated using the same lighting conditions as in the real
scene. Finally, the augmentation process requires determin-
ing how the synthetic objects affect the illumination already
present in the scene. Typically, these changes in illumination
take the form of reflections of the synthetic object in back-
ground surfaces, and occlusions of light transport paths that
manifest themselves as shadows cast onto the real objects.

Traditionally, the competing requirements of real-time
rendering and visual realism have meant that generating pho-
torealistic augmented images at interactive rates has been a
distant goal. Recently however, techniques have been de-
veloped that allow synthetic objects to be illuminated by
complex lighting environments in real-time (see for exam-
ple 44, 60, 69, 27, 51). In this tutorial, we will show how tech-
niques like these can be used to generate visually realis-
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tic augmented images at interactive rates using commonly
available graphics hardware. We will also describe the tech-
niques we employ to capture geometric and photometric data
from the scene. We will also addresses three important issues
concerned with the perception of rendered and augmented
images:

• How realistic are the synthesised images?
• How does the display device affect the perceived realism

of the images?
• How can we judge the quality of the images the user will

perceive?

We will look at how the perceptual quality of images
can be measured using both perceptual and numerical tech-
niques. Tone mapping operators are described for overcom-
ing some of the limitations of current display technology.
Finally, important issues are raised that must be considered
when preparing any psychophysical experiments to assess
image quality.

1.1. The ARIS Project

Much of the work presented in these notes comes from the
ARIS project1. The goal of the ARIS project is to provide
new technologies for the seamless integration of virtual ob-
jects into augmented environments, and to develop new vi-
sualisation and interaction paradigms for novel collaborative
AR applications. Two different application scenarios are be-
ing developed:

• An interactive desktop system, where the end-user can
easily integrate 3D product models (e.g. furniture) into a
set of images of his real environment, taking consistent
illumination of real and virtual objects into account.

• A mobile AR-unit, where 3D product models can be di-
rectly visualised on a real site and be discussed with re-
mote participants, including new collaborative and shared
augmented technologies.

Both approaches are being tested and validated in end-
user trials, addressing the new application area of e-
commerce. In addition to existing e-commerce solutions,
where mainly product catalogues can be listed, the ARIS
project is aiming to enable the presentation of products in
the context of their future environments (e.g. new furniture
for a living room, new light sources for an office, etc.).

The interactive ARIS-system allows the user to recon-
struct geometric and illumination properties from of a set
of images in a semi-automatic way. The user can place 3D
product models in the reconstructed image space and see
the direct and indirect lighting effects in his real environ-
ment caused by the virtual modifications at interactive up-
date rates.

Figure 1 shows some example images taken from an envi-
ronment typical of those found within the ARIS project. This
is intended to illustrate some of the problems that must be

overcome before visually realistic augmented images can be
produced. In the top-left is an image of an empty scene that
will be augmented with furniture items. When a real chair
is introduced into the room (top-right), it is illuminated by
the same light as the rest of the scene, but also interrupts the
passage of light from the window to the floor, resulting in
a series of shadows cast onto the scene. The shadows cast
by the object may fall onto any “real” surface in the scene,
and the scene itself must also cast shadows onto the objects,
affecting both their shading and the shadows that they cast
(middle row).

1.2. Overview

Figure 2 shows an example of the rendering process that will
be described in more detail in the first half of this tutorial.
We will discuss in detail the following three stages of image
generation:

• The geometric registration of synthetic objects into a
background image. We will discuss how a single photo-
graph of a scene can be used to both calibrate the cam-
era position and generate an approximate 3D representa-
tion of the scene. This is then used to perform a depth-
composite of the synthetic objects with the background
photograph. Real-time camera registration, although not
discussed in detail here, is mentioned in Section 11.

• The reconstruction of illumination data using a light-
probe17 and high dynamic-range imaging18. We will de-
scribe how high dynamic range images of the light-probe
may be captured, and projected onto the reconstructed 3D
representation of the scene in order to generate a radiance
mesh.

• The use of the radiance mesh to shade synthetic ob-
jects and generate their shadows. An irradiance volume
and dynamic environment-mapping is employed, along
with hardware-accelerated shadow mapping to approxi-
mate soft shadows cast by the real lighting environment.

The first half of this tutorial describes these steps in more
detail. Section 2 gives a summary of related work in this
field, and Section 3 describes the techniques we use to cal-
ibrate images and construct a 3D geometric model of the
scene. Section 4 then presents the approach we use to capture
real-world illumination, including radiometric camera cali-
bration. Section 5 describes how an irradiance volume can
be used to illuminate synthetic objects by the reconstructed
lighting information, and how environment maps may be
generated dynamically from the radiance mesh in order to
approximate specular reflections. Section 6 the presents an
algorithm that uses commodity graphics hardware to approx-
imate soft shadows cast by synthetic objects, and shows how
the shadows can be composited with the background image.
Results for a variety of lighting environments and shadow
types are given in Section 7, along with visual comparisons
between our algorithm, ray-traced images and photographs.
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Figure 1: Some real photographs of a scene, illustrating some of the effects that must be captured in order to achieve a visually
realistic scene augmentation. The empty scene is shown at the top-left, with a window illuminating the scene. Additional objects
must be illuminated by the same light (top-right), and both cast shadows onto the scene (middle-left) and have shadows cast
onto them by the scene(middle-right). Closeup views are shown on the bottom row, illustrating both diffuse and specular shading
and shadows.

We also illustrate the graceful trade-off between image qual-
ity and rendering time we can achieve.

The second half of these notes cover issues relating to
the problem of assessing image quality using psychophysics
and the human visual system. Section 8 gives a brief in-
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Figure 2: Overview of the rendering process. From the calibrated camera position corresponding to the background image (top),
the reconstructed scene geometry is drawn into the depth buffer and synthetic objects are rendered into the color and depth
buffers to resolve occlusions (middle). Finally, multiple shadow passes are performed, blending shadows into the composited
image (bottom). For this example, the image on the right was generated at over 9 frames per second.

troduction to the area of visual perception, as it relates to
computer graphics, and includes a review of suitable image
quality metric for assessing image fidelity. Following that,
Section 9 describes in more detail the problem of display-
ing real images (or simulations of real images) on computer
displays. Section 10 then describes some of the issues that
must be addressed when designing psychophysical experi-
ments to assess image fidelity. Finally, we draw conclusions
and summarise the work in Section 11.

2. Related Work

2.1. Scene Modelling

Our augmented reality system requires that we have access
to a 3D model of the scene. Building 3D models that re-
semble real environments has always been a difficult prob-
lem. Traditional methods of constructing models have in-
volved a skilled user and 3D CAD (Computer Aided De-
sign) software. Accurately modelling a real environment in
such a way can only be done if the user has obtained maps or
blueprints of the scene, or has access to the scene in order to
take precise physical measurements. Either way, the process
is slow and laborious for anything but the simplest of scenes.

In the field of computer vision, automatic techniques have
recently been developed that allow three-dimensional infor-
mation to be constructed directly from photographs of the
scene4, 24, 38, 55. Typically, these algorithms analyse multiple
images of an environment in order to infer the position and
attributes of each camera, as well as the three-dimensional
location of a dense set of points corresponding to impor-
tant features in the images. In order to build more useful
polygonal models, these points must be triangulated and sub-
sequently segmented into separate objects. Similar triangu-
lation and segmentation algorithms are required when ex-
pensive laser-range scanners are used to sample the scene
geometry82, 3.

Automatic reconstruction techniques are, however, typi-
cally not yet robust enough to build useful models, which
must have a simple enough form to allow them to be ren-
dered in real-time, and yet must contain enough well defined
structure so that occlusions can be correctly resolved within
the Augmented environment. Additionally, automatic algo-
rithms are able only to reconstruct geometry that is seen ex-
plicitly in the images, and require more than one source im-
age to work correctly. This causes problems when the user
wishes to augment a single photograph of a scene.

In order to overcome problems such as these, semi-
automatic approaches have been proposed that employ user-
assistance to help with the calculation of the position of
those objects and the camera parameters5, 19, 8, 12, 56, 14, 37, 16.
The benefit of using semi-automatic, rather than fully au-
tomatic algorithms, is that we can employ user knowledge
when modelling the environment: the walls of a room may
be identified by the user and modelled as single large poly-
gons, thereby overcoming problems caused by object oc-
clusion. An object hierarchy may also be easily maintained
during the construction of the scene and environments may
be constructed in an incremental fashion, with large features
specified at the start of the construction process and extra de-
tails added as necessary depending upon the envisaged use
of the model.

2.2. Augmented Image Synthesis

There has been an enormous amount of research devoted
to image synthesis and shadow generation. The literature is
too large to review in these notes, but useful surveys can be
found in15, 66, 32, 80, 36. Here, we will focus on previous work
that is related to the problem of shading objects in realtime,
generating realistic shadows at interactive rates, and com-
posite synthetic objects with real images.

In order to illuminate synthetic objects with real light,

c© The Eurographics Association 2003.



Gibson and Chalmers / Photorealistic Augmented Reality

researchers have employed various techniques, ranging
from image-based lighting and monte-carlo ray-tracing17, 64

to texture-based approaches using computer graphics
hardware44. Recent approaches also use low order spher-
ical harmonics to store precomputed radianceof radi-
ance transport, allowing objects to be shaded and self-
shadowed in real-time within arbitrary low-order lighting
environments69, 68. Another related approach that has been
proposed is to use an irradiance volume to shade synthetic
objects34. This will be discussed in more detail in Section 5.

Basic shadow-mapping techniques79 have been extended
to generate soft shadows by approximating the penumbral
regions using several hard-edged shadow10. By rendering
each shadow from a slightly different position on the light
source, and then combining the maps together, realistic rep-
resentations of soft shadows can be generated. Alternative
approaches that attempt to reduce the cost of soft shadow
generation include convolution70, “soft objects”52 or search
techniques9 to approximate the penumbral region.

Radiosity15, 66 has previously been used to generate soft
shadows, but at a large computational cost. More recently,
extensions to these techniques have been made to allow
updates to localised regions of the solution, allowing for
object movement (see, for example22, 33, 73). Following pi-
oneering work by Fournier et al.25, Drettakis et al.21 and
Loscos et al.45 used an interactive cluster-based radiosity
system to generate the shadows cast by a synthetic ob-
ject in a real-environment, and composited those shadows
into a background photograph at rates of 1− 2 frames per
second. Keller has also introduced the “Instant Radiosity”
algorithm43 that uses shadow-mapping hardware to acceler-
ate the generation of globally illuminated environments.

The difficulty in applying hardware-based shadow-
mapping to photorealistic Augmented Reality lies in the fact
that real-world lighting environments contain a wide vari-
ety of different types of light sources, ranging from small
focused spot-lights to broad area lights or even diffuse sky-
light. As the number or area of light sources increases, it
becomes harder to apply shadow-mapping and generate be-
lievable synthetic shadows. This is especially so if important
secondary sources of illumination are required to cast shad-
ows.

To deal with the problem of rendering with a wide vari-
ety of real-world light sources, Debevec proposed the use of
image-based lighting techniques to allow real-world lighting
environments to be captured and used to illuminate synthetic
objects17. High dynamic-range images18 of a light probe
were used in conjunction with a ray-tracing algorithm to ren-
der shadows cast by synthetic objects. Differential rendering
techniques (discussed in more detail in Section 6.3) were
used to produce photorealistic augmented images contain-
ing caustics and shadows. A similar algorithm was proposed
by Sato et al.64, with the light probe replaced by a camera
with a hemispherical lens. Unfortunately, due to the com-

pute intensive nature of the ray-tracing algorithms used in
these approaches, interacting with the synthetic objects at
rates required in Augmented Reality applications is not yet
possible.

To achieve interactive update rates whilst rendering with
real-world illumination, Gibson and Murta proposed us-
ing computer graphics hardware to render the shadows cast
by synthetic objects30. Shadows were approximated using
multiple hard-edged shadow-maps, and blended into the
background image using accumulation-buffer hardware. Al-
though capable of generating images at rates of several
frames-per-second, their approach assumed that all light
sources in the scene were distant from the synthetic ob-
jects. Shadows cast by the objects were also only valid when
falling onto a horizontal surface lying immediately below the
object, limiting the applicability of the algorithm.

Unlike the techniques described in30, the shadow genera-
tion algorithm used in this work is not constrained by the as-
sumption of distant light sources, allowing for more general
lighting environments to be used. Shadows cast by the syn-
thetic objects are also accurate for all orientations and posi-
tions of receiver surface. Finally, our algorithm is capable of
trading accuracy against rendering time, enabling synthetic
objects and subjectively realistic shadows to be merged into
background images in real time.

3. Scene Modelling

Geometric and Photometric scene reconstruction is achieved
using a combination of image-based modeling and high
dynamic-range (HDR) imaging techniques. The procedure
starts with capturing a single low dynamic-range (LDR) im-
age of the environment, which will be use as the image we
augment with synthetic objects. In order to accurately regis-
ter objects into this image, the position and intrinsic param-
eters of the camera must be estimated.

Camera calibration is achieved with the aid of user-
defined vanishing points13. An example is shown in Figure 3,
where the user has marked edges parallel to the X and Y
axes of the required coordinate system (shown with red and
green lines respectively). Assuming each pair of edges is not
parallel, they can be intersected in image space and used to
estimate the camera focal length, position, and orientation.
Ideally, three pairs of vanishing points should be marked,
one pair for the X, Y and Z axes. However, if it is assumed
that the camera’s principal point39 is located in the centre of
the image, then two pairs suffice. More specifically, if v and
v′ are the image-space coordinates of two orthogonal van-
ishing points, the camera focal length can be determined as
follows:

f 2 = −vxv′x − vyv′y (1)

After the camera’s focal length has been estimated, the
position and orientation of the camera can also be found.
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Figure 3: Vanishing points are identified by marking paral-
lel edges in the image. For this scene, the user has marked
two green edges that are parallel to the vertical direction,
and two red edges that are orthogonal to this direction. An
origin point has also been placed in the lower-middle area
of the image.

Camera orientation is found by using the inverse of the
camera calibration matrix to transform image-space van-
ishing points into direction vectors. Provided that the use
has marked orthogonal edges in the image, the two vanish-
ing point direction vectors will also be orthogonal in ob-
ject space. If the third vanishing point has not been marked,
it can be estimated from the other two direction vectors.
These three orthogonal vectors can then be used to form the
columns of the camera rotation matrix. Camera position is
set by having the user mark an arbitrary origin point in the
image. A direction vector through this point is then found,
and the camera position set to lie along this vector. The over-
all scale of the scene can be fixed, if required, by adjusting
the distance of the camera position from the origin.

Once the camera calibration data has been obtained, the
process of interactive model reconstruction can begin. We
use a simple image-based modelling algorithm presented
in29, which is able to work from single or multiple images,
and even video sequences. The user builds the model by in-
teractively specifying the position, orientation and size of
objects from a user-extensible library of shapes. Primitive
manipulation is achieved “through the lens”, by adjusting
the projections of each primitive in the image plane. As these
primitives are created, a scene-graph is maintained that de-
scribes the layout of the scene. The user manipulates these
primitives in image space, attempting to match them to ob-
jects visible in the photograph. Manipulations of each object
in image space are mapped into object space using a set of
user-specified constraints and a non-linear optimization al-
gorithm.

Two types of constraints are used to assist the user in

primitive manipulation: hierarchical constraints are strictly
enforced and affect the position of one primitive with respect
to its parent in the scene graph. Image-based constraints, on
the other hand, are less strictly enforced and indicate image
locations onto which primitive vertices should project. As
the user manipulates these constraints, the non-linear opti-
mization algorithm updates the parameters of the primitives
so that all hierarchical constraints are satisfied exactly, and
all image-based constraints are satisfied as accurately as pos-
sible (see29 for further details).

An example of the reconstruction procedure is shown in
Figure 4. In the top-left image, a single box primitive has
been created by the user. This box will be manipulated to
model the floor, walls and ceiling of the room.

The user interactively adjusts the position of the primi-
tive’s vertices so that the edges are aligned with the walls
and floor of the room (top-right). The box primitive is con-
strained to sit on top of the ground-plane by a hierarchical
constraint. As each vertex is moved, the optimization algo-
rithm changes the position or orientation of the box in ob-
ject space, so that its corner vertices project onto the image
plane at the positions indicated by the user. As each vertex
is placed into its final position, image constraints are created
at these locations. When the user selects another vertex and
changes its position, the optimization algorithm attempts to
satisfy both the projection to the mouse location and the pre-
vious image constraint. In this case, this may also involve
altering the primitive’s size.

As further primitives are created, a scene-graph is incre-
mentally constructed that specifies the relationship between
the objects in the scene. The position of one primitive with
respect to its parent may be restricted using hierarchical con-
straints. By default, a primitive is constrained so that the
bottom face of its bounding box sits on top of the top face
of its parent’s bounding box. When modelling from a sin-
gle image, this allows us to construct the geometric model
“from the ground up”, thereby ensuring that all objects are
represented with a consistent scale (middle row). These con-
straints are easily changed so that, for instance, an object
may be placed on the right-hand side of its parent. As primi-
tives are manipulated, the non-linear optimization algorithm
is applied recursively up and down the scene-graph. Because
the hierarchical and image constraints attempt to fix a prim-
itive in space, recursion can almost always be limited to at
most one level above or below a primitive. The small num-
ber of parameters that must be estimated for each movement
ensure that the minimization algorithm is typically able to
run in real-time as the user adjusts a primitive. The primitive
parameters for the last adjustment are then used as the start-
ing guess for the next optimization. The parameter changes
required from frame-to-frame are typically small and this
helps the optimization algorithm converge quickly to the de-
sired result. Further details of these techniques are given in29.

A more complete example of the reconstruction, built
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Figure 4: Snapshots taken during the geometry reconstruction phase, showing the interactive reconstruction of an environment
from a single photograph. Starting from the ground-up, the 3D geometry is reconstructed using simple parameterized primitives
(see text for details). Bottom row shows a view of the entire 3D model. Note that the geometry of the scene has been approximated
very roughly in areas not visible in the original photograph.

from several dozen primitives is shown in the bottow left
of Figure 4. Reconstruction time for this simple model was
around thirty minutes. Note that we have only modelled the
most significant pieces of scene geometry.

4. Illumination Capture

Once an approximate representation of the scene geometry
has been obtained, it can be used to assist in the reconstruc-
tion of illumination properties. This is achieved by captur-
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Figure 5: Taking pictures at multiple exposure times. The full dynamic range of the scene is captured in multiple images. For
example, detail in very bright parts of the scene is captured by short exposures, and detail in darker parts by longer exposures.
Data from all exposures is merged together to form a single High Dynamic-Range image.

ing high dynamic range (HDR) images of the scene that en-
code the full dynamic range of light. These images are then
processed, and the resulting data used to illuminate the syn-
thetic objects. Most computer graphics software works in a
24 bit RGB space with 8 bits allocated to each of the three
primaries. The advantage of this is that no tone mapping is
required and the result can be accurately reproduced on a
standard CRT. The disadvantage is that colors outside the
sRGB gamut cannot be represented (especially very light or
dark ones).

4.1. Generating High Dynamic Range Imaging

There are two main methods for generating HDR images.
The first method is by using physically based renderers
which produce high dynamic range images generating basi-
cally all visible colors. Another way to generate HDR imag-
ing is by taking photographs of a particular scene at dif-
ferent exposure times18. By taking a series of photographs
at different exposures, all the luminances in the scene can
be captured as shown in Figure 5. After the images have
been aligned geometrically to compensate for slight cam-
era movement between each exposure, the camera response
function can be recovered using the techniques described
in18, 49. The response function described how exposure (be-
ing a product of exposure time and irradiance at the camera
sensor) is related to pixel intensity for each of the red, green
and blue channels in the image. An example response func-
tion is shown in Figure 6.

Once, the response function is known, information from
the multiple exposures may be merged together to form a
single high-dynamic range image. Note also that after the
response function has been estimated once for a particular
camera, it can be used to transform any set of exposures
taken with that camera into the high dynamic-range format.
In situations like that described below, where the HDR im-
age is going to be used to illuminate synthetic objects, it is
important to make sure that the high-end of the dynamic
range is captured accurately (e.g. the bright light-sources).
Often, it is possible to do this from a single exposure, taken
to ensure that the bright light-sources in the scene are not
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Figure 6: A typical camera response function, showing the
relationship between radiance pixel intensity and exposure
(the product of irradiance and exposure time).

clamped at the top of the displayable range. Alternatively,
the automatic exposure bracketing found on many cameras
can be used to capture different exposure times using a sin-
gle button press.

4.2. Lighting Reconstruction

The overall approach to capturing lighting data is illustrated
in Figure 7. A light probe17 and simple calibration grid are
placed in the scene, and a second LDR image is captured
from the same camera position. This is the image that is used
to construct an approximate model of the environment, us-
ing the techniques described in the previous section. Impor-
tantly, the calibration grid is also modelled using a square
polygon, allowing us to position the light probe relative to
the reconstructed scene model. The camera is then moved
and a close-up HDR image of the light probe and calibration
grid is captured.

Further vanishing-point estimation using the calibration
grid in the HDR light probe image allows the position of
the probe to be calculated relative to the grid. Because the
grid has also been located during geometry reconstruction,
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the position of the light probe relative to the scene model
can be calculated. A triangular patch mesh is built over the
surfaces of the model, and radiance information is projected
outwards from the light probe and stored with each patch
(Figure 7, bottom).

For our original LDR image, we can now calculate the
closest point visible from the camera position through each
pixel. Assuming our reconstructed surfaces emit and reflect
light diffusely, we can estimate the total irradiance at each
point. Using the inverse of the camera response function,
we can also map each LDR pixel intensity to a radiance
value, and therefore obtain an approximate diffuse reflectiv-
ity for each pixel in the LDR image by calculating the ratio
of pixel radiance to total irradiance. Each patch in the mesh
is assigned an average reflectivity and radiance value, based
on its pixel coverage. Finally, reflectivities and radiances at
patch vertices are estimated by averaging the values associ-
ated with incident patches.

For those surfaces that are not visible in the light probe
image, we assign an approximate reflectivity and gather ir-
radiance from the patch mesh, using ray-casting to evaluate
visibility15. This provides approximate radiance values for
the missing surfaces. Again, we assume all surfaces are dif-
fuse, and use an approximate reflectivity of (0.5,0.5,0.5).
Although more complex inverse illumination algorithms81, 6

could be used, we have found that these simple approxima-
tions are sufficiently accurate for the task in hand.

5. Shading Synthetic Objects

Here we will briefly describe how we use the patch mesh to
illuminate synthetic objects. The diffuse component is eval-
uated using an irradiance volume34, which is constructed as
a pre-process, and is used to encode an approximation of
the 5D representation of irradiance (3 positional coordinates,
and 2 directional coordinates). The scene is subdivided into
a uniform grid, and irradiance is sampled and stored at each
grid vertex. The directional distribution of irradiance at each
vertex is encoded using spherical harmonic coefficients. It
has been shown previously that only 9 coefficients are re-
quired to accurately represent irradiance58, 59, and this en-
ables the irradiance volume to be constructed very rapidly
and stored using a small amount of memory. For example,
the 20x10x20 volume built for the scenes in Figure 17 re-
quired on average around 30 seconds to construct, and occu-
pied only 0.5 Mb of memory. Typical examples of irradiance
volumes are given in Figure 8.

In order to shade each vertex of a synthetic object, we
use a simple table lookup into the irradiance volume, us-
ing tri-linear interpolation of the spherical harmonic coef-
ficients. The surface normal is then used to retrieve an ap-
proximate irradiance value for the vertex. This irradiance
is then reflected diffusely using the objects diffuse reflec-
tivity, and the result is tone-mapped using a table look-up

Figure 7: A light probe and calibration grid (top) are posi-
tioned in the scene (middle), and HDR radiance data recon-
structed and projected outwards from the lightprobe onto the
model geometry (bottom).

into the pre-calculated camera response function. Using this
technique, we are able to achieve shading rates of approxi-
mately 350,000 vertices per-second on a 2.5 GHz Pentium 4
CPU, which is equivalent to shading an object with 11,5000
vertices at over 30 frames-per-second.
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Figure 8: Example irradiance volumes. The irradiance volume for the scene in Figure 7 is shown at the top. The window
corresponds to the bright area on the right-hand side, where you can clearly see the increased irradiance at the distance from
the window decreases. On the bottom two rows are views of the irradiance volume for the scene shown on the right of Figure 16.
This scene is lit by both artificial and natural light, and the difference in colour and intensity of the illumination can clearly be
seen within the irradiance volume.

Specular reflection is evaluated with a separate render-
ing pass, using a simple Phong-like illumination model and
dynamically-generated environment maps. Because of the
problem of passing high-dynamic range values through the
OpenGL pipeline, we tone-map our scene mesh before gen-
erating a low-resolution cubic reflection map for each ma-
terial in each frame. Radiance values at each mesh vertex

are weighted by the specular reflectivity of the material,
and then tone-mapped using the camera response function.
OpenGL environment-mapping facilities are used to com-
bine the specular component with the diffuse component,
which is previously evaluated at each vertex of the object,
as described above. Currently, we do not support glossy re-
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Figure 9: Dynamically generated cubic reflection-maps,
taken from the environment shown in Figure 2. Starting near
the floor, the environment maps are generated dynamically
as the object is raised upwards (bottom to top).

flection, although this could be approximated by blurring the
specular environment maps before rendering.

Although these techniques for shading objects are not
entirely accurate, we have found them to be sufficient for
generating believable representations of objects illuminated
by real-world lighting environments. It is important to note
that the shadowing algorithms described above are indepen-
dent of these shading algorithms. For increased accuracy,
more sophisticated algorithms similar to those described
in44, 60, 69, 68 could be used.

6. Shadow Generation

It is important to note the assumptions we are making in or-
der to generate soft shadows at interactive rates. Most signif-
icantly, we assume that a soft shadow can be accurately rep-
resented using multiple overlapping hard-edged shadows41.
Whilst this is rarely true when using small numbers of hard
shadows, we will show that our algorithm is capable of
achieving interactive frame-rates whilst using a large num-
ber of shadow blending passes, which allows a much wider
variety of soft shadows to be approximated. The number of
blending passes can be increased or decreased at run-time,
and we will show that as the number of blending passes in-
creases, our algorithm is able to converge (in a visual sense)
to a result that very similar to that achieved using existing
ray-tracing and differential rendering algorithms17. We also
assume that the only moving objects are the synthetic ones
we are introducing, and that casting shadows is the only ef-
fect these synthetic objects have on the environment.

We use a shaft-based data structure to provide a hierar-
chical subdivision of the light transport paths within the re-
constructed environment. Shafts are used to link a hierarchy
of source patches with a hierarchy of the receiver patches
visible in the image, thereby allowing us to quickly deter-
mine the sources of light that are potentially occluded by
any synthetic objects. We will show how hardware acceler-
ated shadow-mapping may be used to identify the pixels in
an image where light from these sources is occluded by syn-
thetic objects. Multiple rendering passes are then performed
that blend hard shadows together to approximate the soft
shadow cast by the object. We will show how the contri-
butions of light may be easily removed from the background
image using facilities commonly found on modern graphics
hardware. This results in a rendering algorithm capable of
generating complex, visually realistic shadows at interactive
frame-rates.

Construction of the line-space subdivision relies on the
patches in the environment being partitioned into two sets,
containing source and receiver patches respectively. Note
that a single patch may be classified as both a source and a
receiver, and hence may appear in both sets. Also, we make
no distinction between primary and non-primary sources of
light, and simply take every patch with non-zero radiance as
a potential member of the source set. In discussions below,
we refer to any patch with a non-zero radiance as a “source
patch”.

The receiver set contains all patches that are visible from
the point of view of the calibrated image camera. The source
set contains the patches that are considered to provide sig-
nificant contributions of light to the image. This set is built
by first sorting all patches in decreasing order of radiance.
The source set is defined as the first N patches in the sorted
list having a total power equal to a user-specified percentage
of the total power of all patches. This has the effect of re-
moving very insignificant sources of light from further con-
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sideration. The percentage of radiance can be used to trade
accuracy against shaft hierarchy traversal time, but typically,
a value of around 70% has been found to be satisfactory in
all situations we have encountered, as this accounts for all
primary and important secondary sources of light.

6.1. Radiance Transfer Pre-computation

One important assumption we make during the shadow ren-
dering process is that the background environment remains
static. This allows us to pre-compute the radiance transfer
from each source patch to the vertices of patches contained
in the receiver set. Assuming each source patch emits light
diffusely, we calculate the form-factor between each source
patch and each receiver vertex15, 66, multiplied by an estimate
of the point-to-patch visibility obtained using ray-casting.
Because an approximate reflectivity for the vertex has al-
ready been estimated, the radiance transfer from one source
patch to each receiver vertex can be found, and stored with
the source patch. These radiance transfers will be used dur-
ing shaft-hierarchy traversal to identify shafts that represent
insignificant transfers of light, and also during shadow com-
positing to remove the contributions of light emitted by oc-
cluded sources from the background image. Although this
is an O(n2) operation, radiance transfers can be calculated
quickly in practice, due to the small number of receiver ver-
tices and source patches.

6.2. Shaft-Hierarchy Construction

Before the shaft-hierarchy can be built, patches in the source
and receiver sets must be clustered together into separate
hierarchies. Patches in the receiver set are clustered using
top-down octree subdivision. Subdivision is halted once a
node contains less than a user-specified number of receiver
patches. Typically, we build the hierarchy with at most 8
patches in one leaf node, but this number can be increased
or decreased to trade accuracy against shaft-hierarchy traver-
sal time. For the source set, it is important that we have
fine-grain control over traversal of the source hierarchy (see
Section 6.2.1 for further details). Because of this, we clus-
ter patches in the source set using top-down binary KD-tree
subdivision, which results in a much deeper hierarchy than
with an octree. Subdivision is halted once a node contains
a single source patch. For non-leaf nodes in the source hi-
erarchy, the total radiance transfer from all child patches to
each receiver vertex is calculated, summed, and stored with
the node. This will be used in Section 6.4 when generating
shadows from non-leaf positions in the hierarchy.

Once the source and receiver hierarchies are in place, the
sets of line segments connecting nodes in the source and re-
ceiver hierarchies can be constructed using a hierarchy of
shafts35, 22. The purpose of the shaft hierarchy is to allow the
sources of light that are potentially occluded by an object to
be quickly identified.

Shaft-hierarchy construction proceeds in a relatively
straightforward manner, starting with a shaft linking the root
of the source hierarchy to the root of the receiver hierar-
chy. At each level the planes bounding the region of line-
space between patches in the source and receiver nodes are
stored with the shaft. Each shaft is recursively subdivided
until the leaves of both the source and receiver hierarchies
are reached. For each shaft, the total radiance transfer from
its source patches to each of its receiver patch vertices is cal-
culated. Recursion is terminated if it is found that the total
radiance contribution from the shaft’s source patches to each
of its receiver vertices is less than 2% of the total radiance
associated with the vertex. This avoids using many shafts to
store visually insignificant contributions of light40, which in
turn accelerates traversal of the shaft hierarchy and reduces
memory requirements.

The shaft hierarchy introduced in this work has certain
similarities to that proposed by Drettakis and Sillion22. The
main difference between the two approaches is that our hi-
erarchy is only used to store a coarse representation of ex-
isting light transport paths in order to identify the source
patches that are potentially affected by a moving object.
Once these sets of patches have been identified, shadow
mapping hardware is used to resolve the fine-grain occlu-
sions of light (see Section 6.3). Because we are encoding an
existing static lighting solution, we are also able to remove
shafts that transfer insignificant contributions of energy. This
is in contrast to the hierarchy proposed by Drettakis and Sil-
lion, which is used to encode the complete set of light trans-
port paths in an environment. As will be demonstrated later,
this separation of coarse and fine-level evaluation allows our
shaft hierarchy to be constructed very quickly using a small
amount of memory (see Section 7).

6.2.1. Hierarchy Traversal

In order to augment an image with shadows cast by a syn-
thetic object, the sources of light occluded by the object must
be rapidly identified. The shaft hierarchy described above is
used to perform this task, and in this section we outline how
a list of potentially occluded source patches may be gener-
ated.

Given the bounding box of a synthetic object at one par-
ticular instance in time, we are able to quickly identify the
set of shafts that intersect this box and are therefore poten-
tially occluded by the object. This traversal of line-space is
done by visiting each node of the shaft-hierarchy recursively,
starting at the root. An intersection test is applied between
the shaft s and the object’s bounding box35. If the box does
not intersect s, further traversal of the portion of line-space
associated with the shaft can cease. Alternatively, if an in-
tersection occurs, the test is applied recursively to each of
s’s children. If s is a leaf shaft then the source patch p as-
sociated with s is added to a list. p is then tagged with a
frame-number counter that is incremented after every frame
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Receiver Patches

Source Patches

Shaft

Figure 10: Shaft-based subdivision of the line-space be-
tween source patches (blue) and receiver patches (red). A
shaft is built which bounds the line-space between each node
in the receiver and source patch hierarchies.

is rendered. As further source patches are found their counter
tags are checked against the current frame number to make
sure each patch is not added to the list multiple times. Once
traversal of the shaft-hierarchy has been completed, we are
left with a list of source patches that may cast shadows from
the synthetic object (the source list). Similarly, by placing
the receiver patches associated with the leaf shafts in a re-
ceiver list, we are also able to identify the regions of the
scene that will potentially receive a shadow cast by the syn-
thetic object.

The shadow compositing algorithm described in the next
section generates a single hard shadow for each of these
source patches, blending them together to form an approx-
imation to the correct shadow. Typically, the time required
to do this will exceed the amount of time the user is willing
to spend generating each frame. For this reason, our render-
ing algorithm is able to use the source hierarchy to trade ac-
curacy against frame-rate and generate single hard shadows
from groups of source patches in order to render a single
frame within the available time. The mechanisms by which
this is achieved will be described in Section 6.4.

The memory requirements and time required to traverse
line-space depend on the complexity of both the source and
receiver hierarchies. As mentioned above, we use an octree
subdivision and large leaf size for the receiver hierarchy, and
deeper KD-tree subdivision with a small leaf size (i.e. a sin-
gle patch) for the source hierarchy. The octree subdivision
of receivers results in a broad but relatively shallow receiver

hierarchy, meaning that large regions of line-space may be
quickly removed from consideration, and traversal to the
leaf nodes occurs rapidly. For the source hierarchy, however,
more fine-grain traversal is required in order to meet the re-
quired frame rate. Because subdivision of a binary KD-tree
node only increases the total number of leaf nodes by one,
this structure is used to store the source patch hierarchy.

6.3. Shadow Compositing

The process of compositing shadows into the background
image occurs after the synthetic objects have been shaded
and depth composited with the scene model. The overall ap-
proach we take is to generate a shadow-map for each patch
in the source list, and use this shadow-map as a mask to re-
move the corresponding contribution of light from the back-
ground image in regions where the source is occluded from
receivers by the synthetic object. This process is repeated for
each source patch, blending multiple shadows into the back-
ground image and results in a subjectively realistic repre-
sentation of the real shadow. By using facilities available on
modern graphics hardware, the generation of these shadow-
maps and the removal of light contributions from the back-
ground image can be done quickly enough to allow frames to
be generated at interactive rates. In the following discussion
we will assume that we are generating a single shadow from
each patch in the source list. In Section 6.4 we will show
how this assumption may be lifted, allowing the overall ren-
dering speed and quality to be increased or decreased. The
algorithm described here is a modification of the differential
rendering algorithm introduced by Debevec17, enabling us to
work with standard low dynamic-range frame buffers found
in commonly available graphics hardware.

The differential rendering algorithm introduced by De-
bevec describes how two synthetic images of a scene may
be used to compute the changes in a background photograph
caused by the introduction of synthetic objects. Given a ren-
dered image Iob j , containing the synthetic objects and scene
geometry illuminated by the reconstructed lighting data, and
a second image Inoob j that does not contain the synthetic ob-
jects, the difference between these two images, Iε, is sub-
tracted from the background photograph Ib:

I f inal = Ib − Iε = Ib − (Inoob j − Iob j) (2)

in order to generate a final image I f inal that contains the cor-
rect shadowing effects. Wherever Iob j is darker than Inoob j
(i.e. the areas where the synthetic object cast a shadow), light
is subtracted from the background image accordingly.

More specifically, consider a pixel in the image, and
a point x which corresponds to the nearest surface seen
through that pixel. The adjustment εx that must be subtracted
from the radiance associated with the pixel is simply:

εx =
N−1

∑
j=0

Lx j −

N−1

∑
j=0

Lx jVx j =
N−1

∑
j=0

Lx jMx j (3)
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1. Pre-process:
For each source patch j

For each receiver vertex i
Calculate Li j

2. Repeat for each frame:
Render the background image
Render the synthetic objects
For each source patch j

Enable shadow mapping to multiply by Mi j
Subtract contribution from j from the frame-buffer
by rendering the receiver mesh with vertex colours
set to Li j

Figure 11: Two stage compositing process for differential shadow
rendering.

where the summation is over all source patches j = 0 . . .N−

1, Lx j is the unoccluded radiance transferred from source j
to x and then reflected at x towards the camera, and Vx j is
the visibility of j with respect to x, i.e. 0 ≤ Vx j ≤ 1, where
Vx j = 0 if the transfer is completely occluded by a synthetic
object, and 1 if it is completely visible. Defining a new term,
Mx j = 1−Vx j, allows the adjustment to be calculated using a
single summation, where Mx j represents an occlusion mask,
which varies between 1 when i is completely occluded from
j , and 0 when it is completely visible.

In order to apply these adjustments to a background im-
age, we assume that the background scene is static, and sep-
arate the term inside the summation in Equation 3 into two
parts: Lx j which can be pre-computed for each x and j, and
Mx j which depends on the position of the dynamic synthetic
objects.

In order to execute this algorithm at rates fast enough for
interactive applications, we take the basic approach of per-
forming the image generation and subtraction operations in
Equation 2 using graphics hardware. In the following dis-
cussion, we assume that the graphics hardware and frame-
buffer are able to process HDR data. Once the basic algo-
rithm is described, extensions that allow us to work with
low dynamic-range (LDR) data will be presented in Sec-
tion 6.3.1. Facilities to perform these LDR operations are
available on NVIDIA GeForce3/4 graphics hardware, using
extensions to OpenGL 1.2.

We first assume that the contribution of a single source
patch j to each scene point x is smoothly varying, allowing
us to store Li j for each j at the vertices i of patches in the re-
ceiver set. We let the graphics hardware linearly interpolate
the values between each receiver vertex. Differential render-
ing of shadows into a background image can then be per-
formed using the two-stage process presented in Figure 11.
Note that we have explicitly separated the calculation of Mi j

from the subtraction of Li j . This is done because of the dif-

ferent rendering techniques are used to execute each loop:
The first is evaluated using hardware shadow-mapping, ap-
proximating Mi j at each pixel in the image using binary visi-
ble/invisible values. Subtractive blending is then used during
the second loop, and the receiver set is drawn with the colour
of each vertex i set to Li j. Texture combiners are set to use
the shadow-map as a mask, simulating the multiplication by
Mi j.

6.3.1. Shadow Compositing using Graphics Hardware

The discussion so far has only considered HDR represen-
tations of light where, assuming access to a floating-point
frame buffer, we can operate entirely on floating-point ra-
diance values and map back to pixel intensities as a post-
process. Complications occur, however, when we try to ap-
ply differential rendering algorithms to LDR images, as used
by most digital cameras and graphics hardware. Most impor-
tantly, for the background image we wish to augment, the
relationship between high and low dynamic-range represen-
tations of light is non-linear. Ideally we would like to per-
form all operations using HDR data and apply a non-linear
tone-map after shadow compositing:

I f inal = T (L f inal) = T (Lb −Lε)

where I = T (L) is the tone-map transforming radiance into
pixel colours. Unfortunately, due to the LDR nature of the
frame-buffer we must operate entirely with LDR data.

By letting the graphics hardware interpolate between ver-
tices in the receiver set, we can reduce the problem to one
of performing differential rendering at the receiver vertices
themselves. We will denote the desired HDR differential ren-
dering process at a vertex i as:

I f inali = T (Li −

N−1

∑
j=0

Li jMi j)

where Li represents the radiance obtained from the image at
the pixel location associated with vertex i. Define a new in-
tensity transfer Si j for each pair of a vertex i and source patch
j. These intensity transfers are LDR equivalents of the radi-
ance transfers Li j in Equation 3. We wish to subtract these
intensity transfers from the LDR frame-buffer intensity Ii so
that the overall result is equivalent to when HDR operations
are used:

I f inali = Ii −

N−1

∑
j=0

Si jMi j (4)

Because we will be removing these contributions from the
frame-buffer using multiple rendering passes, and we do not
know the correct values for Mi j , Equation 4 implies that:

Sik = Ii −T (Li −

k

∑
j=0

Li jMi j)−
k−1

∑
j=0

Si jMi j (5)

must hold for each 0 ≤ k < N. Unfortunately, we are un-
able to pre-compute the intensity transfers exactly from this
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Figure 12: The reduction in frame-buffer intensity as increasing number of shadow passes are applied (top left), and the error
(in pixel colour) caused by the assumption that all patches are occluded in two equally-sized sets (top right). Errors for two sets
of different sizes are shown on the bottom row.

relation, because the values of Mi j are not known until ren-
dering occurs. The non-linearity of T () also means that the
final result is dependent on the order the source patches are
considered. We can, however, generate a useful approxima-
tion by assuming that each source patch is either entirely
visible or entirely invisible. Initially, we don’t know which
of the source patches will be visible and which will be invis-
ible, but if we assign estimates to each source patch then we
can calculate Si j and remove the correct contribution from
the background image. If the visibility estimates were cor-
rect, this should result in a correct final image, assuming
the order that the source patches are considered remains the
same. In practice, the order is unlikely to remain fixed, but if
we choose to order patches from brightest to dimmest when
evaluating Equation 4, and ensure we sort any later sets of
source patches in that same order, the approximation error
will be reduced.

Without knowing which patches are actually occluded,
we can generate an approximation by randomly partition-
ing the source patches into two separate sets. By assuming
that when all the patches in the first set are occluded those in
the second remain visible, we can fix the values of Mi j and
calculate intensity transfers for the first set of patches using

Equation 5. Similarly, assuming that when the patches in the
second set are all occluded, those in the first set are visible,
we can determine the remaining intensity transfers.

Figure 12 illustrates how this approximation affects the fi-
nal shadow intensity for differently sized sets. The graph in
the top-left shows the typical reduction in Ii that occurs af-
ter each successive rendering pass using a set of 50 random
source patches. The remaining graphs plot the error found
when assuming that all source patches are occluded in dif-
ferently sized sets. Intensity transfers were calculated as de-
scribed above. Varying numbers of P (0 ≤ P ≤ 50) source
patches were then randomly selected as being actually oc-
cluded, simulating the evaluation of Mi j using shadow-
mapping (plotted on the horizontal axis of each graph). For
each P, 10000 trials were run over 4 datasets, and P random
patches were selected for each trial. The difference between
the left and right-hand sides of Equation 4 was then mea-
sured, with M· j = 1 for the P random patches, and 0 other-
wise. The graph shows the variance of the error in red green
and blue pixel intensities.

For each set size, the error is insignificant for small P. This
is because subtracting a small number of incorrect intensity
transfers has little effect on the overall image. Similarly, the
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1. Pre-process:
Sort source patches in decreasing order of transfer

2. For each receiver vertex i:
V1 = V2 = Li

C1 = C2 = T (Li)
For each contributing source patch j:

if j is even
V1 = V1 −Li j
C′

1 = T (V1)
Si j = C1 −C′

1
C1 = C′

1
else

V2 = V2 −Li j
C′

2 = T (V2)
Si j = C2 −C′

2
C2 = C′

2
endif

Figure 13: Pseudo-code for estimating intensity transfers, exe-
cuted before drawing each frame.

error is also small for values of P that match the assumption
being made (e.g. the error is small for P = 25 when assuming
an 50%/50% split). For intermediate values of P, the error
rises as increasing numbers of incorrect intensity transfers
are subtracted from the image.

In practice, we have found that for receivers in the vicin-
ity of synthetic objects, typical occlusion rates run at around
30−50% for the scenes we have examined, and only rarely
rise above 75%. For this reason we have used the 50%/50%
split in all further examples because this split has the small-
est overall error in the 30− 50% region (see the top-right
graph in Figure 12).

6.3.2. Calculating Intensity Transfers

Intensity transfers can be calculated very quickly for each
frame before the shadows are composited into the back-
ground image. Before these intensity transfers can be deter-
mined, the patches in the source list for the current frame
are sorted in decreasing order of average radiance transfer
to patches in the receiver set. The average transfer of ra-
diance from each source patch can easily be pre-computed
and stored with the source hierarchy because we assume that
light reflected off the synthetic objects does not affect the
overall illumination in the scene. The transfers can then be
calculated using the algorithm presented in Figure 13. For
each receiver vertex, V1 and V2 are initialised to the total
radiance gathered from all source patches and reflected at
the vertex towards the camera. These two radiance values
will be used to calculate the intensity transfers under the as-
sumption that the source patches are occluded in two equally
sized sets, as described above. These initial radiance values

are mapped to pixel colours C1 and C2 using the calibrated
camera response function T ().

A loop is then made over all patches in the source list that
can contribute radiance to the vertex. In order to quickly sim-
ulate a random assignment of patches to sets, we assign each
patch according to a randomly generated id number between
0 and N − 1. For even numbered ids, the pre-calculated ra-
diance transfer from the source to the receiver is subtracted
from V1, and the radiance is then transformed by T () into a
pixel colour C′

1. The intensity transfer Si j is then calculated
as the difference between C1 and C′

1. C1 is set equal to C′

1
and the process repeated for the next source patch. For odd
numbered ids the calculations are performed using V2 and
C2, so as the source list is traversed, two independent radi-
ance values are used to estimate the intensity transfers. Each
of these independent values corresponds to one of the sets
we made in the occlusion assumption described above.

6.3.3. Shadow-Map Generation

As a pre-process, simplified representations of all synthetic
objects are generated using the techniques described in26,
each containing between 100 and 500 triangles. These sim-
plified objects are used during shadow-map rendering, and
shadow-map resolution is also limited to 256x256 pixels.
This greatly accelerates rendering speed without visibly re-
ducing image quality.

Once the intensity transfers have been estimated for the
current frame, the second inner-loop of the algorithm pre-
sented in Figure 11 can be executed, with Li j replaced by the
transfers Si j . The receiver set is drawn with vertex colours
set to Si j , and graphics hardware used to interpolate be-
tween these values. A shadow map is then generated for each
source j, allowing us to find M· j . This is done by first ini-
tialising the OpenGL projection and model-view matrices so
the synthetic object is contained entirely within the shadow-
map, as seen from the source patch. The simplified repre-
sentation of the synthetic object is then rendered into the
depth buffer to produce the shadow-map. Hardware shadow-
mapping, texture combiners, and blending operations are ini-
tialised so that when the geometric representation of the re-
ceiver set is drawn, the vertex colours (Si j) are multiplied
by M· j, and the product is subtracted from the background
colour buffer. If required, self-shadows cast onto the syn-
thetic objects can also be generated by approximating the in-
tensity transfer Si j from a source patch to the vertices of the
object, and then rendering the object with shadow-mapping
and blending enabled.

6.4. Controlling Frame-Rate

In the previous section we described how a shadow from
each source patch could be generated and composited into
a background photograph using commonly available graph-
ics hardware. In interactive settings, the time required to do
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Figure 14: (a) Traversal of the shaft-hierarchy identifies
5 out of 6 potentially occluded source patches (marked
in blue). (b) The affected portions of the source hierarchy
(shown in green)are then identified by pushing a frame iden-
tification tag up towards the root node.
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Figure 15: A set of n = 4 source clusters are identified that
represent the combined effect of all 6 potentially occluded
source patches. Starting at the root node (a), the affected
portion of the hierarchy is traversed (b), (c), and (d) until the
required number of source clusters are identified (yellow).

this for all source patches will often exceed the time a user
is willing to spend generating a single frame. In these situa-
tions, what is required is a trade-off between overall shadow
quality and rendering cost, and this can be achieved by gen-
erating shadow-maps from non-leaf nodes in the source hi-
erarchy that was described in Section 6.2.

Figure 14(a) shows a typical source hierarchy, with a root
node at the top and 6 source patches at the leaves. Assume,
for example, that during construction of the source set, N = 5

out of the 6 source patches (shown in blue) have been iden-
tified as being potentially occluded by a synthetic object.
Assuming that we are unable to generate shadows from all
5 sources due to frame-rate constraints, we need to find a
representative source set that encapsulates the effect of all
source patches and yet can be processed in the available
time. We can do this very quickly before each frame is ren-
dered using the algorithm described in this section.

Building the representative source set starts by pushing
the current frame number from each potentially occluded
source patch up towards the root of the hierarchy. This al-
lows the branches of the hierarchy containing these patches
to be identified and marked (shown in green in Figure 14(b)).
Starting with the root, we wish to build a list of n < N nodes,
where each node can be either a leaf of the source hierarchy
or an intermediate node representing the combined effect of
several leaves.

Figure 15(a) shows the start of the construction process
for n = 4 nodes. While the target number of nodes has not
been reached, the node in the list which transfers the largest
average amount of radiance to patches in the receiver set is
removed from the list. This is done very quickly by stor-
ing the list using a binary tree, sorted by the average ra-
diance transfer. Initially, as it is the only node in the list,
the root node is removed. The hierarchy is then traversed by
one level and the node’s immediate children in the marked
portions of the hierarchy are identified and added to the list
(source patch “2” and node “B”). This process is repeated
until the required number of patches or nodes is found. Fig-
ures 15(b) and (c) show further traversals, until finally, in (d)
we reach the target of n = 4 nodes. Note that although we
have chosen fewer than 5 nodes, the energy from all poten-
tially occluded source patches is still accounted for, because
the radiance transfer from node “C” represents the combined
effect of source patches “3” and “4”. When rendering a sin-
gle shadow-map from a cluster of sources, such as node “C”,
the origin of the source is chosen to coincide with the centre
of the patch that contributes the most energy to the receivers.

7. Example Augmented Environments

The algorithms described here have been implemented us-
ing OpenGL on a 2.5 GHz Pentium 4 PC running Mi-
crosoft Windows XP and equipped with a NVIDIA GeForce
4 Ti4600 graphics card. Examples showing interactive ob-
ject movement are given in Figure 16. All images are snap-
shots from an interactive session rendered at approximately
15 frames-per-second, using 50 blending passes. Of this,
the majority of the time was spent generating and blending
shadows into the background image, and the time required
to shade each object was negligible. The left-hand column
shows an example where the user is lifting a box off the floor
of the scene. Because the intensity of the shadows blended
into the background image are based on the actual amount
of light transferred from source to receiver, the reduction in
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Figure 16: Examples of interaction between a synthetic object and real environment, generated at around 15 frames-per-second
using our system. The left-hand column illustrates the reduction in shadow intensity that occurs as the synthetic object is raised
off the ground. The sequence in the right-hand column shows how real and virtual shadows can interact as the synthetic object
is moved underneath the real desk.

intensity of the synthetic shadow is correctly modelled as the
object is raised off the floor. The right-hand column shows a
different kind of interaction between a synthetic object and
the environment, where the sphere moves under a real table.

Notice the darkening of the object and merging of the syn-
thetic shadow with the real shadow due to the fact that the
desk has been included in the geometric scene model. Fur-
ther examples are given in the accompanying video material.
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Interactive Rendering Ray Traced Reference Photographic Reference

Figure 17: A comparison of image quality for three different scenes, containing both soft and harder-edged shadows cast
by daylight and artificial light sources. Snapshots from interactive sessions with our system are shown on the left, generated
at (from top to bottom) 14, 12 and 16 frames-per-second respectively. Ray-traced reference images are shown in the middle
column, and photographic references containing an equivalent real object at approximately the same position are shown on the
right. Further details are given in the text.

Figure 17 compares rendering quality against ray-traced
and photographic references for different lighting environ-
ments. In each row, an image produced using our interactive
system is shown on the left, a ray-traced image generated
using a HDR differential rendering algorithm17 is shown in
the middle, and a photograph of a real object in the scene
is shown on the right. The left-hand images were all gener-
ated using 50 blending passes, and were rendered at 14, 12
and 16 frames-per-second respectively. For comparison, the
ray-traced images in the middle column each took several
hours to generate using an un-optimized Monte-Carlo ray-
tracer. Overall, the shadows generated using our algorithm

are subjectively very similar to both the ray-traced and pho-
tographic references.

Note that the differences in shading of the synthetic ob-
jects in these examples are due to the fact that we did not ac-
curately measure or model the reflectance properties of the
real object. As such, the shading is only an approximation
and these images are only intended to indicate the quality of
the shadows that our rendering algorithm can generate.

The time spent constructing the patch and shaft hier-
archies for these examples was relatively small. The first
example in Figure 17 required around 30 seconds of pre-
processing time, and produced a shaft hierarchy with 47,000
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Figure 18: This figure shows the trade-off between rendering speed and accuracy that is available with our system, for two
different lighting environments. From top to bottom, this figure presents snapshots from our system with shadows generated
using 10, 20 and 50 blending passes. These images were rendered at approximately 35, 25 and 14 frames per second for the left
column, and 27, 18 and 9 frames per second for the right column. For comparison, ray-traced reference images are shown on
the bottom row.

leaf nodes occupying just over 9 Mb of memory. The sec-
ond and third examples only required 15 seconds of pre-
processing, generating 102,000 and 64,000 leaf shafts re-
spectively. Typically, each scene contained between 1000

and 2000 patches, and between 10 and 40 milliseconds was
required to traverse the shaft hierarchy and generate a repre-
sentative source set for each frame.
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The trade-off that can be made between frame rendering
time and shadow accuracy is illustrated under two different
lighting environments in Figure 18. On the top row, a 500
triangle sphere was rendered into a background environment
using different numbers of blending passes. For each number
of passes, the algorithm described in Section 6.4 was used to
determine a representative set of source nodes, and a sin-
gle shadow-map was generated for each node. From left to
right, the Figure shows frames generated with 10, 20 and 50
passes. These were rendered at rates of 35, 25 and 14 frames-
per-second. For comparison, a ray-traced image was also
produced in approximately 1 hour and is shown on the right.
Note that because the image on the far-left was generated
with a smaller number of blending passes, the hard-edged
shadows are clearly visible. Our algorithm is, however, able
to maintain the same overall intensity of the shadow as in
the ray-traced image (see Section 6.3.1). As the number of
blending passes increases, the hard edges of the individual
shadow-maps are less visible and the overall result becomes
an increasingly better approximation to the ray-traced ref-
erence image on the far-right. Similar images for a second
lighting environment are given on the bottom row. Frame
rendering rates for this example were 27, 18 and 9 frames-
per-second respectively, with the ray-traced image requiring
over 1.5 hours to render.

8. Perception and Realism

Realness - the state of being actual or real. Obviously this
definition refers to the ‘real’ world and our perception of
it, however frequently in the doctrine of computer science
the terms ‘realistic’, ‘realism’ and ‘real’ are discussed. Ob-
viously anything represented on a computer is not real but
just an approximation, so what do these expressions refer
to?

There are many uses for computers in the world we live
in ranging from high performance games to high accu-
racy mathematical calculations. Both of these examples and
countless more have one thing in common the need to have
some level of realism. Within the games industry it is im-
portant for there be some link with reality (or at least some
conceivable fantasy of reality) to involve the player in the
game. However the level of realism needed in a computer
game is related to the genre and objective of the game. At
the other end of the spectrum there applications that directly
apply to the real world; one example is the package that per-
forms the aerodynamics calculations that go into producing a
new fighter aircraft. In this circumstance an extremely high
approximation of reality is needed to ensure that the plane
will fly. So within a computer game it is important that the
plane looks realistic and behaves like we would expect, how-
ever in the mathematical model the appearance of the plane
does not matter (and probably isn’t even calculated) but it is
crucial that the behaviour is as real as possible.

This section is concerned with some of the issues present
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Figure 19: Cross-section of the human eye.

when attempting to create realistic computer graphics. We
start by discussing vision and how we actually perceive
the world we live in. Later we move on to discuss several
methods of measuring the ‘realism’ of a computer generated
scene.

8.1. Visual Perception

The world in which we live comprises of an unfathomable
amount of information, fortunately many birds and mam-
mals possess a bewildering array of visual systems which
have evolved for the purposes of detecting and using infor-
mation from reflected light. These range from simple pho-
toreceptors to distinguish light from darkness, to complex
chains of actions which lead to cognitive perception. In the
case of vision, light in the form of electromagnetic radia-
tion, activates receptor cells in the eye triggering signals to
the brain. These signals are not understood as pure energy,
rather, perception allows them to be interpreted as objects,
events, people and situations. Because of this ability to iden-
tify items, visual information has become crucial to many
animals for locating and identifying food, suitable habitats,
and predators, as well as functioning to orient animals in
their overall surroundings.

8.1.1. The Human Visual System

A combination of physics and chemistry within the eye and
cognition and perception in the brain gives rise to vision.
Reflected light rays enter the eye and are transformed into
electrical signals. Brain cells then decode the signals provid-
ing us with sight. A diagram of the anatomical components
of the human eye is shown in Figure 19. The main structures
are the iris, lens, pupil, cornea, retina, vitreous humor, optic
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Figure 20: The range of luminances in the natural environ-
ment and associated visual parameters, after Ferwerda et
al.23.

disk and optic nerve. When light enters the eye, it first passes
through the cornea, then the aqueous humor, lens (where it
is focused) and vitreous humor.

Ultimately it reaches the retina, which is the light-sensing
structure of the eye. The retina is a mesh of photoreceptors,
which receive light and pass the stimulus on to the brain.
The retina contains two types of cells, called rods and cones.
Rods handle vision in low light, and cones handle colour vi-
sion and detail. When light contacts these two types of cells,
a series of complex chemical reactions occurs. The chem-
ical that is formed (activated rhodopsin) creates electrical
impulses in the optic nerve. Generally, the outer segments of
rods are long and thin, whereas the outer segment of cones
are more cone-shaped.

There are millions of cone cells densely packed into the
macula. These allow the highly detailed vision needed to
read an eye chart or car number plate, or study the stars
through a telescope. Conversely rods provided some pe-
ripheral vision but are primarily for night vision. Since the
rods do not distinguish colour, vision in dim light is al-
most colourless. Cones provide both luminance and colour
vision in daylight. Cones contain three different pigments,
which respond either to blue (445nm), green (535nm), or
red (570nm) wavelengths of light.

Normal daytime vision, where the cones predominate vi-
sual processing is termed photopic, whereas low light lev-
els where the rods are principally responsible for perception
is termed scotopic vision. When both rods and cones are
equally involved then vision is termed mesopic. Figure 20
shows how this range of luminance is encountered in a nat-
ural environment.

8.1.2. Visual Acuity and Contrast Sensitivity

This is the ability of the Human Visual System to resolve de-
tail in an image. The human eye is less sensitive to gradual
and sudden changes in brightness in the image plane but has

higher sensitivity to intermediate changes. Visual field indi-
cates the ability of each eye to perceive objects over a certain
spatial range of vision. A normal field of vision is approxi-
mately 180 degrees. The standard definition of normal visual
acuity (20/20 vision) is the ability to resolve a spatial pattern
separated by a visual angle of one minute of arc. Since one
degree contains sixty minutes, a visual angle of one minute
of arc is 1/60 of a degree. The spatial resolution limit is de-
rived from the fact that one degree of a scene is projected
across 288 micrometers of the retina by the eye’s lens.

In this 288 micrometers dimension, there are 120 colour
sensing cone cells packed. Thus, if more than 120 alternat-
ing white and black lines are crowded side-by-side in a sin-
gle degree of viewing space, they will appear as a single grey
mass to the human eye. With a little trigonometry it is possi-
ble to calculate the resolution of the eye at a specific distance
away from the lens of the eye.

Contrast can be defined as by:

(lmax − lmin)/(lmax + lmin),

where l refers to a range luminance values. Contrast sensi-
tivity is a measure of how faded or washed out an image
can be before it become indistinguishable from a uniform
field. It has been experimentally determined that the min-
imum discernible difference in grey scale level that the eye
can detect is about 2% of full brightness. Contrast sensitivity
is a function of the size or spatial frequency of the features in
the image. However, this is not a direct relationship as larger
objects are not always easier to see than smaller objects.

Human brightness sensitivity is logarithmic, so it fol-
lows that for the same perception, higher brightness requires
higher contrast. Apparent brightness is dependent on back-
ground brightness. This phenomenon, termed conditional
contrast is illustrated in Figure 21. Despite the fact that all
centre squares are the same brightness, they are perceived as
different due to the different background brightness.

8.1.3. Depth Perception

Stereo vision gives the ability to see the world in three di-
mensions and to perceive distance. Various cues allow for
depth perception. The difference between the images pro-
jected onto the left and right eyes, known as the binocular
disparity, is used to discern depth at a close range. Monocu-
lar cues are cues to depth which are effective when viewed
with only one eye; these include interposition, atmospheric
perspective, texture gradient, linear perspective, size cues,
height cues and motion parallax.

8.1.4. Perceptual Constancy

This is an effect where objects are perceivable alike despite
changes in lighting and hence physical vision. A number of
perceptual constancies including lightness constancy, colour
constancy and shape constancy have been identified by psy-
chologists.
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Figure 21: Simultaneous Contrast: The internal squares all have the same luminance, but changes in luminance in the sur-
rounding areas change the perceived luminance of the internal squares.

• Lightness Constancy: This is the ability to correctly per-
ceive surface lightness despite changes in the level of il-
lumination

• Colour Constancy: This is the ability to correctly perceive
the colour of an object despite changes in illumination.

• Shape Constancy: The ability to correctly perceive shape
regardless of changes in orientation.

8.1.5. Lightness Perception

Gilchrist31 defines a lightness error as "any difference be-
tween the actual reflectance of a target surface and the re-
flectance of the matching chip selected from a Munsell
chart". An observer can be asked to match the reflectance of
simulated objects (in a computer generated rendition of the
real world) to the same Munsell chart. This gives a measure
of lightness errors with respect to the computer image. Be-
cause of limitations of the HVS, errors will be perceived in
both the real world and any representation of it. If these sets
of errors are similar the representation of the real world can
be deemed perceptual similar (at least in terms of lightness)
to the real world. This is a relatively simple process to per-
form making it suitable as a measure of perception (or real-
ity) for some simple scenes. Psychologists have proven that
lightness constancy depends on the successful perception of
lighting and the 3D structure of a scene. As the key features
of any scene are illumination, geometry and depth, the task
of lightness matching encapsulates all three key character-
istics into one task. McNamara et al.47 demonstrated this
within a simple experimental framework by using measure-
ment of lightness error to calculate optimal rendering param-
eters for simple greyscale scenes.

8.2. Image Quality Metrics

Reliable image quality assessments are necessary for the
evaluation of realistic images synthesis algorithms. Typi-
cally the quality of the image synthesis method is evaluated
using image-to-image comparisons. Often comparisons are
made with a photograph of the scene that the image depicts.
Several image fidelity metrics have been developed whose
goals are to predict the amount of differences that would

be visible to a human observer. It is well established that
simple approaches like mean squared error do not provide
meaningful measures of image fidelity, thus more sophis-
ticated measures which incorporate a representation of the
HVS are needed. It is generally recognised that more mean-
ingful measures of image quality are obtained using tech-
niques based on visual (and therefore subjective) assessment
of images, after all most final uses of computer generated
images will be viewed by human observers.

8.2.1. Perceptually Based Image Quality Metrics

A number of experimental studies have demonstrated many
features of how the HVS works. However, problems arise
when trying to generalise these results for use in computer
graphics. This is because, often, experiments are conducted
under limited laboratory conditions and are typically de-
signed to explore a single dimension of the HVS. Instead of
reusing information from these previous psychophysical ex-
periments, new experiments are needed which examine the
HVS as a whole rather than trying to probe individual com-
ponents. Using validated image models that predict image
fidelity, programmers can work toward achieving greater ef-
ficiencies in the knowledge that resulting images will still
be faithful visual representations. Also in situations where
time or resources are limited and fidelity must be traded off
against performance, perceptually based error metrics could
be used to provide insights into where corners could be cut
with least visual impact.

Using a simple five sided cube as their test environment
Meyer et al.48 presented an approach to image synthesis
comprising separate physical and perceptual modules. They
chose diffusely reflecting materials to build a physical test
model. Each module was verified using experimental tech-
niques. The test environment was placed in a small dark
room. Radiometric values predicted using a radiosity light-
ing simulation were compared to physical measurements of
the radiant flux density in the real scene. Results showed that
irradiation was greatest near the centre of the open side of the
cube. This area provided the best view of the light source
and other walls. In summary, there was a good agreement
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between the radiometric measurements and the predictions
of the lighting model.

Rushmeier et al.63 explored using perceptually based met-
rics, based on image appearance, to compare image quality
to a captured image of the scene being represented. The goal
of this work was to obtain results by comparing two images
using models that give a large error when differences ex-
ist between images. The following models attempt to model
effects present in the HVS. Each uses a different Contrast
Sensitivity Function (CSF) to model the sensitivity to spatial
frequencies.

Model 1 After Mannos and Sakrison: First, all the lumi-
nance values are normalised by the mean luminance. The
non linearity in perception is accounted for by taking the
cubed root of each normalised luminance. A Fast Fourier
Transform (FFT) is computed of the resulting values, and the
magnitudes of the resulting values are filtered with a CSF to
an array of values. Finally the distance between the two im-
ages is computed by finding the Mean Square Error (MSE)
of the values for each of the two images. This technique
therefore measures similarity in Fourier amplitude between
images.

Model 2 After Gervais et al: This model includes the ef-
fect of phase as well as magnitude in the frequency space
representation of the image. Once again the luminances are
normalised by dividing by the mean luminance. An FFT
is computed producing an array of phases and magnitudes.
These magnitudes are then filtered with an anisotropic CSF
filter function constructed by fitting splines to psychophysi-
cal data.

Model 3 After Daly: In this model the effects of adapta-
tion and non-linearity are combined in one transformation,
which acts on each pixel individually. In the first two mod-
els each pixel has significant global effect in the normalisa-
tion by contributing to the image mean. Each luminance is
transformed by an amplitude nonlinearity value. An FFT is
applied to each transformed luminance and then they are fil-
tered by a CSF (computed for a level of 50 cd/m2). The dis-
tance between the two images is then computed using MSE
as in model 1.

The Visible Difference Predictor (VDP) is a perceptually
based image quality metric proposed by Daly. Myskowski
realised this metric had many potential applications in real-
istic image synthesis. He completed a comprehensive val-
idation and calibration of VDP response via human psy-
chophysical experiments. The VDP was tested to determine
how close predictions come to subjective reports of visible
differences between images by designing two human psy-
chophysical experiments. Results from these experiments
showed a good correspondence for shadow and lighting pat-
tern masking and in comparison of the perceived quality of
images generated as subsequent stages of indirect lighting
solutions.

8.2.2. Low-level perception-based error metrics

Perceptual error metrics have also been used in several other
areas. Gibson and Hubbold28 proposed a perception-driven
hierarchical algorithm for radiosity used to decide when to
stop hierarchy refinement. Links between patches are not re-
fined anymore once the difference between successive lev-
els of elements becomes unlikely to be detected perceptu-
ally. Gibson and Hubbold also applied a similar error metric
to measure the perceptual impact of the energy transfer be-
tween two interacting patches, and to decide upon the num-
ber of shadow feelers that should be used in visibility test for
these patches.

Perceptually-informed error metrics have also been suc-
cessfully introduced to control the adaptive mesh subdivi-
sion and mesh simplification. Implementations have been
done by Myszkowski et al.50, Gibson and Hubbold28 , and
Volevich et al.76.

8.2.3. Advanced Perception-Based Error Metrics

The scenario of embedding advanced HVS models into
global illumination and rendering algorithms is very attrac-
tive, because computation can be perception-driven specifi-
cally for a given scene.

Bolin and Meyer7 developed an efficient approximation
of the Sarnoff Visual Discrimination Model (VDM), which
made it possible to use this model to guide samples in a
rendered image. Because samples were only taken in areas
where there were visible artefacts, some savings in rendering
time compared to the traditional uniform or adaptive sam-
pling were reported.

Myszkowski50 has shown some applications of the VDP
to drive adaptive mesh subdivision taking into account vi-
sual masking of the mesh-reconstructed lighting function by
textures.

Ramasubramanian et al.61 have developed their own im-
age quality metric which they applied to predict the sensi-
tivity of the human observer to noise in the indirect light-
ing component. This made possible more efficient distri-
bution of indirect lighting samples by reducing their num-
ber for pixels with higher spatial masking (in areas of im-
ages with high frequency texture patterns, geometric details,
and direct lighting variations). All computations were per-
formed within the framework of the costly path tracing al-
gorithm, and a significant speedup of computations was re-
ported compared to the sample distribution based on purely
stochastic error measures.

A practical problem arises that the computational costs
incurred by the HVS models introduce an overhead to the
actual lighting computation, which may become the more
significant the more rapid is the lighting computation. This
means that the potential gains of such perception-driven
computation can be easily cancelled by this overhead de-
pending on many factors such as the scene complexity, per-
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formance of a given lighting simulation algorithm for a given
type of scene, image resolution and so on. The HVS models
can be simplified to reduce the overhead, e.g., Ramasubra-
manian et al.61 ignore spatial orientation channels in their vi-
sual masking model, but then underestimation of visible im-
age artefacts becomes more likely. To prevent such problems
and to compensate for ignored perceptual mechanisms, more
conservative (sensitive) settings of the HVS models should
be applied, which may also reduce gains in lighting compu-
tation driven by such models.

8.2.4. Visible Differences Predictor

Although, substantial progress in physiology and psy-
chophysics studies has been achieved in recent years, the
Human Visual System (HVS) as the whole, and in partic-
ular, the higher order cognitive mechanisms, are not fully
understood. Only the early stages of the visual pathway be-
ginning with the retina and ending with the visual cortex are
considered as mostly explored.

It is believed that the internal representation of an image
by cells in the visual cortex is based on spatial frequency
and orientation channels. The channel model explains such
visual characteristics well as:

• The overall behavioural Contrast Sensitivity Function
(CSF) - visual system sensitivity is a function of the spa-
tial frequency and orientation content of the stimulus pat-
tern.

• Spatial masking - detect ability of a particular pattern is
reduced by the presence of a second pattern of similar fre-
quency content.

• Sub-threshold summation - adding two patterns of sub-
threshold contrast together can improve detect ability
within a common channel.

• Contrast adaptation - sensitivity to selected spatial fre-
quencies is temporarily lost after observing high contrast
patterns of the same frequencies.

• The spatial frequencies after effects - as result of the eye
adaptation to a certain grating pattern, other nearby spatial
frequencies appear to be shifted.

Because of these favourable characteristics, the channel
model provides the core of the most recent HVS models that
attempt to describe spatial vision. The VDP is considered
one of the leading computational models to predicting the
differences between images that can be perceived by the hu-
man observer. The VDP receives as input a pair of images,
and as output it generates a map of probability values, which
characterize perceptibility of the differences.

The input target and mask images undergo an identical
initial processing, Figure 22. At first, the original pixel inten-
sities are compressed by the amplitude non-linearity based
on the local luminance adaptation, simulating Weber’s law-
like behaviour. Then the resulting image is converted into
the frequency domain and processing of CSF is performed.

The resulting data is decomposed into the spatial frequency
and orientation channels using the Cortex Transform, which
is a pyramid-style, invertible, and computationally efficient
image representation. Then the individual channels are trans-
formed back to the spatial domain, in which visual masking
is processed. For every channel and for every pixel, the ele-
vation of detection threshold is calculated based on the mask
contrast for that channel and that pixel. The resulting thresh-
old elevation maps can be computed for the mask image,
or mutual masking can be considered by taking the mini-
mal threshold elevation value for the corresponding channels
and pixels of the two input images. These threshold elevation
maps are then used to normalize the contrast differences be-
tween target and mask images. The normalized differences
are input to the psychometric function which estimates prob-
ability of detecting the differences for a given channel. This
estimated probability value is summed across all channels
for every pixel. Finally, the probability values are used to vi-
sualize visible differences between the target and mask im-
ages. It is assumed that the difference can be perceived for a
given pixel when the probability value is greater than 0.75,
which is standard threshold value for discrimination tasks.
When a single numeric value is needed to characterize the
differences between images, the percentage of pixels with
probability greater than this threshold value is reported.

The main advantage of the VDP is a prediction of local
differences between images (on the pixel level). The orig-
inal Daly model also has some disadvantages, for exam-
ple, it does not process chromatic channels in input images.
However, in global illumination applications many impor-
tant effects such as the solution convergence or the quality
of shadow reconstruction can be relatively well captured by
the achromatic mechanism, which is far more sensitive than
its chromatic counterparts. The VDP seems to be one of the
best existing choices for the prediction of image quality for
various settings of global illumination solutions2.

8.3. Comparing Real and Synthetic Images

8.3.1. Human Visual Perception

A number of psychophysical experimental studies have
demonstrated many features of how the HVS works. How-
ever, problems arise when trying to generalise these results
for use in computer graphics. This is because, often, experi-
ments are conducted under limited laboratory conditions and
are typically designed to explore a single aspect of the visual
system. Additionally, many previous classical psychophys-
ical studies have contained factors either not practical, or
just impossible, to recreate on a computer VDU. Instead of
reusing information from previous psychophysical experi-
ments, new experiments are needed which examine the HVS
as a whole rather than trying to probe individual compo-
nents.
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Figure 22: Block diagram of the Visible Differences Predictor (heavy arrows indicate parallel processing of the spatial fre-
quency and orientation channels.

Figure 24: Results obtained by McNamara et al. in lightness matching task experiments.

8.3.2. Physical Comparisons

A number of experiments have been conducted at the Uni-
versity of Bristol where comparisons between made between
real and synthetic images. These comparisons although com-
paring real and synthetic images have been task specific and
have employed only simple controlled environments. McNa-
mara et al.47. performed a series of experiments where sub-
jects were asked to match lightness patches within the real
world to those on a VDU, Figure 23. They discovered that
a photograph of the real scene gave the highest perceptual

match, with a high quality tone mapped rendered version
coming a close second. A graph of their findings is shown
in Figure 24. In all cases Radiance was used to render the
images.

9. Tone Mapping and High Dynamic Range Imaging

The natural world presents our visual system with a wide
range of colors and intensities. A starlit night has an average
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Figure 25: Simple diagram of Tone Mapping.

luminance level of around 10−3 candelas/m2 , and daylight
scenes are close to 105 cd/m2.

Humans can see detail in regions that vary by 1:104 at any
given adaptation level, over which the eye gets swamped by
stray light (i.e., disability glare) and details are lost. Modern
camera lenses, even with their clean-room construction and
coated optics, cannot rival human vision when it comes to
low flare and absence of multiple paths ("sun dogs") in harsh
lighting environments. Even if they could, conventional neg-
ative film cannot capture much more range than this, and
most digital image formats do not even come close. With the
possible exception of cinema, there has been little push for
achieving greater dynamic range in the image capture stage,
because common displays and viewing environments limit
the range of what can be presented to about two orders of
magnitude between minimum and maximum luminance. A
well-designed CRT monitor may do slightly better than this
in a darkened room, but the maximum display luminance is
only around 100 cd/m2, which does not begin to approach
daylight levels. A high-quality xenon film projector may get
a few times brighter than this, but they are still two orders
of magnitude away from the optimal light level for human
acuity and color perception.

As a result of global illumination, images with huge dy-

Figure 23: Photograph and diagram of experimental setup
employed by McNamara et al. in lightness matching task ex-
periments.

namic ranges have become more common. Dealing with
such values requires new file formats and more importantly
devices able to display such range. The first requirement
has been solved by the development of HDR file formats
which allow the images to be stored in a more efficient way
than storing three floating point numbers for each RGB. The
RGBE file format78 for example requires only 32 bit to store
the whole luminance information.

Unfortunately it is still practicaly impossible to display
these luminances on standard devices such as CRT monitors
or printers. So how can the appearance of extremes of light
and shadow be reproduced using only the tiny range of avail-
able display outputs?

Appearance-preserving transformations from scene to
display, or tone reproduction operators, can solve this prob-
lem and were first described in the computer graphics litera-
ture by Tumblin and Rushmeier75 as shown in Figure 25.

9.1. Tone Mapping

Tone-mapping algorithms rely on observer models that
mathematically transform scene luminances into all the vi-
sual sensations experienced by a human observer viewing
the scene, estimating the brain’s own visual assessments. A
tone reproduction operator tries to match the outputs of one
observer model applied to the scene to the outputs of another
observer model applied to the desired display image. Tum-
blin and Rushmeier75 were the first to bring the issue of tone
mapping to the computer graphics community. They offered
a general framework for tone reproduction operators by con-
catenating a scene observer model with an inverse display
observer model, and when properly constructed such oper-
ators should guarantee the displayed image is veridical: it
causes the display to exactly recreate the visual appearance
of the original scene, showing no more and no less visual
content than would be discernible if actually present to see
the original scene.

Unfortunately, visual appearance is still quite mysteri-
ous, especially for high contrast scenes, making precise and
verifiable tone reproduction operators difficult to construct
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and evaluate. Appearance, the ensemble of visual sensations
evoked by a viewed image or scene, is not a simple one-to-
one mapping from scene radiance to perceived radiance, but
instead is the result of a complex combination of sensations
and judgments, a set of well-formed mental estimates of
scene illumination, reectance, shapes, objects and positions,
material properties, and textures. Though all these quanti-
ties are directly measurable in the original scene, the mental
estimates that make up visual appearance are not.

The most troublesome task of any basic tone reproduc-
tion operator is detail-preserving contrast. The human visual
system (HVS) copes with large dynamic ranges through a
process known as visual adaptation.

Local adaptation, the ensemble of local sensitivity-
adjusting mechanisms in the human visual system, reveals
visible details almost everywhere in a viewed scene, even
when embedded in scenes of very high contrast. Although
most sensations that humans perceive from scene contents,
such as reectance, shape, color and movement can be di-
rectly evoked by the display outputs, large contrasts cannot.
As shown in Figure 26, high contrasts must be drastically re-
duced for display, yet somehow must retain a high contrast
appearance and at the same time keep visible in the displayed
image all the low contrast details and textures revealed by lo-
cal adaptation processes.

There are different reasons that make the tone mapping
problem sometimes difficult to solve. The most obvious
reason is that, as mentioned above the contrast ratio that
can be produced by a standard CRT monitor is only about
100:1 which is much smaller that what can exist in the real
world. Newspaper photographs achieve a maximum contrast
of about 30:1, the best photographic prints can provide con-
trasts as high as 1000:1. In comparison, scenes that include
visible light sources, deep shadows, and highlights can reach
contrasts of 100000:1. Another reason that makes tone map-
ping operators fail in some cases is that the simplest ways
to adjust scene intensities for display will usually reduce or
destroy important details and textures.

9.1.1. Tone Mapping Operators

In the past decade quite a few authors have developed tone
mapping operators to display HDR imagery. These algo-
rithms can all be classified in two main categories: spatially
uniform (non-local) and spatially varying (local). This is
shown in Figure 27.

9.1.2. Local Operators

Humans are capable of viewing high contrasts scenes thanks
to the local control sensitivity in the retina. This suggests that
a position-dependent scale factor might reduce scene con-
trasts acceptably and allow them to be displayed on a low
dynamic range device. This approach converts the original
scene or real-world intensities to the displayed image inten-
sities, using a position-dependent multiplying term.

Chiu et al.11 addressed the problem of global visibility
loss by scaling luminance values based on a spatial average
of luminances in pixel neighborhoods. Very dark or bright
areas are not clamped (like in the very first models) but are
scaled according to their spatial location. Their approach
provides excellent results on smoothly shaded portions of
an image; however, any small bright feature in the image
will cause strong attenuation of the neighboring pixels and
surround the feature or high-contrast edge with a noticeable
dark band or halo. This error occurs because the human eye
is very sensitive to variation at high spatial frequencies.

Schlick65 followed the work proposed by Chiu but this al-
gorithm also reported problems with similar halo artifacts.
Schlick used a first-degree rational polynomial function to
map high-contrast scene luminances to display system val-
ues. This function works well when applied uniformly to
each pixel of a high-contrast scene, and is especially good
for scenes containing strong highlights. Next, he made an
attempt to mimic local adaptation by locally varying a map-
ping function parameter; one method caused halo artifacts.
Schlick concentrated mainly on efficiency and simplicity
rather than improving the method mentioned above.

Rahman et al.57 devised a full-color local scaling and con-
trast reduction method using a multiscale version of Land’s
"retinex" theory of color vision. Retinex theory estimates
scene reflectances from the ratios of scene intensities to their
local intensity averages. Jobson, Rahman, and colleagues
also use Gaussian low-pass filtering to find local multiply-
ing factors, making their method susceptible to halo arti-
facts. They divide each point in the image by its low-pass
filtered value, then take the logarithm of the result to form
a reduced contrast "single-scale retinex." To further reduce
halo artifacts they construct a "multiscale retinex" from a
weighted sum of three single-scale retinexes, each computed
with different sized filter kernels, then apply scaling and
offset constants to produce the display image. These and
other constants give excellent results for the wide variety of
24bit RGB images used to test their method, but it is unclear
whether these robust results will extend to floating-point im-
ages whose maximum contrasts can greatly exceed 255:1.

Pattanaik et al.53 proposed a tone reproduction algorithm
that takes into account representations of pattern, luminance
and color processing in the Human Visual System. The
model accounts for changes of perception at threshold and
suprathresholds levels of brightness. This tone mapping al-
gorithm also allows chromatic adaptation as well as lumi-
nance adaptation, Figure ??. It however doesn’t include any
time adaptation models.

Recently Reinhard? proposed an operator that is based on
photographic practice using a system called the zone system
which divides the scenes luminances into 11 printing zones.
The zones go from black (zone 0) to white (zone 10). Then
a luminance reading for a middle gray is taken and is as-
signed to zone 5. The dynamic range is captured by reading
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Figure 26: Top images show the dynamic range, bottom is the tone mapped image.

light and dark regions. This operator firstly applies a scal-
ing to the entire image to reduce the dynamic range and then
modifies locally the contrast of some regions by highlighting
or darkening to improve the overall visibility. There is also
a global version of the operator which tries to simulate the
"dodging and burning" techniques used in photography.

9.1.3. Global Operators

Most imaging systems do not imitate local adaptation. In-
stead, almost all image synthesis, recording, and display pro-
cesses use an implicit normalizing step to map the original
scene intensities to the target display intensities without dis-
turbing any scene contrasts that fall within the range of the
display device. This normalizing consists of a single con-
stant multiplier. Image normalizing has two important prop-
erties: it preserves all reproducible scene contrasts and it dis-
cards the intensities of the original scene or image.

Contrast, the ratio of any two intensities, is not changed
if both intensities are scaled by the same multiplier. Nor-
malizing implicitly assumes that scaling does not change the
appearance, as if all the perceptually important information
were carried by the contrasts alone, but scaling display inten-
sities can strongly affect a viewer’s estimates of scene con-

trasts and intensities. Although this scaling is not harmful for
many well-lit images or scenes, discarding the original inten-
sities can make two scenes with different illumination levels
appear identical. Normalizing also fails to capture dramatic
appearance changes at the extremes of lighting, such as grad-
ual loss of color vision, changes in acuity, and changes in
contrast sensitivity.

Tumblin and Rushmeier75 tried to capture some of these
light dependent changes in appearance by describing a "tone
reproduction operator," which was built from models of
human vision, to convert scene intensities to display in-
tensities. They offered an example operator based on the
suprathreshold brightness measurements made by Stevens
and Stevens72 who claimed that an elegant power-law re-
lation exists between luminance, adaptation luminance, and
perceived brightness. Tumblin and Rushmeier’s used the re-
sults of Stevens and Stevens and tried to preserve brightness
in a scene. However it had some large limitations: images
or scenes that approach total darkness processed with their
method are displayed as anomalous middle gray images in-
stead of black, and display contrasts for very bright images
(> 100 cd/m2) are unrealistically exaggerated.

Soon afterwards Ward77 presented a much simpler ap-
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Figure 27: Taxonomy of tone mapping operators (after Devlin et al.20).

Figure 28: Detection thresholds over the full range of vision.

proach to appearance modeling that also provided a better
way to make dark scenes appear dark and bright scenes ap-
pear bright on the display. The idea behind this operator
is that visibility is preserved which insures that the small-
est perceptible difference in a real scene corresponds to the
smallest perceptible difference in the image.

Ferwerda et al.23 offered an extended appearance model
for adaptation that successfully captured several of its most
important visual effects. This operator takes into account the
transition for achromatic night vision and chromatic day vi-
sion. This is achieved by modeling the gradual transition
from cone-mediated daylight vision to rod-mediated night
vision. This method accounts for change in color sensitiv-
ity acuity as a function of intensity in the scene. Like Ward,
they converted original scene or image intensities to display
intensities with a multiplicative scale factor, but they deter-
mined their multiplier values from a smooth blending of in-
crement threshold data for both rods and cones in the retina,
as shown in Figure 28. This method also provides a sim-
ple method to mimic the time course of adaptation for both
dark-to-light and light-to-dark transitions.

More recently Ward et al.78 published a new and im-
pressively comprehensive tone reproduction operator based
on iterative histogram adjustment and spatial filtering pro-
cesses. Their operator reduces high scene contrasts to match
display abilities, and also ensures that contrasts that exceed
human visibility thresholds in the scene will remain visi-
ble on the display (bottom image in Figure 26). They model
some foveally dominated local adaptation effects, yet com-
pletely avoid halo artifacts or other forms of local gradient
reversals, and include new locally adapted models of glare,
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color sensitivity, and acuity similar to those used by Ferw-
erda et al.23.

In 1999 Tumblin et al.74 proposed two methods to dis-
play high contrast images on low dynamic range displays
by imitating some of the human visual systems’ properties.
One method, based on HVS layer models, creates images in
lighting layers and surface properties. The algorithm aims
to preserve scene visibility. This is achieved by scaling all
the luminance levels and compressing them while preserv-
ing the reflectance and transparency layers. The main limi-
tation with this process is that it only works with rendered
images where all the layer information can be retrieved dur-
ing the rendering process. Tumblin’s second method, know
as the foveal method, interactively adjusts the detail visibil-
ity in the fovea area whilst compressing other parts of the
image.

The user can use the mouse to click on any area of an im-
age and the algorithm tone maps the surrounding area base
on the local luminance levels.

A recent operator was proposed by Pattanaik et al.54. This
time dependent algorithm allows both static or dynamic im-
ages (photographs or rendered) to be tone mapped and is
based on a perceptual model proposed by Tumblin and Rush-
meier. It also includes an eye adaptation model to represent
lightness and color. This operator is original since it accepts
a variety of scenes and luminance levels and it takes into
account various adaptation factors. All the human eye prop-
erties are obtained from widely accepted color science and
psychology literature making this operator ideal for dynamic
scenes. Using Hunt’s42 colour model for static vision they
include time dependent effects such as neural response and
color bleaching effects. They main limitation of this operator
however is that it does not include a local eye-adaptation ap-
proach which is very important to faithfully represent visual
appearance.

A few other computer graphics researchers have modeled
the appearance of extremely bright, high-contrast scene fea-
tures by adding halos, streaks, and blooming effects to create
the appearance of intensities well beyond the abilities of the
display. Nakamae et al. proposed that the star-like streaks
seen around bright lights at night are partly due to diffrac-
tion by eyelashes and pupils, and they presented a method
to calculate these streaks in RGB units, implicitly normal-
izing them for display. Later Spencer et al.71 presented an
extensive summary of the optical causes and visual effects
of glare and modeled their appearance by using several ad-
justable low-pass filters on the intensities of the original
scene. Small, extremely bright light sources that cover only
a few pixels, such as street lights at night or the sun leaking
through a thicket of trees, are expanded into large, faintly
colored, glare-like image features that have a convincing and
realistic appearance. Despite progress in modelling the light-
dependent changes in appearance that occur over the entire
range of human vision, few methods offer the substantial

contrast reduction needed to display these images without
truncation or halo artefacts.

9.1.4. Perceptual Vs. Non-Perceptual

Some algorithms use perceptual data to simulate reality, oth-
ers simply attempt to compress the range purely by a mathe-
matical approach with the aim of obtaining the maximum
visibility on the display device. This can be useful if the
TMO operator is simply used for visualization purposes in
which case displaying all the possible values can be satis-
factory. However, in all those cases where Tone Mapping
tries to simulate reality, the implementation of the algorithm
should be based on perceptual data. A few of the operators
published try to simulate human visibility by mathematically
modeling some property of the HVS such as eye-adaptation,
color visibility at different photopic or scotopic light level,
visual acuity.

One of the main limitations of tone mapping is that the
displayed result is static. Although some algorithms take into
account human visibility factors, only very few operators al-
low to dynamically modify the image based on human eye
models. It is important to decide what are the purposes of
a particular algorithm. If for example it is important to vi-
sualize all the luminance levels in a scene "in one go" then
most operators satisfy this. However, if an eye-simulation is
required then a dynamic model based on adaptation may be
more accurate.

10. Conducting Psychophysical Experiments

Psychophysical experiments can be used in attempt to an-
swer such questions as: How realistic is this synthesised im-
age?’ In order to investigate answers to subjective questions
such as this, data needs to be collected. Typically this data
is in some numerical form usually derived from a question-
naire completed by the participant or the researcher during
the experiment

A mass of data can be summarised or different sets of data
can be compared by the calculation of appropriate statistics
which will provide answers to vital questions such as the
one proposed above. Thus, statistical analysis is the most
useful technique for helping the researcher find answers to
the questions set.

But how can ‘realism’ be measured and who can guaran-
tee that the observed measures can easily be translated into
norms of human perception of reality? This is certainly a
tricky question.

10.1. Design

For many, it is the beauty of ideas and hypothesis testing that
keeps psychophysical experiments being conducted. Suffice
to say that a flawed design will derail even the most im-
pressive theory and hypothesis, whereas appropriate, well-
thought-out designs usually lead to informative research and
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compelling findings. Thus, the design of any psychophysical
experiment may be its most important part, the one in which
the whole study and outcome will be based. Nearly every-
thing else in the actual experiment depends on it. Moreover,
the design dictates many features of method and data anal-
ysis. Perhaps most important, design more than any other
quality, with the exception of the data itself, determines what
conclusions can and cannot be drawn. It is apparent, in short,
that developing a good experimental design and describing it
clearly and informatively is an essential step in writing and
presenting an interesting research finding.

There is little doubt that psychophysical experiments are a
lot more complex nowadays than they once were. Whereas in
the not too distant past a few basic designs sufficed for most
questions, the accumulation of a sizable literature and grow-
ing technical complexity of the field has dictated that con-
temporary researchers develop and become familiar with di-
verse designs62. Thus, whereas it once might have been pos-
sible to fully describe and explain a standard research design
with one or two phrases, a bit more attention is now needed.
Any basic research methods textbook explains the advan-
tages and disadvantages of most of these designs. What is
not as readily apparent, given their complexity and diver-
sity, is how to convey the essential features of a given de-
sign clearly yet efficiently. Although there are similarities,
each type of design necessitates its own specifications. Con-
sequently, the information contained in the ideal description
varies from one design to another. For instance, experimen-
tal designs can be between-participants, within-participants
or mixed.

In a between-participants design, all participants take part
in one and only one cell of the design, whereas in the
latter the same participants engage in multiple conditions.
Between-participants designs require mention of how par-
ticipants were assigned to conditions, randomly or by some
other procedure. In these designs, experimental conditions
are specified according to the independent variables (IV).
Each independent variable has two or more conditions or
levels. If there is more than one independent variable, the
design is called a factorial design. It is common to refer to
factorial designs by the number of levels of each independent
variable or factor. For example, a 3 x 2 x 2 factorial design
has three independent variables, one with three levels and
two with two levels each, resulting in 12 combinations (or
cells). Design statements should always be clear about the
independent variables, the levels of each independent vari-
able, and the factorial structure that organised them, which
may not be apparent.

Experiments with a single dependent variable (DV) are
called univariate, whereas those with multiple dependent
variables are called multivariate. In multivariate designs,
it is generally useful to describe how the dependent vari-
ables are organised, for example, whether they assess sep-
arate constructs or are essentially parallel. As we have al-

ready mentioned, there are experimental designs in which
the same person participates in more than one condition, the
so called within-participants design. For example, each par-
ticipant can be engaged in a preference task for a chair under
several different conditions (photograph of a chair, rendered
image of a chair etc). In the experimental design, because
each individual engaged in multiple conditions, the order of
administration is certainly important. Common strategies for
contending with order effects include counterbalancing (an
equal number of participants experience each condition in
each serial position), partial randomisation (in which only
certain orderings chosen to control for the most plausible ef-
fects, are used), and randomisation, as well as leaving order
fixed.

Having made these various points, there is little doubt
that the design section is the most critical part of any psy-
chophysical experiment, leaving little room for error or
omission. The importance of elegant, creative, and timely
theorising notwithstanding, behavioural science at its core is
all about evidence, and how well it supports a given set of
ideas and hypotheses. Such support is a direct consequence
of research design. Good designs provide a strong founda-
tion for the validity of conclusions by fostering particular
explanations and ruling out others. Poor designs are either
inappropriate to the conclusions or invite conceptual ambi-
guity. In short, the extent to which a study adds to knowledge
depends as much on design as anything else.

The first question any reader and reviewer should ask
is whether the obtained results of a study validly and un-
ambiguously lead to the conceptual conclusions that a re-
searcher advocates. If the answer is no, or even maybe not,
readers are likely to raise substantial questions about the re-
search’s contribution to the current domain of human per-
ception, irrespective of its theoretical polish and numerous
highly significant results which support the research hypoth-
esis. Design is a big part of that judgement, although cer-
tainly not the only one, and it is therefore generally a good
idea to prepare a design section with sceptical readers in
mind.

10.2. Planning

Suffice to say that any psychophysical experiment needs to
be planned carefully. But what do we mean by ‘planning
our research’? There are some basic steps that need to be
followed in order to be sure that the experiment has been
planned successfully and that the outcome is inevitably go-
ing to be valid and applicable. The decision areas facing any-
one about to conduct some research are:

1. What will be measured and how, exactly?
2. Who will be studied?
3. How will the data gathered be used to demonstrate a real

difference?
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Decision 1 concerns the precise measurement of vari-
ables. For instance we need to give a specific means by
which to measure ‘realism’. Variables are things which vary
and need to be precisely defined in the research project.

Decision 2 concerns the participants that we are going to
test. For instance what is the advantage of using the same
group of people for each condition?

Decision 3 is probably the hardest. How do we know
when a discovered difference is a real one and not just the
result of random variation? For instance, when do we be-
come convinced that people do not perceive differences be-
tween real and synthetic images? With reference to the goal
of the perceiving realism, there is little doubt that a num-
ber of psychophysical experiments need to be conducted in
order to be able to validate and examine the realism of syn-
thetic images and people’s perception of them. The outcome
of carefully planned and organized psychophysical experi-
ments will lead to an important added-value in image syn-
thesis, by enhancing the realism of augmented environments
through consistent illumination of a scene containing real
and virtual objects. Currently questionnaires are the best tool
available for data collection in order to obtain participant’s
responses to the questions set. For the purposes of the exam-
ple being considered here, participants can be tested repeat-
edly (use a within-subjects design) in order to compare their
responses to the various stimuli presented to them i.e. a ren-
dered chair, a photograph of a real chair etc. In that way, we
will have a measure of their perception and also some data
in a form which can easily be presented in a numerical form
and analysed in a statistical package, such as SPSS.

10.3. Questionaires

Although designing a questionnaire might sound easy, ques-
tionnaires do not emerge fully-fledged and thus are quite dif-
ficult to compose. Questionnaires have to be composed and
tried out, improved and then tried out again, often several
times over, until we are certain that they can do the job for
which they are needed. This whole lengthy process of de-
signing and trying out questions and procedures is usually
referred to as a ‘pilot study’. Piloting can help us not only
with the wording of questions but also with procedural mat-
ters such as the design of a letter of introduction, the order-
ing of question sequences and the reduction of non-response
rates. We should realize from the beginning that pilot stud-
ies are time-consuming, but avoiding or skimping on this is
likely to lead to errors in the final experiments. Although
there are many different methods of data collection such as
mail questionnaires and group administered questionnaire to
name but a few, for our purposes, self-administer question-
naires seems to be the most promising method since they en-
sure a high response rate, accurate sampling and a minimum
of interview bias, while permitting interviewer assessments,
providing necessary explanations (but not the interpretation
of questions) and giving the benefit of a degree of personal

contact. Another important element of questionnaires is that
of ‘question type’. Open ended and closed questions have
both a number of advantages and disadvantages all of which
must be considered by the researcher and be adjusted by
the needs of the research purpose. For instance open-ended
questions are time-consuming whereas closed questions re-
quire little time on behalf of both the participant and the
experimenter (analysis). It is imperative to mention at this
point that questionnaires are not the only tools available for
collecting data. For instance, we can use reaction times in
a recognition test in order to measure differences between
or within participants. Taken together, there are a numerous
methods by which a researcher can gather data and provide
valid results for the question set. However, one must keep in
mind that psychophysical experiments need preparation and
critical thinking in order to be conducted appropriately and
provide adequate results.

10.4. Example

Figures 29 to 31 show an example questionnaire, which
should give some ideas as to how such a form should be laid
out. This questionnaire was used in a study of inattentional
blindness46. The specific question being consider was: While
performing a visual task, would the participants notice any
changes any changes in their environment if something was
changed during the course of the experiment?

The participants we informed, as stated on the question-
naire, that their task was to search for an object in a picture.
They were told that the difference between the experiments
was the type of music that was played. In addition to the
participant, there was the experimenter and an assistant in
the room at the time.

During the course of the experiment, the lights were "acci-
dentally" turned off and the assistant was changed. The real
purpose of the experiment was to determine if any of the
participants noticed the change to the assistant.

Full results of this experiment have yet to be published,
but 100% of the participants failed to notice when two males
were used as the assistants and, perhaps surprisingly, 85%
of the participants failed to notice when the assistant was
changed from a male to a female or vice versa.

11. Summary

In this tutorial, we have described a system that allows us to
generate visually realistic Augmented images at interactive
rates. The tutorial has covered the techniques we use for data
capture, object shading and shadow generation, and has also
discussed some of the important issues that must be consid-
ered when trying to assess the perceptual fidelity of synthetic
images.

We have shown that we can generate subjectively realistic
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augmented images at interactive rates for a variety of dif-
ferent real-world lighting environments including both inte-
rior and natural illumination. Our system is also capable of
trading image accuracy against frame-rate by approximating
shadows using different numbers of shadow-maps. As the
number of shadow blending passes (and hence frame gener-
ation time) increases, the result rapidly approaches the qual-
ity obtained using traditional non-real-time approaches.

There are currently limitations in our system on the types
of light sources that can be modelled. For example, we are
unable to render shadows cast by direct sunlight, or other
types of directional illumination. There is nothing inherent
in the rendering algorithm preventing this, but our current
methods of data capture (Section 4) are not able to distin-
guish between directional and diffuse sources of light in the
scene. We also assume that all surfaces onto which shadows
are cast are diffuse, although is not a fundamental limitation
of the algorithm. Because we pre-compute the radiance re-
duction caused by the occlusion of each source of light (Sec-
tion 6.1), a view-dependent evaluation of this could account
for non-diffuse reflectance properties. However, such exten-
sions are left as future work, mainly because of the com-
plexity of recovering non-diffuse surface reflectance data for
real-world environments81, 6.

Although we have presented examples showing augmen-
tation of static images, our shadow generation algorithm is
not view-dependent in any way, and the techniques presented
here could also be applied to moving cameras 67. Finally, the
overall rendering quality will be enhanced by the appearance
of floating-point graphics pipelines in the next generation of
computer graphics hardware. This will reduce rounding er-
rors that can sometimes occur when blending large numbers
of very faint shadows into the background image.
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Figure 29: Research participant consent form.
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Figure 30: An example questionnaire, used in a study of inattentional blindness46.
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Figure 31: Continued from Figure 30...
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