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Abstract
This paper presents a data-driven method for synthesizing new realistic 3D human faces by morphing a set of facial
features. The method takes as examples 3D scanned human face models in order to exploit the shape variations
presented in the real faces of individuals. We automatically compute a vertex-to-vertex correspondence between
the unregistered face scans by deforming a generic mesh to fit the specific person’s face geometry in a global-to-
local fashion. Exploiting the statistics of the generated datasets of feature shapes we transform them into vector
space representations by applying a principal component analysis (PCA). Our feature shape morphing model is
formed as a linear combination of the main modes of feature shape variations. We introduce a shape smoothing
and blending method for generating a seamlessly deformed mesh around the feature borders. We demonstrate our
method by combining 3D morphing of four features to generate a wide range of different face shapes.

Categories and Subject Descriptors (according to ACM CCS): I.3.7 [Computer Graphics]: Animation; I.3.5 [Com-
puter Graphics]: Geometric Algorithms

1. Introduction

The human face is a key component of human interaction
and communication. For this reason effortless generation of
realistic looking human face models is one of the most in-
teresting problems in computer graphics. However, this goal
is still elusive today due to the following factors: the face
varies from person to person, consisting of a diverse and ir-
regular structure. Additionally, faces are very familiar to us.
The slightest deviation from real facial appearance can be
immediately perceived as wrong by the most casual viewer.

Face shape is important to personal identification. Many
applications (e.g., construction of identikits in finding crim-
inals or missing people to assist law enforcement) involve
the design of new natural looking faces that can occur in
the real world. Traditionally, human knowledge and experi-
ence is necessary in such tasks. It usually requires a great
deal of expertise and manual control to avoid unrealistic,
non-face-like results. For realistic face synthesis, one of the
most effective automated approaches to date has been the
use of a morphable model derived from domain knowledge
about face variations [BV99]. Such a data-driven approach
makes use of the fact that human faces do not vary much in
their general characteristics from person to person. A diffi-
cult problem of this technique is to derive the point-to-point
correspondence across different faces in the training dataset.

We follow the data-driven approach to create realistic face
models. But instead of reconstructing an approximate tex-
tured 3D face from photographs in the context of inverse
rendering [BV99], we focus on morphing of a set of inde-
pendent facial features for face synthesis when the user does
not have a photograph of the desired face, but can provide a
description of it. Since a complete 3D face is generated by
computing linear combinations of main modes of variations
for each feature separately, smoothly blending the geometry
at feature boundaries is crucial for local shape morphing.

In this paper, we present a framework to generate various
static human face shapes by morphing a set of facial fea-
tures. We make use of the captured face geometry of real
people, which arguably provides the best available resource
to model and regulate the naturalness of modeled faces. In
order to establish correspondence among models, we use a
two-step fitting method for 3D registration problems, where
the fitting is carried out in a global-to-local fashion. By fit-
ting the template model onto each example, each model has
the same number of vertices and connectivity in the mesh.
This enables us to form local feature shape spaces with lower
dimension and to recover domain knowledge about feature
shape variations by applying a principal component analy-
sis (PCA). Our feature shape morphing model is formed as a
linear combination of the main modes of feature shape varia-
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tions. We introduce a shape smoothing and blending method
for generating a seamlessly deformed mesh around the fea-
ture borders. With the exception of the initial feature point
selection, our method is fully automated.

This paper is organized as follows. Section 2 reviews pre-
vious work on face modeling. Section 3 presents the face
data we use. Section 4 describes the model fitting process.
Section 5 and 6 describe the local shape morphing model and
our mesh smoothing and blending algorithm, respectively.
After presenting and explaining the results in Section 7, we
conclude the paper in Section 8.

2. Previous Work
Face modeling and animation is an active area of research in
computer graphics. There have been extensive efforts on the
development of 3D facial animation techniques. An excel-
lent survey of these efforts can be found in [PW96].

Beginning with Parke’s pioneering work [Par72], de-
sire for improved realism has driven researchers to extend
geometric models [Par82] with physically-based models
which attempt to model the influence of muscle contraction
onto the skin surface by approximating the biomechanical
properties of skin [KHYS02, LTW95, PB81, TW90, Wat87].
Physically-based models with layered anatomical struc-
ture were combined with non-linear finite element methods
[KGC�96] in systems that could be used for planning facial
surgeries. Free-form deformations have been employed by
Kalra et al. [KMMTT92] to manipulate facial expressions.
Williams presented a compelling argument [Wil90] in favor
of performance-driven facial animation, which anticipated
techniques for tracking head motions and facial expressions
in video [EB96]. In performance-driven approaches, colored
markers painted on the face or lips are extensively used to
aid in tracking facial motion [GGW�98]. A more expensive
alternative could use a 3D scanning technique [ZSCS04], if
the performance can be re-recorded with such a system.

A variational approach is presented by Decarlo et al.
[DMS98] to create a range of static face models with re-
alistic proportions. They use anthropometric measurements,
which constrain the deformation of a generic head model
represented by a B-spline surface. Several image-based ap-
proaches use a small number of input photographs (or video
streams) for the reconstruction of both geometry and tex-
ture [ASW93, IY96, LMT00, LZJC01]. However, they typi-
cally suffer from a less accurate geometry reconstruction and
limited animation. Pighin et al. [PHL�98] combine 2D mor-
phing with 3D transformations of the geometric model to
produce photorealistic facial animation. In addition, Blanz
and Vetter [BV99] presented a process for estimating the
shape of a face in a single photograph, and a set of controls
for intuitive manipulation of appearance attributes (thin/fat,
feminine/masculine). Animation in images and video is pos-
sible by transferring the learned expressions in the database

to the reconstructed 3D face, and rendering it back to the
original image or video [BBPV03].

3. Face Data
We use a database that contains laser scans of 186 human
faces (126 male and 60 female). Each subject is captured
wearing a bathing cap and with a neutral expression. The
laser scans provide face structure data (see Fig. 1 (a)) and
RGB-color values that are stored in a 360� 524 texture im-
age with 8 bit per channel (see Fig. 1 (b)). The faces in
our database were taken from people with different ages and
races (see Fig. 2). Faces are classified by sex, race, and age.
As shown in Fig. 3, we have more faces whose age ranges
between 17 and 30 years old, many more Caucasian than
Mongolian and Negroid, and many more men than women.

Figure 2: Some exemplar 3D data of the face database.

(a) (b)
Figure 3: Face database with sex-age (a) and sex-race (b) data.

We use a generic head model created with
AliasjWavefront. It consists of 13,632 vertices and
27,046 triangles, with finer triangles over the highly curved
and/or highly articulated regions of the face, such as the
eyes and mouth, and larger triangles elsewhere, such as the
cheeks and forehead. Prescribed colors are added to each
triangle to form a smooth-shaded surface (see Fig. 1 (d)).

For each scanned face geometry, we have interactively
specified a set of 81 feature points on its surface. Our generic
model is already tagged with the same feature points by de-
fault. The feature points are located around the eyes, eye-
brows, nose, mouth and chin, as shown in Fig. 1. In the
following, the feature points on the generic head model are
denoted as the source feature points, whereas those on the
scanned surface are called target feature points.

4. Model Fitting
Given the face data presented in the Section 3, we are us-
ing the feature point information to specify a deformation
of the object space so that we can warp the generic head
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(a) (b) (c) (d) (e)
Figure 1: Face data: (a) scanned face geometry; (b) acquired color image; (c) texture-mapped face scan; (d) and (e) feature points specified
on the generic model and face scan, respectively.

structure to a target feature point configuration. Details about
this warping are described in the following Section 4.1. The
warping only guarantees the sparse source feature points are
transformed to the exact locations of their counterparts on
the scanned data, while the remaining face mesh vertices are
not located on the scanned surface. Hence, we apply a lo-
cal deformation to the mesh of the generic model. The local
deformation reshapes the globally deformed generic model
to the scanned data by identifying corresponding closest sur-
faces between them. This step is described in Section 4.2.

4.1. Global Warping
The global warping is based on manually specified corre-
sponding feature point on the generic model and the scanned
data. It transforms the source feature points to the exact po-
sitions of the target ones. New positions of other uncon-
strained vertices on the generic model are all interpolated by
the warping established on the corresponding feature points.

Denote two sets of corresponding 3D points given by si
and ti (i = 1; : : :;n) as the source and target feature points,
respectively. We need to find a function f that maps the si to
the ti:

ti = f(si) i = 1; : : :;n (1)

The goal is to construct a smooth interpolating function
that expresses the deformation of the non-feature skin ver-
tices in terms of the changes in the feature points during
morphing. This problem is addressed by scattered data inter-
polation methods. Radial Basis Functions (RBFs) are a pop-
ular means of scattered data interpolation. The interpolant
using RBFs is a function that returns the displacement value
for each non-feature point that takes it from the original po-
sition to its position in the target form. The displacement
ui = ti � si is known for each feature point si in the generic
model and ti in the target scanned face surface. These dis-
placements are utilized to construct the interpolating func-
tion f(s) that returns the displacement for each generic mesh
vertex s. Such a mapping can be expressed by a weighted lin-
ear combination of n basic functions φi defined by the source
feature points and an explicit affine transformation:

f(s) =
n

∑
i=1

ciφi(ks� sik)+Rs+ t (2)

where s 2 R3 is a vertex on the generic model, ci 2 R3

are (unknown) weights, k � k denotes Euclidean distance,
R 2 R3�3 adds rotation, skew, and scaling, and t 2 R3 is
a translation component. An important aspect of using such

an interpolation scheme is the selection of a radial basis
function that will produce a smooth interpolation function
in R3. Different functions for φ(r) are available. Some pros
and cons are discussed by Carr et al. [CBC�01]. We eval-
uated several functions including the multi-quadric φ(r) =p

r2 +ρ2, the thin-plate spline φ(r) = r2log(r), the Gaus-
sian φ(r) = exp(�ρr2), and the biharmonic φ(r) = r. We
had better results visually with the multi-quadric function.

To remove affine contributions from the weighted sum of
the basic functions, we include the additional constraints

n

∑
i=1

ci = 0;
n

∑
i=1

cT
i si = 0 (3)

The resulting system of linear equations (Eq. 1 and 3) is
solved for the unknowns R, t, and ci using a standard LU
decomposition with pivoting, to obtain the final warp func-
tion f. This function can then be used according to Eq. 2 to
transform a vertex s in the volume spanned by the feature
points. Fig. 4 (a) shows the shape of the head model after
having interpolated the set of computed 3D displacements at
81 feature points and applied them to the entire head. Note
that the connectivity of the mesh is not changed.

4.2. Local Deformation
The global warping using volume morphing roughly aligns
features of the generic model to the scanned data. As shown
in Fig. 4 (a), the warping with a small set of initial corre-
spondences does not produce a perfect surface match. After
warping the generic model into its new shape, we can further
improve the shape using a local deformation which ensures
that all the generic mesh vertices are truly embedded in the
scanned face surface. The local deformation is based on the
closest points on the surfaces of the generic model and the
scanned data. The vertices of the generic model are displaced
towards their closest positions on the surface of the scanned
data. The polygons of the scanned data are organized into a
Binary Space Partition (BSP) tree in order to speed up the
process of the closest point identification.

As each vertex on the fitted generic mesh samples a
scanned point, it takes the texture coordinates associated
with that point. Therefore, after the model fitting, face tex-
ture from the acquired image can be applied to the de-
formed generic model. Fig. 4 (b) and (c) show the results
of smoothly shading and texture mapping, respectively. It is
clearly that the adapted generic model has the individualized
face shape of the scanned subject.
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(a) (b) (c)
Figure 4: Fitting the generic model to the scanned data: (a) source
model after global warping; (b) final mesh geometry after local de-
formation; (c) textured.

5. Local Shape Morphing Model
Principal component analysis (PCA) is a well-known mul-
tivariate statistical analysis technique aimed at reducing the
dimensionality of a dataset, while retaining as much as pos-
sible of the variation present in the dataset [Jol86]. For a suc-
cessful application of PCA, one needs the same number of
3D point positions among the various faces in the database.
Our model fitting process generates the necessary vertex-to-
vertex correspondence across faces. For morphing shapes of
local facial features, it is essential to divide faces into in-
dependent subregions that can be morphed independently.
Since all face scans are in correspondence through mapping
onto the generic model, it is sufficient to define these regions
on the generic model. We partition the generic mesh into
four regions: eyes, nose, mouth and chin (see Fig. 5 (a)). The
feature region segmentation is transferred to all the adapted
generic meshes to generate individual feature shapes with
the correspondence (see Fig. 5 (b)).

(a) (b)
Figure 5: (a) The four feature regions of the generic model. (b)
Meshes of the features of the fitted model shown in Fig.4 (b).

Each adapted generic model has been decomposed into a
set of Q feature regions. Given the set fFg of features, we
use PCA to find a set of eigenvectors which best account
for the shape variation of facial features in the entire face
scan database. Let fFigi=1;:::;M be a set of meshes of feature
F , each mesh being associated to one of the M meshes of
the database. These meshes have the same dimensions. They
are represented as vectors that contain the x;y; z coordinates
of the n vertices Fi = (x1;y1; z1; : : :;xn;yn; zn) 2 R3n. Each
mesh of the feature can then be expressed as a linear combi-
nation of M meshes fΦjg j=0;:::;M�1:

Fi = Φ0 +
M�1

∑
j=1

ai jΦ j (4)

where Φ0 =
1
M

M

∑
i=1

Fi; ai j = (Fi�Φ0)Φ j (5)

The meshes Φ j (1 � j � M� 1) are chosen as the eigen-
vectors of the covariance matrix of the set fFi �Φ0g. Each
eigenvector is related to an eigenvalue λ j. The set of eigen-
vectors fΦ jg j=1;:::;M�1 can be sorted by decreasing eigen-
value (λp � λq; p < q) and represents the principal compo-
nents of the dataset (the representation in Eq. 4 is also named
Karhunen-Loewe expansion). By truncating the expansion
of Eq. 4 at j = k we introduce an error ∆ whose magnitude
decreases when k is increased. We choose the k such that

k

∑
j=1

λ j � τ
M�1

∑
j=1

λ j (6)

where τ defines the proportion of the total variation one
wishes to explain (95% in our case) (see Fig. 6). Each mesh
of local facial feature in the database can then be approxi-
mately described by the vector of the expansion coefficients
aFi = fai1; : : :;aikg. The corresponding mesh can be recon-
structed when aFi and fΦ jg j=0;:::;k are known.

Figure 6: The cumulative variance of the truncated expansion
basis as a function of the number of its components. PCA of 185
meshes of the nose are demonstrated here.

Figure 7: Visualization of the first four eigenmeshes of nose. σi is
the square root of ith eigenvalue of the corresponding Φi.

Each eigenvector is a new coordinate axis for our exist-
ing data. We call these axes eigenmeshes. Some of the re-
sulting eigenmeshes for nose are depicted in Fig. 7. Eigen-
meshes represent the most salient directions of the feature
shape variation of the database. We generate the 3D morph-
ing of features by changing the feature shape through modifi-
cations of its Karhunen-Loewe coefficients according to Eq.
4. The variance of the jth parameter, aj , across the training
set is given by the jth eigenvalue λ j. By applying limits of
�3
p

λ j to the parameter aj we ensure that realistic feature
shapes are generated.
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6. Local Shape Smoothing and Blending
Simply apply eigenmeshes of the features for morphing will
not result in an attractive mesh, because the deformations
applied within a region of the surface might differ from
each other considerably. Furthermore, the surrounding areas
should be blended with the deformed features at borders to
generate a smoothly deformed mesh.

6.1. Feature Region Smoothing
Generally, during local feature morphing, each vertex vi in
the feature regions is influenced by a 3�4 affine transfor-
mation matrix Ti. These transformation matrices comprise
the degrees of freedom in the morphing, i.e., twelve de-
grees of freedom per vertex to define an affine transforma-
tion. To smooth the deformed feature regions, we introduce
a smoothness energy functional, ET

s . By smoothness, we re-
quire affine transformations applied within a region of the
surface to be as similar as possible. For each affine transfor-
mation contributed from the local morphing Ti, we add to it
a small transformation ∆Ti. Our goal is therefore to find a
set of additional transformations ∆Ti such that the change in
final deformation over the face surface is minimized, which
prevents adjacent parts of the mesh from being deformed too
disparately. To this end, we formulate a transformation ob-
jective term ET to apply between every two vertices that are
adjacent in the local feature region:
ET (VF) = ∑

fi; jjfvi;v jg2εFg

k (Ti +∆Ti)� (T j +∆T j) k
2
F

(7)
where VF is the set of vertices in the feature region F , εF
is the set of edges in the feature region, and k � kF is the
Frobenius norm.

In order to prohibit large changes in the position and ori-
entation of the feature due to introduction of ∆Ti, we define
the following constraint term to penalize additional changes
in transformation after ∆Ti are applied:

E∆T (VF ) = ∑
fiji2VFg

k ∆Ti k
2
F (8)

As we will optimize the applied additional transformations
to minimize the smoothness energy functional, including
this term thus keeps the optimization from converging to a
solution too far from the initial configuration.

Our complete smoothness energy functional ET
s is the

sum of the two terms:
ET

s = ET +E∆T (9)
For each feature region, we minimize ET

s by optimizing the
added affine transformations ∆Ti. Minimizing ET

s is a lin-
ear least-square problem. To find a minimum-error solution,
Powell’s algorithm [PFTV86] is employed. Since the opti-
mization is performed only locally over the feature region, it
can be carried out quickly.

6.2. Surrounding Area Blending
After the energy minimization procedure has converged, we
apply the obtained transformations to each feature region
and perform a gradual blend with the surrounding areas. The

position of the ith vertex in the feature region after the fea-
ture region smoothing is

v0i = (Ti +∆Ti)vi (10)
LetV denote the set of vertices of the head mesh. For smooth
blending, positions of the subset VF = V nVF of vertices of
V that are not inside the feature region should be updated
with deformation of the facial features. For each vertex in
VF , v j, the vertex in each feature region that exerts influence
on it, vF

ki
, is the one of minimal distance to it:

k v j �vF
ki
k= minfiji2VFg k v j �vi k (11)

Note that the distance is measured offline in the initial unde-
formed mesh. For each non-feature vertex vj , the displace-
ment vector for its corresponding closest feature vertex vF

ki
is

used to update its position in the blending. The displacement
is weighted by an exponential fall-off function according to
the distance between v j and vF

ki
:

v0j = v j + ∑
F2Γ

exp(�
1
α
k v j �vF

ki
k) k v0ki

F �vF
ki
k (12)

where Γ is the set of features, and α controls the size of
the region influenced by the blending. Fig. 8 demonstrates
the effect of the geometry smoothing and blending approach
utilized in morphing the nose on the mean head.

(a) (b)

Figure 8: (a) Without geometrical smoothing and blending, the
result shows two problems: 1) in the feature region, the creases in
the polygonal representation can be easily observed; and 2) around
border of the feature, the obvious geometric discontinuities impair
visual realism of the morphing to a large extent. (b) By applying our
approach the feature and non-feature regions are smoothly blended
at their boundary, and the crease effect of shading color gradient
discontinuities is totally suppressed over the feature region.

7. Results
In each shape morphing model, the original full set of eigen-
meshes, 185 modes, are reduced to a small set which ex-
plains 95% of the shape variation in the database. The re-
sults of testing show that an even smaller set of shape modes
from the retained set correspond well to the facial attributes
used in human language. Table 1 shows the number of eigen-
meshes retained in each shape model and number of the ones
which we are actually using for feature morphing.

Table 1: Number of retained eigen modes for each feature and
number of those used for local shape morphing.
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Figure 9: Some new face geometries produced by morphing of the shapes of four features on the mean head (leftmost).

Figure 10: Dynamic change of the face shape in local feature morphing.

The eigenmeshes of four features provizde a 73-D com-
bined appearance model for face shape morphing. The user
can select the feature to work on using a graphics interface.
Using a mouse he/she can modify the position of a set of
sliders, each one related to one eigenmesh of a feature. The
position of a slider xFi is in the interval [0,1]. The slider posi-
tion xFi is associated to a Karhunen-Loewe expansion coef-
ficient aFi such that xFi = P(aFi), where P(�) denotes the cu-
mulative probability distribution of the given slider position
value in the database. Fig. 9 illustrates a number of distinct
facial shapes produced by morphing individual features. A
dynamic morph can be generated by varying the shape pa-
rameters between two extreme values, as shown in Fig. 10.

(a) Front view (b) Side view
Figure 11: Comparison of an input model (left in each view) and
the reconstructed model (right in each view) in cross validation.

In order to qualify the performance, we arbitrarily se-
lected ten examples in the database for the cross-validation.
Each example has been excluded from the example database
in training the face synthesis system and its expansion co-
efficients were used as a test input to the system. The out-
put model was then compared with the input model. Fig. 11
gives the visual comparison of an example from two viewan-
gles. We also assess the reconstruction by measuring the
maximum, mean, and root mean square (RMS) errors from
the feature regions of the output model to the correspond-
ing features of the input model. Errors are computed by the

Euclidean distances between the corresponding vertex posi-
tions. Table 2 shows the average errors measured for the ten
reconstructed models. The errors are given using both abso-
lute measures (/mm) and as a percentage of the diameter of
the output head model bounding box.

Table 2: Cross validation results of our 3D face synthesizer.

8. Conclusion and Future Work
We have presented a data-driven technique for synthesiz-
ing realistic face shapes by morphing local facial features.
The face shape control is generated from an extensive face
database that consists of hundreds of actual 3D scans of peo-
ple using a statistic method. Two major steps are employed
to conform a generic model onto each subject data. The fit-
ted generic mesh creates a consistent surface parameteriza-
tion of the unregistered face scans. This enables the applica-
tion of PCA to a set of geometries of each facial feature to
build a lower dimensional space. New face shapes are mod-
eled by forming a linear combination of the main modes of
feature shape variations in the database. We develop a lo-
cal shape smoothing and blending algorithm to generate a
seamlessly deformed mesh around the feature borders dur-
ing shape morphing. Apart from the initial feature point se-
lection, our method works fully automatically.

Since data-driven morphing model is limited in its ex-
pressive power by the number and variety of the faces
in the training database, we would like to incorporate
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more 3D face examples. It is straightforward to utilize an
anatomy-based model we developed previously [ZPS04] as
the generic model such that the synthesized face models with
the adapted underlying anatomical structure can be animated
instantly. A fully automatic facial feature detection and cor-
respondence finding is left for future development, which
will replace the manual feature point specification in the face
data preprocessing phase.
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