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Constrained Remeshing Using Evolutionary Vertex Optimization
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Figure 1: We simplify the input mesh to a Delaunay mesh with a small number of vertices while satisfying the error-bounded constraint.
Namely, the two-sided Hausdorff distance dH (w.r.t. the diagonal length of the mesh bounding box) between the input and output meshes is
bounded by a specified threshold (0.1% in this example). To generate a Delaunay mesh satisfying the error-bounded constraint, [LXFH15]
and [YLH18] simplify the mesh to a minimum of 10923 vertices and 10275 vertices, respectively, whereas our result only contains 2568
vertices. If their methods are set to simplify the mesh to 2568 vertices, the resulting Hausdorff distances increase to 0.4856% [LXFH15] and
0.3923% [YLH18], which are much larger than ours. The one-sided Hausdorff distances at the red triangles exceed the distance threshold.

Abstract
We propose a simple yet effective method to perform surface remeshing with hard constraints, such as bounding approximation
errors and ensuring Delaunay conditions. The remeshing is formulated as a constrained optimization problem, where the variables
contain the mesh connectivity and the mesh geometry. To solve it effectively, we adopt traditional local operations, including edge
split, edge collapse, edge flip, and vertex relocation, to update the variables. Central to our method is an evolutionary vertex
optimization algorithm, which is derivative-free and robust. The feasibility and practicability of our method are demonstrated in
two applications, including error-bounded Delaunay mesh simplification and error-bounded angle improvement with a given
number of vertices, over many models. Compared to state-of-the-art methods, our method achieves higher remeshing quality.

CCS Concepts
• Computing methodologies → Shape modeling;

1. Introduction

Surface remeshing is a fundamental task in many applications, such
as geometric processing, physical simulation, mechanical engineer-
ing, and scientific computing; thus, it has been widely explored (cf.
extensive surveys [AUGA08, BKP∗10, KPF∗20]).

According to application requirements or design intents, some
hard constraints are supposed to be met during remeshing, like
bounding approximation errors or satisfying the Delaunay con-
straints. In addition to these constraints, requirements are considered

† The corresponding author

as optimization objectives, such as reducing mesh complexity and
improving angle distribution. Thus, the remeshing can be formulated
as a constrained optimization problem, the variables of which are
composed of both the mesh connectivity and vertex positions.

This problem is rather challenging, and the reasons are twofold.
First, it is hard to solve the constrained problem containing both
continuous and discrete degrees of freedom. Second, the most com-
mon constraints and objective functions are not differentiable, such
as mesh complexity and two-sided Hausdorff distance.

Many methods have been proposed for constrained remeshing [M-
CSA15, DZM07a, HYB∗17, LXFH15, CVM∗96]. To theoretically
guarantee that the hard constraints are satisfied, a general technique
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Figure 2: Delaunay mesh simplification while bounding the two-
sided Hausdorff distance to be less than 0.1%. [LXFH15]?: explicit
checks are added for local operations of [LXFH15] to satisfy the
error-bounded constraint.
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Figure 3: Both small and large angles are improved, while the
bound of the two-sided Hausdorff distance is 0.2%. [WYL∗19]?:
explicit checks are added to reject local operations of [WYL∗19] that
cause constraint violations to meet the error-bounded constraint.
We show the histograms of all angles and mark the minimum and
maximum angles.

called retaining strategy is developed, which starts from an initial-
ization satisfying the constraints, and then optimizes the objectives
using local operations that do not violate the constraints. Since the
constraints are not differentiable, only explicit checks are applied
to satisfy the constraints when conducting local operations. As a
consequence, it usually leads to insufficient optimization of the
constrained problem (Figs. 2 and 3).

In this paper, we propose a novel method for high-quality remesh-
ing with hard constraints. By decomposing each local operation into
topological and geometric components, we observe that the pattern
of topological changes is fixed, and the degrees of freedom for op-
timization consist of vertex positions. Our method is based on the
retaining strategy, and the key idea of our method is an adoption of
the differential evolution [DS11, DMS16] algorithm to optimize ver-
tex positions for non-differentiable objectives and constraints. From
the results and comparisons, our method significantly outperforms
the state-of-the-art methods.

With the evolutionary vertex optimization, the local operations
are effective to perform high-quality remeshing. We successfully
apply our method to two tasks: (1) simplify a surface mesh while
constraining the two-sided Hausdorff distance to be bounded and
ensuring the output mesh to be a Delaunay mesh, and (2) eliminate
both small and large angles under the Hausdorff distance bounded
constraint without exceeding the specified number of vertices. Our
method for each task is demonstrated over a large data set.

2. Related Work

Constrained surface remeshing Numerous surface remeshing
techniques have been proposed (cf. the surveys in [AUGA08,

BKP∗10, KPF∗20]). In this paper, we focus on the constrained
surface remeshing, and discuss three common types of constraints
or objectives: (1) bounding the Hausdorff distance, (2) satisfying
the Delaunay conditions, and (3) improving angles.

Bounding the Hausdorff distance is to ensure a high degree
of shape similarity. To bound the one-sided Hausdorff distance,
some methods constrain the output within the Hausdorff en-
velope [CVM∗96, MCSA15, BF05, HZG∗18, HSW∗20, LSL∗21,
WSH∗20, LZZ∗21]. There are some methods that bound the two-
sided Hausdorff distance between the input and output mesh-
es [CFZC19, HYB∗17, YZL∗20]. These methods only use explicit
checks to ensure that the constraints are met, but do not consider
the constraints when computing movement directions to update the
vertices.

If the local Delaunay condition is satisfied for each internal
edge of a manifold triangle mesh, then the mesh is a Delaunay
mesh [DZM07a, DZM07b]. Delaunay meshes are very useful in
many geometry processing tasks [LXFH15, OB03, ACA06]. Any
manifold triangle mesh can be converted to a Delaunay mesh with-
out any approximation [DZM07a, LXFH15], but too many vertices
need to be added. [YLH18] optimizes the two-sided Hausdorff dis-
tance when simplifying the input mesh to a Delaunay mesh with a
specified number of vertices. Different from their method, we gener-
ate a Delaunay mesh with as few vertices as possible while bounding
the two-sided Hausdorff distance. In addition, our method can be
easily modified to realize the goal of [YLH18], and we produce a
much smaller two-sided Hausdorff distance than theirs when using
the same number of vertices (Figs. 1, 22, and 23).

Angle improvement is useful in various applications, such as
constructing stable basis functions or enabling robust numerical
integrators for solving partial differential equations [She02]. Many
methods attempt to optimize each angle into a specified interval,
such as eliminating obtuse angles [LZ06, YW15], improving the
smallest angle to be greater than a threshold [HYB∗17], and re-
moving both large and small angles [WYL∗19]. Obtuse angles are
penalized for anisotropic remeshing [SCW∗11,XYLY19]. We im-
prove both large and small angles under the Hausdorff distance
bounded constraint. Bounding Hausdorff distance is also considered
by [HYB∗17], yet it does not minimize large angles.

Vertex relocation for surface remeshing Two commonly used
strategies are developed to relocate vertices. The first is tangent
space smoothing [BK04, DVBB13]. However, these methods do
not optimize objective functions directly. The second is applying
optimization-based methods which update vertex positions by mini-
mizing objective energies, such as the centroidal Voronoi tessellation
type energies [YLL∗09, YW15, DLY∗18, LL10], optimal Delau-
nay triangulation related energies [CH11, FLSG14], shape differ-
ences [BDS∗12], or particle-based energies [SMVO96, ZGW∗13].
These optimization problems are solved by various solvers includ-
ing global and local methods. Global optimization methods, like
quasi-Newton solvers, update all vertices in one iteration, while
local optimization approaches usually update one vertex at a time,
such as the Gauss-Seidel iteration method. For each vertex, the
gradient descent method or Newton’s method is commonly used.
Nevertheless, it is non-trivial for these optimization-based methods
to handle non-differentiable objective functions or constraints.
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Evolutionary algorithms for remeshing Evolutionary algorithms
are powerful for computing approximate solutions to all types of
problems. They have been successfully applied to many remeshing
problems [YLH18, LXY∗16, CW99, HH03, QWG97, KF01]. A se-
quence of edge operations are optimized by differential evolution to
simplify the input mesh to a Delaunay mesh containing a specified
number of vertices [YLH18]. We use an evolutionary algorithm to
optimize vertex positions for constrained surface remeshing.

3. Method

3.1. Formulation and challenges

Inputs and goals Given a triangular meshM, we aim to generate
a new triangular mesh R that satisfies some hard constraints and
optimizes some objective energies. The constraints and objectives
are defined according to detailed applications. The output mesh
R contains Nv vertices V = {vi, i = 1, · · · ,Nv} and N f triangles
F = {fi, i = 1, · · · ,N f }.

Formulation Generating such a desired meshR can be formulated
as solving a constrained optimization problem:

min
R

E(R)

s.t. c(R)≤ 0,
(1)

where E(R) denotes a real-valued objective function, and the con-
straint vector c(R)≤ 0 consists of all hard constraints. Taking the
Delaunay mesh simplification with two-sided Hausdorff distance
bounded constraint as an example, E(R) = Nv and c(R)≤ 0 con-
tains the following constraints: (1) local Delaunay condition is satis-
fied on each internal edge and (2) the two-sided Hausdorff distance
betweenM andR is bounded.

Optimization and initialization To theoretically guarantee that
the outputR always satisfies the hard constraints, the most common
methodology starts from a constraint-satisfied initialization and then
optimizes the objective energy while ensuring that R is always
kept within the feasible solution space. Generating an initialization
satisfying the hard constraints is application-dependent (Section 3.3).
Local operations (i.e., edge collapse, edge split, edge flip, and vertex
relocation) or part of them are iteratively applied to optimize the
objectives and are rejected if any constraint is violated.

Operation decomposition As shown in Fig. 4, the edge collapse
and edge split can be decomposed into two components: (1) topo-
logical changes and (2) geometric updates. Since the topological
changes have been extensively studied, we use previous methods
to determine the topological change to perform (see more details in
Section 3.3). Here, we focus on the geometry optimization, which
updates one vertex at a time while fixing the other vertices.

Challenges Since the constraints and objectives are highly non-
linear, even non-differentiable, the constrained optimization problem
of moving a vertex v is difficult to solve. Former methods [BK04,D-
VBB13, HYB∗17] usually update v to a weighted average of its
neighboring vertices or ignore the non-differentiable parts to opti-
mize v. Consequently, they do not directly solve the original prob-
lem, leading to sub-optimal or invalid results.

Edge collapse Vertex relocation

Edge split Vertex relocation

Figure 4: Local operations, including edge collapse and edge split,
are decomposed into topological change component and geometric
update component.

ALGORITHM 1: Differential Evolution
Input : a triangle meshM, the population size Np

Output : a new triangle meshR satisfying the hard constraints and
optimizing the objective function f

Initialize the first population {v0
i }

Np
i=1← Initialization();

Set k← 0;
repeat

The donor vector uk
i ← Mutation(vk

i );
The trial vector wk

i ← Crossover(vk
i ,u

k
i );

The next population vk+1
i ← Selection(vk

i ,w
k
i );

k← k+1;
until any termination condition is met;

3.2. Evolutionary vertex optimization

Key ideas Since evolutionary algorithms make no assumptions
about the evaluations of a fitness function, they are usually able to
provide approximate solutions to all types of problems. Accordingly,
we use an evolutionary algorithm to update v. In details, since the d-
ifferential evolution has been proven to be useful for many optimiza-
tion problems, including constrained, multi-objective, multi-modal
and dynamic optimization even with non-differentiable function-
s [DS11, DMS16], we use it to solve the constrained problem of
geometric updates.

Reformulation We convert the constraints c(R)≤ 0 into an energy
function via the following barrier function:

I(R) =

{
0, c(R)≤ 0,
+∞, otherwise.

Then, Problem (1) is reformulated into an unconstrained form:

min
R

E(R)+ I(R). (2)

When updating a vertex v, the variable of Problem (2) becomes the
position of v. We denote the objective function in Problem (2) as
f (v), and design a differential evolution algorithm to minimize it.

Differential evolution We briefly introduce the general process of
the differential evolution (DE) [DS11,DMS16]. First, DE starts from
a randomly chosen population that samples the search domain Ω⊆
Rd (d = 3 in our optimization problem). Then, it iteratively works
through three stages including mutation, crossover and selection
to evolve the population until the termination condition is met, as
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shown in Alg. 1. New candidate solutions are generated in each
iteration. Each candidate is compared to the corresponding one in
the current population and the one that performs better is selected
to the next generation. We explain the details as follows. Here we
adopt the DE/target-to-best/1/bin form of DE [DS11].

Initialization We optimize only one vertex at a time. When updat-
ing a vertex v, we represent the k-th population of DE by {vk

i }
Np
i=1,

where Np denotes the number of samples, vk
i = (vk

1,i,v
k
2,i,v

k
3,i) de-

notes the x, y, z-coordinates of the i-th vector of the population at
the k-th generation. The initial population {v0

i }
Np
i=1 is obtained by

randomly sampling the search space Ω, which is determined by
specific applications. Our strategy is totally random sampling on the
one-ring faces of the vertex v.

Mutation New candidate solutions are generated in this stage. In
DE-literature, a vector from the current population is called target
vector, and a mutant vector obtained through the mutation operation
is known as donor vector. In our experiments, to create the donor
vector uk

i for each i-th target vector vk
i from the k-th population,

three vectors vk
best, vk

ri
1
, vk

ri
2

and a scaling factor F are needed. Then
the donor vector can be represented as:

uk
i = vk

i +F · (vk
best−vk

i )+F · (vk
ri

1
−vk

ri
2
). (3)

The indices ri
1, ri

2 are distinct integers randomly chosen from the
range [1,Np], and are both different from the base index i. vk

ri
1
, vk

ri
2

are the corresponding vectors at the k-th population. vk
best is the best

vector with lowest objective function value. The scaling factor F is
called mutation scale, which lies in the range (0,1). This “target-to-
best” mutation function means that the donor vector is chosen to lie
on the line defined by the target vector and the best-so-far vector, and
“1” indicates that one vector difference contributes to the differential.
Experimentally, we have tested other mutation functions, and the
“target-to-best” function outperforms others.

Crossover To enhance the potential diversity of the population,
a crossover operation comes into play after generating the donor
vector through mutation. It is conducted by exchanging some com-
ponents of the donor vector uk

i with the target vector vk
i and building

a new vector wk
i called trial vector. We use the classical binormal

crossover method and formulate the scheme as

wk
j,i =

{
uk

j,i, if (randk
j,i[0,1]≤Cr or j = jrand),

vk
j,i, otherwise,

(4)

where randk
j,i[0,1] is a uniformly distributed random number in [0,1],

Cr ∈ [0,1] is called crossover rate, working as a control parameter
and jrand is an integer randomly chosen from {1,2,3}. Note that the
trial vector wk

i selects more elements from the donor vector uk
i with

higher Cr. Besides, the condition j = jrand ensures that at least one
element of wk

i is inherited from uk
i .

Selection We obtain the population of the next generation by choos-
ing between the trial vector and the target vector according to the
value of the objective function:

vk+1
i =

{
wk

i , if f (wk
i )≤ f (vk

i ),

vk
i , otherwise.

We select the one with a lower objective function value in each
iteration. As our problem is a minimization problem, the selected
population will never lead to worse performance.

Termination conditions We terminate the algorithm when any of
the following conditions is met: (1) the relative change of the ob-
jective function fk− fk+1

fk
is less than a specified threshold δe over

successive nt iterations; (2) the maximum iteration number nmax is
reached. In practice, we set nmax = 100, δe = 10−4 and nt = 5.

3.3. Applications

We apply our evolutionary vertex optimization method into two
applications: Delaunay mesh simplification and angle improvement.

3.3.1. Delaunay mesh simplification

Problem statement Given a manifold triangle meshM, we aim
to generate a simplified Delaunay meshR satisfying that the two-
sided Hausdorff distance (denoted as dH(M,R)) betweenM and
R does not exceed the pre-specified threshold δH . We formulate
this problem as:

min
R

Nv

s.t. dH(M,R)≤ δH ,

R is a Delaunay mesh.

(5)

Initialization We use the method in [LXFH15] to perform topo-
logical operations including edge split and planar edge flip to get
a Delaunay mesh RD. Since the used operations do not change
the shape of the input meshM, the two-sided Hausdorff distance
dH(M,RD) is zero, satisfying the error-bounded constraint. Thus,
we useRD to initializeR, and then perform the following simplifi-
cation process to reduce the vertex number.

Simplification We only adopt the edge collapse operation to reduce
the number of vertices Nv. Re denotes the mesh after collapsing
the edge e. The position where two endpoints of e are collapsed
is denoted as v. For convenience, we call this vertex the collapse
vertex of e. We aim to find collapse vertex v of e under the Hausdorff
distance and the Delaunay mesh conditions:

min
v

I(v), (6)

where I(v) is the aforementioned barrier function defined as

I(v) =


0, if dH(M,Re)≤ δH ,

andRe is a Delaunay mesh,
+∞, otherwise.

We run our DE optimization to solve (6) to obtain the collapse vertex
position. Since optimizing v only involves its small-scale neighbors,
we use the local method of [HYB∗17] to compute dH(M,Re).

If the collapse vertex can be obtained to satisfy the error-bounded
constraint and the Delaunay mesh condition, we call the edge e a
collapsible edge. Our simplification process traverses all edges to
perform the edge collapse operations until no edge is collapsible.
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(a)

e

(b)

v

Figure 5: After collapsing e in Delaunay mesh simplification, we
show the affected edges, whose costs and optimized vertex positions
need to be updated. (a) Before collapse. (b) After collapse: v is the
collapse vertex colored in red, the vertices (in orange) are affected
due to the Delaunay conditions, and the affected edges (in green)
are one-ring edges of the affected vertices.

Specified number of vertices Our simplification process can be
easily modified to achieve the goal of [YLH18], i.e., simplifying the
input mesh to a Delaunay mesh with the specified number of vertices
while minimizing the two-sided Hausdorff distance (Fig. 12). We
minimize dH(M,Re) to be the cost of an edge e to define the prior-
ity of collapsing. Optimizing dH(M,Re) with respect to collapse
vertex v of e under the Delaunay mesh condition is formulated as a
constrained problem:

min
v

dH(M,Re)

s.t. Re is a Delaunay mesh.
(7)

We run our DE optimization to solve (7) to obtain the cost and the
optimized vertex position. The simplification pipeline is as follows:

1. Compute the cost of each edge and arrange the costs of all edges
from the lowest to the highest.

2. Collapse the edge with the lowest cost to the corresponding
optimized position.

3. Update the costs of its affected edges (see Fig. 5) and record their
optimized vertex positions.

4. If the number of vertices ofR is equal to the specified number,
we terminate the simplification process; otherwise, go to Step 2.

3.3.2. Optimizing small and large angles

Problem statement For angle improvement, we target at eliminat-
ing large and small angles as much as possible while maintaining
the mesh to be a manifold mesh and not exceeding the two-sided
Hausdorff distance threshold δH . The minimum angle threshold, the
maximum angle threshold, and the target vertex count are served
as inputs. The target vertex count is the upper bound of the results
instead of the exact vertex count. Among all the constraints, the
angle interval is considered a soft constraint used to control which
triangles will be selected to conduct topological operations.

A revisit of [WYL∗19] To optimize both small and large angles
and not exceed the specified number of vertices, [WYL∗19] pro-
poses an elegant method. They generate an initial mesh with the
specified number of target vertices by matching a sizing field. This
technique iteratively applies a vertex insertion operation to promote
the removal of large angles and an edge collapse scheme to decrease
the number of small angles. These two steps are both followed by
a valence optimization step through edge flip and a local tangen-
tial Laplacian vertex smoothing operation. To enable this method
to constrain the two-sided Hausdorff distance to be less than δH ,
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Small angle
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Number of iterations
Figure 6: Improving both small and large angles while requiring
dH to be less than 0.2% and Nv to be less than 7000. We plot the
maximum angle (denoted as θmax) and the minimum angle (denoted
as θmin) vs. iterations. For the result, Nv = 6858, θmax = 89.92◦,
θmin = 33.71◦, and dH = 0.1704%.

explicit checks can be added to reject local operations that cause
error-bounded constraint violations. However, this strategy usually
leads to poor results (Figs. 3, 25, and 26).

Our method We follow the aforementioned workflow but use dif-
ferent initializations and vertex relocation approaches. Our initial-
ization step is similar to [YZL∗20], i.e., reducing vertex number to
be less than the target vertex count by remeshing the gradual target
edge length while explicitly ensuring bounded Hausdorff distance.
We update vertex positions through DE optimization. For the large
angle optimization, we optimize the position of the vertex v by
minimizing the maximum angle of its one-ring triangles Ω(v):

min
v

max
α∈f, f∈Ω(v)

α

s.t. dH(M,R)≤ δH ,

R is a manifold mesh.

(8)

For the small angle optimization, we only need to change the objec-
tive function to be the minimum angle among neighbor triangles of
the vertex to be optimized:

max
v

min
α∈f, f∈Ω(v)

α

s.t. dH(M,R)≤ δH ,

R is a manifold mesh.

(9)

In the angle removal operation, the variable is the position of the
newly inserted vertex. In the vertex smoothing step, we consider
the same objective functions as before and expand the optimization
variables to be the vertices of bad quality triangles, and optimize
their positions one by one. Fig. 6 shows an example.

4. Experiments

We have tested our constrained remeshing algorithm on various
models to evaluate its performance. Our method was implemented
in C++, and all of our experiments were executed on a desktop
PC with a 3.0 GHz Intel Core i7-9700 CPU and 16GB of memory.
The mesh data in the figures in this paper and our implementation
including source code and an executable program are provided in
the supplementary material. In our experiments, we set the two-
sided Hausdorff distance threshold δH = 0.1% for Delaunay mesh
simplification and δH = 0.2% for angle improvement by default.
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Figure 7: Different numbers of sampling points Np for error-
bounded Delaunay mesh simplification. The graph plots the running
time (in seconds) vs. Np and the number of vertices Nv vs. Np. We
show the input mesh and a simplified result with Np = 20.
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Figure 8: Different parameters in DE including the mutation scale
F and the crossover rate Cr for Delaunay mesh simplification. Left:
The running time (in seconds) vs. F and Cr. Right: The number of
vertices Nv vs. F and Cr.

Quality metrics The mesh complexity is represented by the num-
ber of mesh vertices, denoted as Nv. The two-sided Hausdorff dis-
tance dH is computed by Metro [CRS98]. To measure the perfor-
mance of small and large angle removal, we report the maximum
angle θmax, the minimum angle θmin, and the number of angles
that are larger than 90◦ (or smaller than 30◦), denoted as N>90◦ (or
N<30◦ ). We also plot the angle distribution and mark the minimum
and maximum angles in figures.

4.1. Evaluations

Sampling numbers of DE We test ten sampling numbers including
10, 20, 30, 40, 50, 60, 70, 80, 90 and 100 for error-bounded Delaunay
mesh simplification with δH = 0.1%, F = 0.7 and Cr = 0.9, as
shown in Fig. 7. The running time increases almost linearly with
respect to Np. When Np increases, the number of mesh vertices Nv
decreases sharply at the beginning, but changes in a small scale later.
It indicates that the larger the population, the closer the result is to
the global minimum, and the slower the vertex number decreases.
To balance the time consumption and the complexity of the resulting
mesh, we set Np = 20 by default.

Mutation scale and crossover rate There are two other critical
parameters in DE: the mutation scale F in (3) and the crossover
rate Cr in (4). We respectively set each parameter by five values and
compare the corresponding Delaunay mesh simplification results
with δH = 0.1% and Np = 20 in Fig. 8. We observe that smaller F
and larger Cr lead to more running time. Besides, a larger crossover
rate Cr and a medium-sized mutation scale F result in an output
mesh with lower Nv. Thus, we set Cr = 0.9 and F = 0.7 to facilitate
better performance in our experiments.
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Figure 9: The number of vertices vs. Hausdorff distance for Delau-
nay mesh simplification. We plot the input mesh and one result.

(a) (b) (c)

(d) (e) (f)
Figure 10: Different input tessellations for Delaunay mesh simplifi-
cation. (a) The original input mesh. (b)–(f) We modify the connectiv-
ity of the input mesh by splitting edges randomly to generate various
inputs. The output is shown next to the corresponding input. The
numbers of vertices Nv of output meshes from (a)–(f) are 1982, 1941,
1943, 1974, 1969, and 2040, respectively.

Various Hausdorff distance bounds We run Delaunay mesh sim-
plification with different Hausdorff distance thresholds δH and
record the resulting numbers of vertices, as shown in Fig. 9. Similar-
ly, a higher δH gives rise to a simpler resulting mesh.

Various input tessellations We split the edges of the input mesh
randomly to get five different tessellations and perform our error-
bounded Delaunay mesh simplification algorithm on them (Fig. 10).
The six resulting meshes are with similar numbers of vertices,
demonstrating that our algorithm is not sensitive to input tessel-
lations. Likewise, we split another mesh and consider them as the
inputs of the angle improvement application (Fig. 11). The resulting
meshes have similar angle distribution from the histograms, indicat-
ing the practical robustness of our algorithm to input tessellations.

Various target vertex numbers We conduct our Delaunay mesh
simplification process under different specified vertex numbers and
report the two-sided Hausdorff distance dH(M,R) between the
input mesh M and the output mesh R (Fig. 12). The Hausdorff
distance tends to become larger with fewer target vertices, but there
are some local fluctuations. The reason is that some edges leading to
large dH in the current mesh might be collapsed in later operations,
causing temporary decrease of dH . For angle improvement, we fix
the Hausdorff distance threshold δH = 0.2% and plot the large and
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Figure 11: Various input tessellations for angle improvement. Four
pairs of input and output meshes are shown. We split the edges of
the original mesh (upper left) randomly to produce the other inputs.
The resulting vertex counts are set to be less than 8000, and the
resulting numbers are 7897 (upper left), 7886 (upper right), 7875
(bottom left), and 7872 (bottom right).
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Figure 12: Hausdorff distance vs. the number of vertices for Delau-
nay mesh simplification. We plot the input mesh and one result.
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Figure 13: Different target vertex numbers. Upper: the maxi-
mal/minimal angle (θmax/θmin) vs. Nv. Bottom: the number of angles
larger than 90◦ or smaller than 30◦ (N>90◦ or N<30◦ ) vs. Nv.

small angles with respect to the target vertex in Fig. 13. When
the target vertices become fewer, the maximum angle is larger, the
minimum angle is smaller, and there are more angles larger than
90◦ or smaller than 30◦.

The use of priority In Delaunay mesh simplification, our algorithm
for achieving the specified number of vertices can be modified to
bound Hausdorff distances. The only change is the termination
condition: the lowest cost is larger than the distance threshold. We
compare this strategy in Figure 14. The resulting vertex counts are
comparable, but our computational cost is much smaller.

Input
Nv = 11764

Ours†

Nv = 4930
1774.890s

Ours
Nv = 4971
278.759s

Figure 14: Delaunay mesh simplification while bounding the two-
sided Hausdorff distance to be less than 0.1%. Ours†: we use the
pipeline for achieving the specified number of vertices, but terminate
the process when the lowest cost is larger than 0.1%.
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ρstd
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davg
H = 0.0973%

dstd
H = 0.0019%

Figure 15: Distributions of ρv and two-sided Hausdorff distances
dH for error-bounded Delaunay mesh simplification. The maximum
and minimum values are marked.

Nv = 2907

Nv = 4990

Nv = 2912

Nv = 6209

Nv = 2553

Nv = 2577
Figure 16: Gallery. Our method succeeds in generating Delaunay
meshes with a small number of vertices while satisfying the two-
sided Hausdorff distance bounded constraints.

Randomness Due to the use of DE, our method has randomness.
However, it has little effect on the results. For example, after running
our Delaunay mesh simplification ten times on ten models, the
standard deviations of the final vertex counts are 9.421, 12.314,
14.866, 15.504, 15.824, 16.624, 17.504, 17.884, 19.278, and 19.426,
respectively.

Extensive testing To verify the effectiveness and robustness of our
method, we run our algorithms on a data set containing 1606 models.
One third of the models in the data set are CAD models and the rest
are organic models.

For error-bounded Delaunay mesh simplification, we set the Haus-
dorff distance threshold δH = 0.1%. Our method succeeds in con-
structing Delaunay meshes satisfying the error-bounded constraints
for all models. We denote the ratio between the resulting vertex
counts of [LXFH15]? and ours as ρv. In Fig. 15 - Left, we show the
distribution of ρv. The histogram in Fig. 15 - Right shows the distri-
bution of our resulting two-sided Hausdorff distance. Six complex
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Figure 17: Distributions of θmin, θmax, N<30◦ , and N>90◦ for angle
improvement. We report the average and standard deviation values.
The maximum N<30◦ and N>90◦ are 4321 and 5880, respectively.
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Figure 18: Gallery. Our method succeeds in improving both small
and large angles using a specified number of vertices while bounding
the two-sided Hausdorff distances.

models are shown in Fig. 16. As it is demonstrated, sharp features
are preserved with sufficiently small Hausdorff distance thresholds.
When the error tolerance increases, sharp features cannot be pre-
served naturally. Nevertheless, we can detect them in advance and
fix them during the remeshing process.

For error-bounded angle improvement, we set the Hausdorff dis-
tance threshold δH = 0.2% and the specified number of vertices
is 8000. Our method succeeds in improving both small and large
angles while meeting the hard constraints for all models. Fig. 17
shows the distributions of the resulting quality metrics. We show six
examples from the data set in Fig. 18.

Timings We report the detailed time statistics in the supplementary
material. In error-bounded Delaunay mesh simplification, for the
Pegaso model in Fig. 1 with 14988 vertices, it takes 0.035 seconds
to initialize and 188.437 seconds to simplify the mesh to a Delaunay
mesh with 2568 vertices. In error-bounded angle improvement, for
the Dinosaur model in Fig. 3 with Nv = 13000, N<30◦ = 6351, and
N>90◦ = 9524, our algorithm takes 47.640 seconds to generate the
result with Nv = 5887, N<30◦ = 0, and N>90◦ = 0.
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Input
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dH = 0.9850%

Ours
Nv = 5353
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Ours?
Nv = 5512

dH = 0.1000%

Figure 19: Time vs. the vertex number of input mesh for Delau-
nay mesh simplification. We split the edges of an original mesh
randomly to produce the other inputs. Ours?: first simplify the in-
put mesh by [YZL∗20] under the Hausdorff distance bounded con-
straint and then run our algorithm. When Nv > 200000, the method
of [YLH18] fails. Our resulting two-sided Hausdorff distances are in
[0.09%,0.1%], whereas the distances of [YLH18] are in [0.9%,1%].
We show one input mesh and the corresponding results.

For the error-bounded Delaunay mesh simplification, we observe
that the running time is mainly affected by the step of evaluating
two-sided Hausdorff distance, which accounts for about 60% of the
time. Computing the two-sided Hausdorff distance also dominates
the running time of error-bounded angle improvement. Besides,
the larger the size of the input mesh, the more time it requires for
optimization (Fig. 19). For Delaunay mesh simplification, one way
to reduce the time for the large-scale input mesh is to first simplify
it by [YZL∗20] under the Hausdorff distance bounded constraint
and then run our algorithm (see the purple curve in Fig. 19).

Our method is not suitable for real-time applications, but there are
still some applications. Delaunay mesh has proven helpful for ge-
ometry processing tasks, including discrete geodesics, manifold har-
monics, and parameterizations [LXFH15]. High-quality elements af-
ter angle improvement are crucial for the numerical stability of sim-
ulation, numerical integrator, and finite element analysis [She02].

4.2. Comparisons

Delaunay mesh simplification We first compare the vertex reloca-
tion methods in Delaunay mesh simplification. [DZM07a] updates
vertex positions by minimizing the quadric errors [GH97] under the
Delaunay conditions. [LXFH15] collapses an edge to one of the
edge’s endpoint. We replace our DE optimization in the pipeline with
these two vertex relocation methods to form the first two competi-
tors. The third competitor is the random sampling on the one-ring
faces of the collapse edge e, i.e., the initialization of our algorithm.
We choose the sample that satisfies the hard constraints with mini-
mal two-sided Hausdorff distance as the collapse vertex. The fourth
competitor is another derivative-free optimization method, called
Directional direct-search (DDS) [GRVZ19], which iteratively gen-
erates a finite set of points by adding direction terms to the current
point and identifies the best candidate point. The comparisons are
shown in Fig. 20, indicating that we can generate far fewer vertices
than the competitors. Our DE optimization is able to effectively re-
duce the Hausdorff distance, thereby leading to more opportunities
to perform simplification under the error-bounded constraint.

Moreover, we compare with the hierarchical sampling strategies
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Figure 20: Five different vertex relocation methods, includ-
ing [DZM07a] (second row), [LXFH15] (third row), random sam-
pling (fourth row), DDS (fifth row) and our DE (sixth row), used
by our error-bounded Delaunay mesh simplification algorithm. The
two-sided Hausdorff distance threshold is 0.1%.

(HSS) [ZG18], which iteratively samples the objective function on a
regular grid, identifies the best candidate sample, and refines the grid
in its vicinity. The comparison is performed on 100 models since
running on the whole data set is too time-consuming (Fig. 21). The
HSS is accelerated by parallel computing and has three iterations.
Denote n as the number of points in each dimension, ρt as the ratio
between the time of HSS’s and ours, ∆v as the vertex number of
HSS’s minus ours. We report the average and standard deviation
values of ρt and ∆v. When n= 5, ρ

avg
t = 1.235, ρ

std
t = 0.400, ∆

avg
v =

609.130, ∆
std
v = 342.638. When n = 6, ρ

avg
t = 1.977, ρ

std
t = 0.608,

∆
avg
v = 235.010, ∆

std
v = 149.300. When n = 8, ρ

avg
t = 4.135, ρ

std
t =

1.318, ∆
avg
v = 2.760, ∆

std
v = 94.820. We achieve a better tradeoff

between mesh quality and efficiency.

Then, we compare with [LXFH15] and [YLH18]. We first run
our algorithm with different Hausdorff distance bound δH , then
run the other methods by specifying the same number of vertices

Input HSS(n = 5) HSS(n = 8) Our DE

Nv = 13112 Nv = 5599
545.551s

Nv = 4923
1459.672s

Nv = 4953
332.659s
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299.969s
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1067.189s

Nv = 3316
279.412s

Nv = 10210 Nv = 4834
240.085s

Nv = 4114
701.923s

Nv = 4029
236.621s

Figure 21: Comparisons with HSS in Delaunay mesh simplification.
The two-sided Hausdorff distance threshold is 0.1%.
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Figure 22: Same vertex number strategy. The curve plots the two-
sided Hausdorff distance dH vs. the vertex number Nv. The one-sided
Hausdorff distance of each red triangle is greater than 0.1%.

as our resulting vertex number, and finally compare the Hausdorff
distances (Fig. 22). Their results are generated using the executable
programs provided by the authors. In the case of the same Nv, our
resulting dH is much smaller than those of [LXFH15] and [YLH18].

Finally, we compare with [YLH18] on our data set. For the same
vertex number strategy, we set δH = 0.1% for our algorithm. For
comparison, we denote the ratio between their two-sided Hausdorff
distance and ours as ρd . In Fig. 23 - Left, we show the distribution
of ρd . The ratio between their time and ours is denoted as ρt . The
histogram in Fig. 23 - Right shows the distribution of ρt . Through
these comparisons, our method is significantly superior to [YLH18].

Angle improvement For the improvements of both small and large
angles, we first compare with [WYL∗19] using the examples pro-
vided by the authors, as shown in Fig. 24. Our resulting number
of vertices is constrained to be smaller than theirs. The two-sided
Hausdorff distance is bounded to be smaller than 0.2% for our algo-
rithm. The angle distributions are similar, but their results violate the
error-bounded constraint (see the red triangles in Fig. 24 - Middle).

Then, to ensure that the two-sided Hausdorff distance is bounded
for [WYL∗19], we modify the method of [WYL∗19] by using ex-
plicit checks to reject local operations that violate the error-bounded
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Figure 23: Comparison with [YLH18] using our data set. Left: the
distribution of ρd . Right: the distribution of ρt .
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Figure 24: Comparisons with [WYL∗19] on two models.

constraints. We call this method [WYL∗19]?. In Figs. 3 and 25,
comparisons between [WYL∗19]? and our method are performed.
We also compare with [WYL∗19]? over our data set using the same
target number of vertices and Hausdorff distance bound. The results
are illustrated via histograms in Fig. 26, indicating that our method
outperforms [WYL∗19]?. Explicitly checking whether the error-
bounded constraint is violated leads to an early entrapment, thereby
resulting in insufficient removal of the small and large angles.

5. Conclusion

We present a novel algorithm to remesh triangle meshes with hard
constraints. Due to the use of a novel evolutionary vertex optimiza-
tion technique, our method is suitable for non-differentiable objec-
tives and constraints, such as minimizing the two-sided Hausdorff
distance. We successfully apply our method to two applications: (1)
error-bounded Delaunay mesh simplification and (2) error-bounded
angle improvement without exceeding a specified number of ver-
tices. We have demonstrated the effectiveness and practicability of
our method on large data sets.

Bounding angles Although our angle improvement algorithm
can remove most of the small and large angles, we cannot
guarantee that the final angles are al-
ways in the specified range for arbitrary
models (see Fig. 17). The reasons are
twofold. First, when constraining the re-
sulting number of vertices to be smaller
than a specified number, the degree of
freedom is so limited that it cannot ade-
quately improve the angles. Second, locked angles, such as angles
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Input [WYL∗19]? Ours

0.34◦ 178.94◦ 23.05◦ 114.35◦ 37.12◦ 88.59◦

Nv = 13000 Nv = 7774 Nv = 7749

Figure 25: Comparisons with [WYL∗19]? on the Bird model.
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Figure 26: Comparisons with [WYL∗19]? over the data set. We
define ∆θmin as θmin of our results minus theirs. ∆θmax, ∆N<30◦ , and
∆N>90◦ are defined as θmax, N<30◦ , and N>90◦ of theirs minus ours.
The maximum ∆N<30◦ and ∆N>90◦ are 6715 and 7407, respectively.

between sharp features (see the inset), cannot be changed due to
the Hausdorff distance bounded constraint, thereby preventing all
angles from being optimized into the specified interval.
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