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Abstract

In this paper, we present a method for the plausible interpolation of images. This method has several applica-
tions, such as for smooth view interpolation, low frame-rate video upsampling, and animation. The central idea is
to quickly form dense correspondences using a patch-based nearest-neighbor search method called PatchMatch.
However, the conventional PatchMatch method does not always find an accurate correspondence. This means
that some patches do not find appropriate counterparts. Our method employs a greedy algorithm and an occlu-
sion handling technique to correct inaccurate correspondences. Furthermore, our texture reconstruction method
successfully reduces blurring effects. We demonstrate that our method significantly reduces the computation time
required for interpolation, and show that the quality of reconstructed images is almost identical to that of those
generated using state-of-the-art methods.

Categories and Subject Descriptors (according to ACM CCS): I.3.m [Computer Graphics]: Image Processing—
Image Interpolation

1. Introduction

Plausible image interpolation methods have been proposed
for many applications, such as smooth view interpola-
tion [GGSC96, ZKU∗04, CSD11, KLS∗13], the upsam-
pling of low frame-rate videos [MHM∗09], and for ani-
mation [Wol90, LWCS96, SRAIS10]. However, generating
an intermediate frame from two given images is still a
challenging task, because it requires a dense but accurate
correspondence between two images. Incorrect correspon-
dences cause undesirable results such as blurring and ghost
effects. To prevent visual artifacts, optical flow [LYT11]
and texture reconstruction techniques [SCSI08] have been
used [MHM∗09, SRAIS10, DSB∗12]. However, these tech-
niques involve time-consuming iterative steps. Therefore,
these state-of-the-art methods are not suitable for interactive
applications.
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In this paper, we propose a method called PatchMove that
efficiently and robustly produces intermediate frames from
two given images. The underlying idea is to form cor-
respondences using patches, which are sets of pixels ex-
tracted from the images. A comparison of the similarity
between the patches from two images enables us to form
a plausible correspondence between them, because these
patches contain valuable image features. In fact, patch-
based synthesis methods have been widely used for image
inpainting [SCSI08, MWDH14], texture synthesis [WL00,
RSK13], morphing [SRAIS10], and interactive image edit-
ing [BSFG09, HZW∗13]. To rapidly find nearest-neighbor
fields (NNFs), we use PatchMatch [BSFG09,BSGF10]. This
is an efficient method that reconstructs an image from sev-
eral patches in O(mM logM) time for m pixels on each patch
and M pixels on an image, and requires O(M) memory. We
then obtain plausible interpolated images by linearly moving
the patches according to their correspondence.

However, the PatchMatch framework does not always pro-
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Figure 1: (a) and (b) show input stereo images from Mid-
dlebury’s stereo dataset [SP07]. (c) shows the transition dis-
tance at each pixel based on the nearest-neighbor mapping
using PatchMatch. Without greedy optimization, PatchMatch
suffers from distortion caused by incorrect correspondences.
However, (d) shows that our greedy optimization corrects the
correspondences by reducing the bidirectional error.

duce accurate correspondences. We introduce a correction
process for the nearest-neighbor map obtained by Patch-
Match so that the position of inaccurate correspondences
can be corrected. A greedy approach successfully reduces
the bidirectional error in the NNFs computed between two
images and rapidly generates accurate correspondences. The
efficiency of this greedy algorithm means that PatchMove
can be used in interactive applications.

Most of the experimental results produced by our method do
not contain visual artifacts (i.e., blurring or ghost effects).
However, undesirable results can be obtained when the tran-
sition of two patches occurs in an interpolated frame. In par-
ticular, large patches can blend in with other patches. To
handle this problem, we introduce a texture reconstruction
technique. This enables intermediate frames to recover the
resolution of the two original images. Even if visual artifacts
occur, our texture reconstruction method removes undesir-
able effects and generates high-quality images.

In summary, PatchMove makes the following contributions:

• Patch-based Linear Interpolation: Patch-based linear
interpolation allows us to quickly and robustly obtain in-
termediate frames from two images using the PatchMatch
framework.

• Greedy Modification Algorithm: Our greedy algorithm
rapidly reduces the number of incorrect correspondences
produced by PatchMatch, thus reducing annoying visual
artifacts.

• Occlusion Handling: By taking account of bidirectional
errors, our modification algorithm detects occluded re-
gions around the boundaries of input images, and assigns
them appropriate transition vectors.

• Texture Reconstruction: The texture reconstruction al-
gorithm gives intermediate images of the same resolution
as the original images.
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Figure 2: Middlebury’s basketball dataset, available at
http://vision.middlebury.edu/flow/. Compared to the Mov-
ing Gradient method, PatchMove obtains more plausible in-
termediate frames. Moreover, whereas PatchMove without
greedy optimization produces minor artifacts on the left-
hand side of the basketball, PatchMove with greedy opti-
mization successfully reduces these artifacts.

2. PatchMove

The PatchMove algorithm is divided into three parts. First,
the patch-based correspondence between two images, as
computed by PatchMatch [BSFG09], generates intermediate
frames by linear interpolation. Second, a greedy approach
reduces the occurrence of visual artifacts caused by incorrect
correspondences, and the bidirectional error metric handles
occluded regions along the image boundaries. Finally, our
texture reconstruction method removes any blurring effects,
and recovers an image of the same resolution as the orig-
inals. Note that, in our experiments, only the motion par-
allax morphing requires texture reconstruction. The Patch-
Move pseudo-code is described in Algorithm 1.

Algorithm 1 PatchMove( )
Initialize NNF;
for e = 0 ⇒ n do

Propagation based on SSD;
Random Search based on SSD;

end for
for e = 0 ⇒ n do

Propagation based on Bidirectional Error;
Random Search based on Bidirectional Error;

end for
Occlusion Handling;
Linear Interpolation using NNFs;
Texture Reconstruction; //Optional

2.1. Patch-based Interpolation

Our patch-based interpolation framework is inspired by
PatchMatch [BSFG09]. Given images A and B, PatchMatch
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computes the NNF, which is a mapping of every patch in
image A to the nearest-neighbor patch in B in terms of some
patch distance metric, such as the sum of squared differences
(SSD). Intermediate frames are linearly interpolated using
the bidirectional nearest-neighbor offsets, i.e., from one im-
age to the other and vice-versa. When several patches over-
lap at a pixel, that pixel is assigned the average value of all
votes from the overlapping patches. Bidirectional interpola-
tion prevents regions being neglected, and enables interme-
diate frames to be obtained for occluded regions. Although
patch-based interpolation can handle most occluded regions,
visual artifacts may occur in stereo-view interpolation if an
image is partly cut-off. In Section 2.2.2, we present an oc-
clusion handling technique for such situations. Although op-
timized NNF search methods based on PatchMatch, such as
PatchMatch Belief Propagation [BRFK13] and Propagation-
Assisted KD-Trees [HS12], could improve the accuracy and
speed of image interpolation, we employ the original Patch-
Match because of its simplicity.

2.2. Offset Modification

2.2.1. Greedy Optimization

PatchMatch does not always find a perfect correspondence,
because patch-based metrics do not consider relative coor-
dinates. That is, if we find the nearest-neighbor patch in a
different region, there is no way to tell whether it is matched
in terms of the relative position. As shown in the bottom-
middle panel of Fig. 2, incorrect correspondences cause vi-
sual artifacts. To improve the correspondence, we assume
that the error between the mappings (i.e., from one image to
the other and vice versa) will be small if the correspondence
is correct.

The bidirectional error e of the offset at point p between im-
age A and image B is defined as

ep = vp
AB + vp+vp

AB
BA . (1)

If ∥e∥ is sufficiently large, at least one direction has an incor-
rect correspondence. A greedy algorithm reduces the bidi-
rectional error in entire sets of correspondences, and is simi-
lar to the propagation and random search processes in Patch-
Match.

The greedy optimization process also follows the Patch-
Match framework because of its well-documented effi-
ciency. First, we compare the bidirectional error of each
patch and its similarity to adjacent patches in the scan order
(from left to right, top to bottom). Let p′ = (x−1,y) , p′′ =
(x,y−1) be the patches to the left of and above p =
(x,y) in image A. We choose an offset that minimizes
{∥ep∥,∥ep′

∥,∥ep′′
∥} and ensures that the distance between

the patch at p in image A and its counterpart in image B
is smaller than the current patch distance. Taking into ac-
count the patch similarity, the greedy method prevents the
correspondence between patches from worsening. A random

search ensures the NNF can escape from local minima. As
shown in Fig. 1, PatchMove with greedy optimization suc-
cessfully reduces the occurrence of small artifacts.

2.2.2. Occlusion Handling

Although greedy optimization reduces the number of incor-
rect correspondences, our patch-based method cannot find
appropriate counterparts for occluded patches, because the
nearest-neighbor mapping is based on a one-to-one corre-
spondence. An occluded region causes undesirable visual ar-
tifacts, such as unnatural deformation and blurring. In partic-
ular, the sides of images are likely to be occluded in stereo-
view interpolation. As shown in Fig. 3, the left- and right-
hand sides are occluded because input image A moves to
the right toward image B. Hence, it is impossible to find the
correct correspondence in these regions. Fig. 3(c) exhibits
unwanted ghost effects caused by incorrect correspondences
at the right-hand corner of the image. This difficulty in using
patch-based interpolation methods for stereo-view interpola-
tion is also a limitation of other patch-based morphing meth-
ods [SRAIS10, DSB∗12]. Therefore, we focus on occluded
regions partly cut-off by stereo movement.

We introduce a simple yet robust method to handle occlu-
sion around the boundaries of input images. Fig. 4 shows
an overview of our occlusion handling technique. Although
PatchMove allows patches to overlap, we do not show over-
lapping patches in this overview for simplicity of presenta-
tion. First, Eq. (1) is used to detect an occluded region. Fol-
lowing greedy optimization, the value of ∥e∥ at each pixel
should be (sufficiently close to) zero. However, if there is
no appropriate counterpart in the second image, ∥e∥ will be
non-zero, which makes occlusion detection easy. To reduce
distortion, the offset vector of an occluded patch is set to the
negative offset vector of the corresponding position in the
other image. As shown in Fig. 3(d), our occlusion handling
successfully reduces visual artifacts.

!"!"#$" #$" #$" #$"

!" #" $" %" &" '" (" )" *" +" ," -"

%" &" '" (" )" *" +" ," -" ." /" 0"

&" '" (" )" *" +" ," -" ." /" 0" 1"

%" &" '" (" )" *" ." ," /" 0" 1" 2"

$" $" $" #$"!"$"30!(&4"

30!(&5"

213(40(',53("6450(7"

8,9(/"!""

:))7(3"#"$"

8,9(/"!$"

:))7(3"#$""

:&&/;7,<1"

:&&/;7,<1"

Figure 4: Overview of occlusion handling. Letters represent
the values of pixels. This example shows that the patches at
the top-left corner in image A and the bottom-right corner
in image B do not have appropriate corresponding pairs,
because image A moves to the left toward image B. By taking
account of the bidirectional error ∥e∥, our method quickly
detects occluded patches. By negating the offset vector at the
same position in the other image, PatchMove successfully
obtains appropriate offset vectors for occluded patches.
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(a) Input Image A 

(b) Input Image B (d) w/ Occlusion Handling (e) Ground Truth (c) w/o Occlusion Handling  

Figure 3: (a) and (b) show the input stereo images from Middlebury’s stereo dataset [SP07]. Because each patch in an image
requires a counterpart in the other image in a nearest-neighbor search, stereo images have undesirable squeezing effects on the
right-hand side of the image (c). On the contrary, our occlusion handling technique obtains plausible interpolated images (d)
that are similar to the ground truth (e).

2.3. Texture Reconstruction

The greedy modification and occlusion handling algorithms
successfully remove incorrect transitions in intermediate
frames. Blurring effects are negligible in most results. How-
ever, with regard to the generation of still images, some inter-
mediate images generated by PatchMove are unsatisfactory.
When overlapping patches have very different offset vectors,
the RGB values assigned to each pixel are likely to be dif-
ferent. Therefore, the resulting images may lose some fine
features of the originals. PatchMove employs bidirectional
similarity (BDS) [SCSI08] with two sources to ensure the
intermediate frames have as fine a resolution as the input im-
ages. Known as α-blended BDS [SRAIS10], this takes into
account the relative similarity α between two images. Our
PatchMove system discards the Temporal Coherence term
used in the original PatchMatch framework, because patch-
based interpolation with our bidirectional greedy modifi-
cation successfully produces continuous temporal images
without using the BDS method. In contrast to Regenerative
Morphing [SRAIS10], our texture reconstruction technique
does not require a pyramid to be built or an iterative update
process, because the greedy modification ensures rapid con-
vergence to a plausible result. Therefore, our texture recon-
struction is much faster than the original BDS method with
multiple sources.

3. Results

The advantage of our proposed technique over other state-
of-the-art methods (i.e., Moving Gradients [MHM∗09], Re-
generative Morphing [SRAIS10]) is its computational effi-
ciency. Other methods require a large number of iterations
to attain convergence. In contrast, our method only needs to
computes PatchMatch a few times, which enables intermedi-
ate frames to be produced much more quickly. It takes 1.31 s

to produce 10 intermediate frames from 320×240 pixel im-
ages without texture reconstruction, and texture reconstruc-
tion takes 63.98 s using a single-core Intel Core i7 2.40 GHz
processor with 16 GB RAM. In our implementation, Mov-
ing Gradients and Regenerative Morphing take 115.74 s and
1374.53 s, respectively, for images of the same size.

From the above, it is evident that PatchMove is much more
efficient than state-of-the-art methods, even if we include
texture reconstruction. If texture reconstruction is not ap-
plied, PatchMove is an order of magnitude faster. Note that,
in our method, only motion parallax morphing requires tex-
ture reconstruction. Further, because our current C++ imple-
mentation of PatchMatch does not utilize any CPU or GPU
parallelization, there is a strong likelihood that this compu-
tation time can be improved.

As shown in Fig. 6 and the supplemental movies, our patch-
based interpolation with greedy optimization successfully
generates intermediate frames without blurring or ghost ef-
fects, similar to state-of-the-art approaches. Moreover, while
moving gradients are not applicable to complex movements
in which more than two regions are occluded, PatchMove
obtains plausible results without blurring (see Fig. 2).

4. Application

PatchMove can be used for a wide range of applications,
such as view interpolation, temporal interpolation including
complex motion, and non-rigid morphing. In terms of us-
ability, the advantage of PatchMove is that there is no need
to adjust its parameters for different types of applications.

4.1. View Interpolation

One of the main applications of PatchMove is view interpo-
lation using two images, such as stereo images. Fig. 3 shows
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(a) Input Image A 

(b) Input Image B (d) w/ Texture  

Reconstruction 

(e) Ground Truth (c) w/o Texture  

Reconstruction 

Figure 5: (a) and (b) show input images with motion parallax. Simple patch-based interpolation causes unwanted blurring
and loss of detailed texture, such as in (c). In such a challenging situation, the texture reconstruction algorithm renders an
intermediate frame (d) that is as fine as the ground truth (e).

interpolated frames between two images taken from differ-
ent points of view. Even if the entire image moves, Patch-
Move can compute an accurate transition using its greedy
optimization and occlusion handling techniques. Comparing
the intermediate frame produced using occlusion handling
with the ground truth, we see that PatchMove can handle a
large stereo transition without blurring or ghost effects. In
Fig. 3, the largest transition corresponds to 35 pixels, which
is greater than that of [MHM∗09] (30 pixels). We used the
Middlebury stereo dataset [SP07], and took stereo images
that were one frame apart as input images to compare with
the ground truth, which was the middle frame between the
input images.

4.2. Temporal Interpolation

There is considerable demand for temporal interpolation in
the mobile industry, because it is an important method for
reducing the size of movies. Although the original frame
rate must be low to ensure a small file size, viewers require
smooth sequences to watch videos without visual stress. The
problem is that movie sequences contain complex move-
ment. For example, in Fig. 2 each body part moves differ-
ently. Computationally expensive methods are not suitable
for interactive applications, even if they produce plausible
interpolated frames.

Figs. 2 and 6 show temporally interpolated frames from im-
ages including complex movement. Even though PatchMove
considers only two images, it obtains a smooth transition
without causing undesirable blurring or ghost effects. More-
over, because this temporal interpolation does not require
texture reconstruction, PatchMove can be used as a temporal
interpolation method for mobile interactive applications.

4.3. Motion Parallax Morphing

Motion parallax morphing is challenging because of its wide
transitions and occluded regions. For motion parallax, the

focus is not on producing an accurate interpolation, but on
plausible morphing. Regenerative Morphing [SRAIS10] re-
quires image features and manual annotation to handle this
situation, but Fig. 5 shows that our greedy optimization is
able to produce plausible intermediate frames without any
manual annotation or other image features. Further, com-
paring the intermediate frame in Fig. 5(d) with the ground
truth in Fig.5(e), we can see that our texture reconstruction
technique recovers the fine detail of the input images. Note
that Fig. 5 uses the intermediate image as the ground truth.
Therefore, even if two images involve significant movement,
including motion parallax, PatchMove can produce a smooth
transition from one to the other.

5. Conclusions and Future Work

This paper presented a framework for the rapid generation of
intermediate frames from two images. The dense correspon-
dence given by PatchMatch enables the successful interpo-
lation of patch transitions. Our proposed offset modification,
including greedy optimization and occlusion handling, pre-
vents undesirable transitions that cause blurring and ghost
effects. Greedy optimization reduces the bidirectional error
caused by incorrect correspondence, and our occlusion de-
tection technique modifies the offset vectors of occluded re-
gions. Even if unwanted blurring occurs, our texture recon-
struction method generates intermediate images that are as
fine as the input images.

We have not yet implemented our framework on a GPU or
introduced parallelization on CPUs. If we can optimize the
implementation, it should be possible to further reduce the
computation time. For reasons of computational efficiency,
we used the original PatchMatch [BSFG09] rather than Gen-
eralized PatchMatch [BSGF10]. However, the generalized
version has various benefits, such as robustness to rotation
and scale changes, which would allow PatchMove to han-
dle challenging interpolations, including images involving
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Figure 6: Comparison of interpolation between PatchMove (red) and Moving Gradient [MHM∗09] (green). PatchMove obtains
plausible intermediate frames, as given by the state-of-the-art method, without the occurrence of blurring or ghost effects.

complicated movement. Therefore, in future, we plan to in-
troduce Generalized PatchMatch into our framework.
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