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Abstract. This paper describes a novel rendering technique for the special rela-
tivistic visualization of the geometry and illumination of fast moving objects. The
physical basis consists of the relativistic aberration of light, the Doppler effect,
and the searchlight effect. They account for changes of apparent geometry, color,
and brightness of the objects. The rendering technique makes use of modern com-
puter graphics hardware, in particular texture mapping and advanced per-pixel
operations, and allows the visualization of these important special relativistic ef-
fects at interactive frame rates.

1 Introduction

Einstein’s Special Theory of Relativity is widely regarded as a difficult and hardly com-
prehensible theory. One important reason for this is that the properties of space, time,
and light in relativistic physics are totally different from those in classical, Newtonian
physics. In many respects, they are contrary to human experience and everyday percep-
tion because mankind is limited to very low velocities compared to the speed of light.
Therefore, computer simulations are the only means of visually exploring the realm of
special relativity and can thus help the intuition of physicists and other people interested
in the theory.

Hsiung and Dunn[5] were the first to use advanced visualization techniques for
image shading of fast moving objects. They proposed an extension of normal three-
dimensional ray tracing. Hsiung et al.[6] described a polygon rendering approach which
is based on the apparent shapes of objects as seen by a relativistic observer.

In our previous work[13], we introduced texture-based relativistic rendering as a
new means of visualizing the apparent geometry of fast moving objects. In this paper,
the texture mapping approach is extended to the visualization of the special relativistic
effects on both geometry and illumination. The physical basis consists of the relativistic
aberration of light, the Doppler effect, and the searchlight effect. The novel rendering
method makes extensive use of the functionality available on high-end graphics work-
stations[9], such as pixel textures and 3D textures. These features are exploited through
OpenGL and its extensions.

Unlike the relativistic polygon rendering approach, texture-based relativistic ren-
dering does not transform the coordinates or the color information of the vertices, but



transforms the images which are rendered in the normal non-relativistic way. Therefore,
the standard rendering pipeline is not changed and only an additional step is added at
the end of the rendering process. The relativistic transformation is performed on the
image plane by texture mapping. This transformation is split in two phases. The first
phase determines the geometrical effects by using standard 2D texture mapping. The
second phase implements the Doppler and searchlight effects by using pixel textures
and 3D texture mapping. In this way, interactive frame rates are achieved on modern
computer graphics hardware.

2 Lorentz Transformation

This section describes only those terms and equations of special relativity which are
relevant for rendering. A detailed presentation of special relativity can be found in [7,
8, 11]. The effects used from relativistic physics are the relativistic aberration of light,
the Doppler effect, and the searchlight effect.

The relativistic aberration of light causes a rotation of the direction of light when
one is changing from one inertial frame of reference to another. The aberration of light is
sufficient to completely describe the apparent geometry seen by a fast moving camera.

The Doppler effect accounts for the transformation of wavelength from one inertial
frame of reference to another and causes a change in color.

The searchlight effect is based on the transformation of wavelength dependent ra-
diance from one inertial frame of reference to another. The transformation of radiance
increases the brightness of objects ahead when the observer is approaching these ob-
jects at high velocity. The definition of wavelength dependent radiance can be found,
e.g., in [3, Chapt. 13][14].

Let us consider two inertial frames of reference,S andS0, with S0 moving with
velocity v along thez axis of S. The usual Lorentz transformation along thez axis
connects framesS andS0.

In reference frameS, consider a photon with the wavelength� and the direction
determined by spherical coordinates(�; �). In frameS0, the photon is described by the
wavelength�0 and the direction (�0; �0). These two representations are connected by the
expressions for the relativistic aberration of light, cf. [8],

cos �0 =
cos � � �

1� � cos �
; �0 = �; (1)

and for the Doppler effect,

�0 = � D: (2)

The Doppler factorD is defined as

D =
1

 (1� � cos �)
=  (1 + � cos �0);

where = 1=
p

1� �2, � = v=c, andc is the speed of light.



Wavelength dependent radiance is transformed from one frame of reference to an-
other according to

L0

�(�
0; �0; �0) = D�5L�(�; �; �): (3)

A derivation of this relation can be found in [14].

3 Relativistic Rendering

The physical basis for texture-based relativistic rendering is the Lorentz transformation
of properties of light. Suppose that the photon field is known at one point in spacetime,
i.e. at a point in three-dimensional space and at an arbitrary but fixed time. This photon
field is measured in one frame of reference which is denotedSobj.

Now consider an observer, i.e. a camera, at this point in spacetime. In the following,
the generation of a snapshot taken by this camera is investigated. The observer is not
at rest relative toSobj, but is moving at arbitrary speed relative toSobj. However, the
observer is at rest in another frame of reference,Sobserver. The photon field can then be
calculated with respect toSobserverby the Lorentz transformation fromSobj to Sobserver.
Finally, the transformed photon field is used to generate the picture taken by the ob-
server’s camera.

Now we restrict ourselves to static scenes, i.e. all scene objects and light sources are
at rest relative to each other and relative toSobj. Here, all relevant information about the
photon field—namely direction and wavelength dependent radiance of the incoming
light—can be determined by standard computer graphics algorithms, since the finite
speed of light can be neglected in all calculations for the static situation. With this
information and with the use of the equations for the relativistic aberration of light and
for the Doppler and searchlight effects, the picture seen by the relativistic observer can
be generated. In this way, the relativistic effects on geometry, color, and brightness are
taken into account.

3.1 Representation of the Photon Field

The relevant information about the photon field is the direction of the light and the
spectral power distribution in the form of the wavelength dependent radiance. This is
the information about the full plenoptic function[1]P (�; �; x; y; z; t; �) at a single point
(x; y; z; t) in spacetime, effectively leaving a three-parameter function~P (�; �; �). The
polarization of light is neglected.

The function~P can be sampled and stored in the form of an image projected onto the
unit sphere, with the camera being at the midpoint of the sphere. This image is called
radiance map. The direction of an incoming light ray is determined by the spherical
coordinates(�; �) of the corresponding point on the sphere.

The wavelength dependent radiance can be described by a vector with respect to
a fixed set ofnL basis functions. Therefore, each point of the radiance map holdsnL
components for the wavelength dependent radiance. Peercy[10] describes in detail how
a finite set of orthonormal basis functions can be used to represent radiance. In this



paper, no projection onto the basis functions is needed. Therefore, the orthonormality
condition can be omitted and an arbitrary set of basis functions can be used. In this
representation the wavelength dependent radiance is

L�(�) =

nLX
j=1

�jEj(�); (4)

with the set of basis functions,fEj(�)jj 2 IN; 1 � j � nLg, and the coefficients of the
vector representation,�j .

In the literature, various sets of basis functions are described, such as box functions
[4], Fourier functions[2], Gaussian functions[12], and delta functions[2]. As alternative
basis functions, we propose the Planck spectral distributions at various temperatures
with the wavelength dependent radiance

L�;Planck(�; T ) =
2hc2

�5
1

exp
�

hc
k�T

�
� 1

;

whereT is the temperature in Kelvin,h the Planck constant, andk the Boltzmann
constant. The Planck distribution describes the blackbody radiation and thus has a direct
physical meaning and a widespread occurance in nature.

For the display on the screen, three tristimulus values such as RGB have to be
calculated from the wavelength dependent radiance. For example, the RGB values
(cR; cG; cB) can be obtained by

ci =

Z
L�(�) �fi(�) d�; i = R;G;B; (5)

where�fi(�) are the respective color matching functions for RGB, cf. [15].
How can the radiance map be generated for the non-relativistic situation, i.e. a cam-

era at rest in the frameSobj of the objects? Since perspective projection is restricted to
a maximal field of view of180�, the complete radiance map cannot be created in a sin-
gle step by using standard computer graphics hardware. Therefore, the covering of the
whole sphere is accomplished by projecting several images which are taken with differ-
ing orientations of the camera. A similar method is used for reflection and environment
mapping.

Usually, images do not provide an arbitrary number of channels in order to store
thenL components for the photon field. However, several radiance maps each of which
contain three standard RGB channels can be combined to represent the complete photon
field.

3.2 Apparent Geometry

Let us assume that the photon field is known for an observer at rest in the frameSobj.
Now consider the same situation with the moving observer. The photon field has to
be changed by the Lorentz transformation fromSobj to Sobserver. This transformation
is split in two parts, in the relativistic aberration of light and in the transformation of



wavelength and radiance. Accordingly, the relativistic part of the rendering algorithm
consists of two phases which determine apparent geometry and relativistic illumination.

The relativistic aberration of light yields a transformation of(�; �) to (�0; �0) ac-
cording to (1). The resulting distortion of the image mapped onto the sphere is illus-
trated in Fig. 1.

Fig. 1.Effect of the relativistic aberration of light on the texture mapped onto the unit sphere. The
left sphere shows the mapping without distortion, the right sphere illustrates the distortion for 90
percent of the speed of light. The direction of motion shows towards the north pole of the sphere.

Usually, the direction of motion is not identical to thez axis. Therefore, additional
rotations of the coordinate system have to be considered. The complete mapping of the
coordinates of a point(u; v) in the original image to the spherical coordinates(�0; �0)
of the corresponding point seen by the moving observer is

Tmapping= Trot, b � Taberration� Trot, a� Tproj : [0; 1]� [0; 1] �! S2:

S2 is the unit sphere. The mapTproj projects the rendered image onto the sphere and
determines the corresponding coordinates on the sphere. The coordinates of the pix-
els are in the interval[0; 1]. The rotationTrot, a takes into account that the direction of
motion differs from thez axis of the sphere. The actual relativistic transformation is
accomplished byTaberrationwith the use of (1). Finally,Trot, b describes the rotation of
the observer’s coordinate system relative to the direction of motion.

The relativistic rendering process has to generate the texture coordinates for the
mapping of the non-relativistic images onto the unit sphere which surrounds the moving
observer. With the inverse mapT�1

mapping, the texture coordinates can be calculated from
the spherical coordinates(�0; �0) in the coordinate system of the observer.

3.3 Relativistic Illumination

The Doppler and searchlight effects account for the relativistic effects on illumination.
According to (2) and (3), both effects depend on the Doppler factorD. Therefore, in
addition to the photon field, the information about the Doppler factors has to be known.

Here, we introduce the termDoppler factor map. Analogous to the radiance map,
the Doppler factor map holds the Doppler factors for various directions. The Doppler
factor map is a one-parameter map because, for a given velocity, the Doppler factor
depends only on the angle�0.



With (4) and (5), the tristimulus values(c0R; c
0

G; c
0

B) for each pixel in the frame
Sobservercan be calculated by

c0i =

Z
�fi(�

0)L0

�(�
0) d�0 =

Z
�fi(�

0)

nLX
j=1

�jE
0

j(�
0) d�0 =

nLX
j=1

Xi;j(�j ; D); (6)

with

Xi;j(�j ; D) =

Z
�fi(�

0)�jE
0

j(�
0) d�0 ; i = R;G;B; j = 1 : : : nL:

The transformedE0

j(�
0) are computed from the originalEj(�) according to (2) and (3).

Thec0i andXi;j can be combined to form the three-component vectorsc
0 andXj .

The functionXj(�j ; D) can be represented by a three-component look-up table
(LUT) depending on the two variables�j andD. This LUT can efficiently be imple-
mented by using pixel textures. Pixel textures assign texture coordinates on a per-pixel
basis instead of a per-vertex basis. Pixel textures are specified in the same way as nor-
mal 3D textures. With a pixel texture being activated, all pixels which are drawn from
main memory into the frame buffer are interpreted as texture coordinates, i.e. each RGB
color triple is mapped into the texture and then the interpolated texture values are actu-
ally drawn.

The LUT for each functionXj(�j ; D) is stored in a 3D RGB texture. A 2D texture
would be sufficient for a two-parameter function. OpenGL, however, does not support
2D pixel textures. Therefore, a third, dummy dimension which is set to one is included.
The LUTs do not change for a fixed set of basis functionsEj . Therefore, the respec-
tive pixel textures can be built in a preprocessing step, thus not impairing rendering
performance.

Finally, the relativistic transformation of wavelength and radiance is implemented
as follows. Another sphere, now textured by the Doppler factor map, is rendered in
addition to the sphere resulting from Sect. 3.2. The Doppler factors are stored in a
previously unused, separate channel, such as the� channel. The final RGB values are
evaluated according to (6) by iterating over thenL channels which contain the vectors
�j , by applying the corresponding pixel textures, and by adding up the results.

If nL is greater than three, more than one radiance map is used to hold thenL
channels, and the whole process above has to be performed several times depending on
the number of different radiance maps.

3.4 Rendering Process

Fig. 2 shows the structure of the relativistic rendering process. In addition to normal
non-relativistic rendering, two phases for the relativistic transformations are appended
to the rendering pipeline.

The geometric effects are taken into account in the first phase which consists of
the white and gray boxes in the diagram. This phase resembles the implementation of
reflection or environment mapping onto a sphere. The main difference is localized in
the generation of the texture coordinates. The operations in the white boxes work on
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Fig. 2. Structure of the relativistic rendering process.

the back buffer of the normal frame buffer. The operations in the gray boxes work on an
additional, off-screen frame buffer. In our implementation, pbuffers (SGIX pbuffer
extension) are used.

In the gray part, the textures for a spherical mapping are generated. Here, the
standard non-relativistic rendering process is performedn times;n is the number of
textures mapped onto the sphere and depends on the viewing angle and the orien-
tation that are used for the rendering of the texture images. The OpenGL command
glCopyTexImage2D transfers the results of non-relativistic rendering from the frame
buffer to texture memory. Texture objects (glBindTexture ) allow fast access to the
stored textures.

In the white part, the texture coordinates are calculated with the use ofT�1

mapping. Then
the textured sphere is actually drawn. The relativistic transformation is absorbed into
the calculation of the texture coordinates. For the generation of the intermediate image
which contains the visualization of apparent geometry, a picture is taken from inside
the sphere. Note that the viewpoint has to be at the midpoint of the sphere, whereas the
orientation is not restricted and allows for viewing into arbitrary directions.

The relativistic effects on illumination are taken into account in the second phase
which consists of the black boxes. This phase works on the back buffer of the standard
frame buffer. Another sphere, now textured by the Doppler factor map, is rendered into
the � channel and blended with the result of the previous rendering steps. Then the
complete RGB� buffer is read into main memory.

The last part is iterated three times, for the respective three color channels which
hold the corresponding values�j . A color matrix (SGI color matrix extension) is
set, which shifts the current color channel to the red channel and the� channel to the
green channel. Now, the current values of�j are stored in the red channel and the corre-
sponding Doppler factors in the green channel. Then the pixel texture which transforms



(�j ; D) to displayable RGB values is applied. Finally, the operations in the rasterization
stage are performed by drawing the image back into the frame buffer. These results are
added up by a blending operation in order to obtain the final image.

So far, the rendering process supports up to three different basis functionsEj . A
larger number ofnL can be implemented by iterating the whole rendering process sev-
eral times with varying sets of basis functions and by adding up the results.

4 Implementation and Results

The relativistic rendering algorithm is implemented in C++ and runs on top of a stan-
dard OpenGL renderer. OpenGL version 1.1 with pbuffer (SGIX pbuffer ), pixel tex-
ture (glPixelTexGenSGIX ), and color matrix (SGI color matrix ) extensions
is used. The implementation runs on an SGI Octane with Maximum Impact graphics
and 250MHz R10000 processor.

An example of relativistic rendering can be found in Fig. 3. It illustrates the aberra-
tion of light, the Doppler effect, and the searchlight effect. The latter is very prominent
and causes an extreme change of brightness.

In the current implementation, a constant number of six textures is used to cover
the whole sphere. The six textures originate from the projection of the six sides of a
cube onto the sphere. The texture coordinates are only recalculated if the velocity has
changed. Three arbitrary basis functionsEj are supported. The following performance
measurements are based on the test scene from Fig. 3 and a window size of 800*600
pixels. A frame rate of 7.6 fps is achieved for the relativistic visualization of apparent
geometry and of 4 fps for the visualization of geometry and illumination. Approxi-
mately 30% of the total rendering time is used for the generation of the non-relativistic
images, 10% for transferring these images from the frame buffer to texture memory,
40% for the pixel operations, and 20% for the remaining tasks.

5 Discussion

In this section, texture-based relativistic rendering is conferred to the well-known rela-
tivistic polygon rendering method.

Relativistic polygon rendering extends the normal rendering pipeline by a relativis-
tic transformation of the vertex coordinates for the triangle meshes representing the
scene objects. Since this transformation is non-linear, artifacts are introduced by the
linear connection between the transformed vertices through straight edges. The error
depends on the angular span under which each single triangle is viewed and might be-
come very large for objects passing by closely. The artifacts can be reduced by a fine
remeshing of the original objects in a preprocessing step or by an adaptive subdivision
scheme during runtime. This is not needed for the texture approach, since the relativistic
transformation is rather performed at the end of the rendering pipeline and affects every
pixel in the image plane. Therefore, texture-based relativistic rendering does not need
any modifications of the scene or the core rendering method. It does not increase the
number of triangles of the scene objects to be rendered, it has no extra computational
costs per vertex, and it does not introduce the geometric artifacts described above.



In the texture mapping approach, the sphere surrounding the observer is represented
by a triangle mesh. The texture coordinates which are computed for the pixels inside
each triangle by the usual perspective correction scheme differ from the true values.
However, these errors do not impair the quality of the relativistic image as long as the
angular span under which each single triangle is viewed is not too wide. The errors are
independent of the geometry of the scene objects and can be controlled by choosing an
appropriate size for the triangles representing the sphere, which is an important advan-
tage over the relativistic polygon rendering approach. In the example depicted in Fig. 3,
the whole sphere is tessellated by 5120 triangles, guaranteeing a good image quality for
velocities as high as� = 0:99.

A very important issue is the physically correct handling of illumination. The reflec-
tion on a surface is usually described in terms of the angle between the light vector and
the surface normal and the angle between the viewing vector and the surface normal.
Relativistic polygon rendering transforms the coordinates of all vertices. Therefore,
both angles are changed, which, in general, results in a wrong calculation of illumina-
tion. Texture-based relativistic rendering, however, completely transforms all relevant
physical properties of the non-relativistic image to the frame of the fast moving camera,
which brings about a physically correct visualization.

Rendering performance depends on different factors for relativistic polygon render-
ing and for texture-based relativistic rendering, cf. [13] for details. However, compara-
ble frame rates are achieved by both rendering techniques on the used hardware.

One problem with texture-based relativistic rendering arises because of the proper-
ties of the aberration of light. The aberration equation does not conserve the element of
solid angle. Therefore, the relativistic mapping does not conserve the area of an element
on the sphere. The image is scaled down in the direction of motion, whereas the image
gets magnified in the opposite direction. This magnification can reveal an inappropriate
resolution of the texture. This issue could be solved by adapting the texture size to the
relativistic distortion which depends on the observer’s velocity and direction of motion.

Another problem could be the limited resolution of the RGB� channels, which
might cause color aliasing effects whose extent depends on the chosen basis functions
Ej and the interval of the used Doppler factors. These color aliasing effects are usually
not very prominent for a depth of eight bits per channel, which is available on cur-
rent hardware. They should completely disappear on future hardware supporting ten or
twelve bits per channel.

6 Conclusion and Future Work

In this paper a texture-based approach to special relativistic rendering has been intro-
duced. The physical basis consists of the relativistic aberration of light and the Doppler
and searchlight effects. The algorithm uses texture mapping in order to transform the
non-relativistic image into the frame of reference of a fast moving observer. Texture-
based relativistic rendering allows for the fast visualization of special relativistic effects
on both geometry and illumination.

There are several advantages compared to relativistic polygon rendering. There are
no artifacts due to straight lines between vertices. There is no need for additional poly-



gons and for the computation of the transformation of vertices. Most importantly, a
physically correct model for the calculation of illumination is implemented.

In future work, the issue of rendering performance and image quality will be ad-
dressed. A limiting part in the rendering process is the pixel fill rate for the generation
of the radiance map. The number of textures can be reduced if only that part of the
sphere which is actually viewed by the relativistic observer is covered by textures. In
addition, the resolution of the textures could be adapted to the magnification by the
aberration of light. This will increase rendering speed and enhance image quality.
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Fig. 3. Example of special relativistic rendering. The image (a) shows a non-relativistic view of
the tunnel-like test scene. The scene emits blackbody radiation at 3500K, 5900K, and 10000K,
producing the red, white, and blue colors in the non-relativistic image. In (b)–(d), the observer is
moving towards the end of the tunnel with 60 percent of the speed of light. Picture (b) shows the
visualization of apparent geometry, (c) adds the Doppler effect, and (d) illustrates the complete
transformation of illumination. In (d), the overall intensity is reduced to 10 percent of that in
(a)–(c) in order to keep the intensities in the displayable range.


