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Abstract
A novel technique for efficient computation of global light propagation in interactive DVR is presented in this
paper. The approach is based on a combination of local shadows from the vicinity of each voxel with global
shadows calculated at high resolution but stored in a sparser grid. The resulting intensities are then used as
the initial illumination for an additional pass that computes first order scattering effects. The method captures
global shadowing effects with enhanced shadows of near structures. A GPU framework is used to evaluate the
illumination updates at interactive frame rates, using incremental refinements of the in-scattered light.

Categories and Subject Descriptors (according to ACM CCS): I.3.7 [Computer Graphics]: Color, shading, shadow-
ing, and texture; I.4.10 [Image Processing and Computer Vision]: Volumetric;

1. Introduction

Direct Volume Rendering (DVR) has become an invaluable
tool for improved interaction and understanding of com-
plex structures in medical visualization. A well-known prob-
lem in current practice is the limited depth perception in
DVR on standard displays. For instance, the relative distance
and connectivity of intertwined blood vessels with complex
structures at varying depths can sometimes be difficult to
determine [HWSB99]. Since interaction with a global light
source changes the visual appearance of structures and the
projected shadows give intuitive cues for spatial relations in-
side the volume an improvement in depth perception can be
achieved by the inclusion of advanced illumination with self-
shadowing. Algorithms for realistic global illumination in-
clude direct and indirect illumination. This means that both
light arriving directly from the light source and light re-
flected by other objects in the volume are taken into account.
A photon can thus be scattered within the volume until it is
absorbed. General methods for the solution of the full light
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transport equations are, however, computationally demand-
ing and interactive frame rates are desired in many applica-
tions, including medical. Reaching interactive frame rates in
medical DVR with approximated high quality global light-
ing is the main challenge and motivation for the work pre-
sented in this paper.

The presented method progresses in several steps to sim-
ulate the light transport in the volume and, at each step, cap-
tures the main physical contributions. In the first step opaci-
ties are composited into a global shadow volume for a given
light source and transfer function (TF) settings. The calcu-
lation is based on piecewise integration techniques on the
GPU and sparse representations of intermediate results. The
method then proceeds to include first order scattering of the
global light arriving at each voxel by integration of scattered
light in a local spherical neighborhood around each voxel.
This step is similar to the local ambient occlusion (LAO)
method described in [HLY07], which enhances perception
of local shapes and tissue properties. In the last step a single
pass ray-casting approach is used to render the final image.
The resulting application enables updates of light position
and transfer functions while maintaining interactive frame
rates yet simulating a realistic light model. The main contri-
butions of this paper are:
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• an efficient approximation of volumetric propagation of
light from a point light source using local piecewise inte-
gration.

• support for illumination calculations of large scale vol-
umes due to the inclusion of multi-resolution data man-
agement

• a fast approach for refinements of first order scattering
supporting phase functions

• support for interactive and arbitrary positioning of the
light source, outside as well as inside the volume.

The remainder of this paper is organized as follows: An
overview of related work in this research field is given in
section 2. The theory and implementation details are pre-
sented in sections 3 and 4, respectively. Visual and perfor-
mance results are described in section 5. The paper is finally
concluded with a discussion and outlook on future work.

2. Related Work

Over the past decades a vast amount of research has been
published in the area of realistic lighting, for instance [Bli82,
KH84, Max94, Rus88, JC98]. The focus of our paper is to
compute global light in participating media at interactive
frame rates. In this section we give an overview of previous
research with the same goal.

Calculations of global illumination from a light source in
volume rendering applications are often pre-computed and
are commonly stored in an additional 3D texture [BR98].
Hadwiger et al. [HKSB06] presented a deep shadow map in
which pre-compressed visibility functions are stored. Kniss
et al. [KPH∗03] presented an efficient method that computes
attenuation of light interleaved with the rendering of the vol-
ume using texture slicing. A half-angle approach is used that
slices the volume at an angle between the light source and
the view direction. Limitations of their method are that only
one light source can be applied, the rendering approach of
texture slicing is required and only forward scattering, ap-
proximated with a blur-function, is possible. Desgranges et
al. [DEP05] proposed a similar method but also integrated
dilation of light reducing hard shadow edges and enhanc-
ing translucent appearances. Qiu et al. [QXF∗07] presented
a method that uses a Face-Centered Cubic lattice for in-
creased sampling efficiency. In their method computations of
multiple scattering are simplified through spatial and angu-
lar discretization on lattices. However, their approach is still
too slow to reach interactive frame rates. Interactive volume
rendering with dynamic ambient occlusion using local his-
tograms was presented by Ropinski et al. [RMSD∗08]. Their
method requires a preprocessing time of approximately 2
days for a volume of 512x512x294 voxels.

The method described in our paper approximates prop-
agation of light with single scattering effects based on the
approach of local ambient occlusion (LAO) [HLY07]. LAO
is an efficient approximation of ambient occlusion from a

local volumetric light source that surrounds each voxel. The
intensity of incident light is derived by integrating the optical
depth along rays cast from the voxel towards the sphere in
a number of directions. Promising results for enhanced per-
ception of shapes and tissue properties can be achieved with
LAO, however, the improved depth perception is limited to
local features since each voxel is only occluded by structures
in the vicinity.

Further speed-up of the method described in our paper
is achieved by utilizing local piecewise integration and a
flat blocking multi-resolution data management [LLYM04].
With this data management the volume is divided into small
blocks of 163 voxels which are stored in a multi-resolution
structure. The blocks are assigned a level-of-detail (LOD)
which determines the resolution of the block in the multi-
resolution structure. This data reduction is based on preser-
vation of the resulting image quality in the current TF do-
main and non-contributing/empty blocks are ignored. The
blocks are, in the multi-resolution structure, not organized
according to their spatial location but their LOD.

3. Global Lighting with Scattering Effects

The method presented in this paper constitutes an approxi-
mation of the the distribution of global light in participating
media including first order scattering effects. The goal of the
approach is to support interactive frame rates both during
and in between illumination updates. As our starting point,
we take the classical volume rendering integral [Max95]:

I(D) = I0 · e−
∫ D

0 τ(t)dt +
∫ D

0
g(s) · e−

∫ D
s τ(t)dtds (1)

I0 is the background light intensity, τ is the absorption coef-
ficient and g(s) is the source term that describes the illumi-
nation model. The reflected color is modulated based on the
lighting conditions, I, according to:

g(s) = I(s) · c(s) ·α(s) (2)

where c(s) and α(s) are the color and opacity at the cur-
rent location, s, along the ray. Simulating fully realistic light-
ing is computationally demanding. Most approaches for ob-
taining I(s) thus do not take global light transport into ac-
count. The most commonly used local lighting model in
DVR is the Blinn-Phong shading model [Bli77] which in-
cludes three terms: ambient, diffuse and specular. In our il-
lumination model I(s) is the sum of both direct and indirect
light contributions, as in [KPH∗03], but in our case with a
physically-based estimation of the first order scattering. Our
approach to the calculation of I(s) is based on four steps that
are carried out to compute the illumination of the volume:

1. Enumeration of the opacity along piecewise ray paths
2. Computation and representation of a global shadow vol-

ume
3. Estimation of the global light contribution to each voxel
4. Inclusion of local first order scattering effects
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(a) (b) (c) (d) (e)

Figure 1: Opacity for a local segment is integrated in (a) and global opacity is integrated in (b). A simple method to compute
Id is to perform a direct interpolation from αg, as in (c), however, a better approximation is obtained, in (d), by utilizing the
piecewise integration as an initial step. The quality of nearby shadow contributions is thereby increased. In-scattering of the
initial intensity approximation, Is, is illustrated in (e).

The resulting I(s) is then used in interactive ray casting
DVR to illuminate each sample point, in which I(s) only
needs to be updated when the TF or light settings change.
The following subsections, 3.1-3.5, describe the details of
the separate steps of the method.

3.1. Local Piecewise Integration

In the first step of the algorithm, opacity is integrated in a
user defined local neighborhood by casting rays from each
voxel simultaneously in the direction of the light source.
The purpose of calculating these local piecewise opacity seg-
ments is to enable high resolution shadows from occluding
objects in the vicinity of each voxel and also to form the
basis for fast calculations of global opacity.

We start by examining the intensity of the direct light that
reaches a position, s, along a ray from a light source with
intensity I0:

I(s) = I0 · e−
∫ s

0 τ(t)dt . (3)

By dividing the integral into k segments of length ∆s, eq. 3
can be rewritten as:

I(s) = I0 ·
k

∏
n=0

Tl p(sn) (4)

where

Tl p(sn) = e−
∫ sn+1

sn τ(t)dt (5)

and sn = n∆s, where s0 originates at the current voxel loca-
tion. Eq. 5 [Max95] is then discretized into eq. 6, where αl p
is the opacity of the segment that originates in point sn and
ends in sn+1. The opacity, αl p, is related to the transparency

as αl p = 1−Tl p.

αl p(sn) = 1−
N

∏
i=0

(1−α(ni)) (6)

where N is the number of samples taken along the segment
and α(ni) is the opacity of a point, ni, of the segment in the
current TF domain. α(ni) can be adjusted with the opacity
correction formula [PH89] for further control of the attenu-
ation impact.

The first step in the proposed method computes Tl p(sn) for
n = 0 for each voxel location in the volume separately. The
resulting opacities, αl p(s0), constitute the piecewise seg-
ments that will be reused throughout the algorithm. Detailed
local opacity segments are thus obtained for each grid point,
see also the illustration in fig.1a. These segments must be re-
computed each time the transfer function is changed or the
volume is moved in relation to the light source but, as will
be shown in section 5, interactivity can still be maintained.
The step length in the global light integration is equal to the
length of the local piecewise segments. The optimal length,
providing a good balance of high quality and high perfor-
mance, is discussed in the results section.

The concept of piecewise integration is illustrated for a 1D
example in fig. 2, starting with the opacity values along a ray
cast in the direction of the light source. Fig. 2b then shows
how the integrated opacity builds up along a few segments of
the ray. The results of the local piecewise integration is the
opacity of each segment (see fig. 2c). A detailed description
of how to compute the global integral (fig. 2d), using the
local integrations, is provided in section 3.2.

3.2. Global Shadow Volume

In this step the opacities, αl p, obtained in the local piecewise
integration for each voxel in the volume, are used to obtain
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(a) (b) (c) (d)

Figure 2: The opacities for each point along a ray, in one-dimension, are illustrated in (a). Opacity of local segments is
integrated in (b) and the resulting opacities for each segment are shown in (c). Computing opacity along the whole ray, in (d),
from the first point to the light source, is performed by sampling (red circles) the opacities in (c), which allows for a sparse
sampling density. Note that the local piecewise integration must be performed and stored for each point along the ray to allow
the global sampling to start at an arbitrary point.

a global shadow volume that is stored in a sparse data struc-
ture. The global opacity, αg, is determined by computing the
product of the transparency for each segment, as indicated in
eq. 4. The global opacity can be computed as:

αg(s0) = 1−
k

∏
i=0

(1−αl p(si)) (7)

Since linear interpolation is used to estimate local segments,
illustrated in fig. 1b, some small errors are introduced.

To speed up the calculations it is possible to reduce the
resolution of the shadow volume representation (SVR) used
to store the computed results. The ray integrations are, how-
ever, still performed at high resolution to maintain the qual-
ity of the visibility estimates along each path. It is usually
sufficient to use a grid resolution at 1:4, that is each sam-
ple in the SVR covers 43 voxels in the data volume. Since
this resolution can be adjusted interactively it is possible to
compute the global distribution for a lower number of points
during interaction and incrementally increase the resolution
of the SVR when the viewpoint or light source is static.

3.3. Global Light Contribution

For each voxel in the volume the direct light contribution
from the source is now estimated. Paths of light rays con-
verge close to the light source and large differences in the
occlusion between neighboring voxels therefore primarily
depend on objects in the near vicinity. Therefore, to improve
the accuracy of the computations of the direct light contri-
bution, Id(s0) in eq. 8, the opacity of the first ray segment
is taken from the previously computed local piecewise inte-
gration, αl p(s0). The remaining opacity, αg(s1), from point
s1 along the ray towards the light source is interpolated from
the SVR (see fig. 1d).

Id(s0) = I0 · (1−αg(s1)) · (1−αl p(s0)) (8)

This minor additional computational cost improves the final
quality, compared to only using αg (see fig. 1c), as it ensures

that local occlusion is calculated at the highest possible res-
olution. The intensity, I0, is a user defined parameter.

3.4. First Order Scattering

In the final step of the illumination calculation, in-scattering
from all directions on a sphere to each point in the vol-
ume [Max95] is included. To approximate the in-scattering
contribution we use the results from eq. 8 and treat the scat-
tered part of the direct global light as emittance (eq. 9). In

Ie(s0) =
∫ RΩ

s0

q(s)e−
∫ r

s0
τ(t)dtdr (9)

q(s) is thus taken from the direct global light distribution
and RΩ is the radius of the scattering sphere, Ω. Since the
first order scattering is treated as LAO [HLY07] only short
range scattering effects are captured (see fig. 1e) which are
the dominant contributions and also, from the medical per-
spective, the most relevant ones. The complete integral for
the in-scattering contribution becomes:

Is(s0) =
∫

Ω

ϕ(ω)
∫ RΩ

s0

Id(r) · e−
∫ r

s0
τ(t)dtdrdω (10)

A discretization of this integral gives:

Is =
J

∑
j=0

ϕ j

M

∑
m=0

Id(sm)
m−1

∏
i=0

(1−α(si)) (11)

J is the number of ray directions and M is the number of
sampling steps along each ray. The light contribution from
each direction, j, is normalized to sum to one. A phase func-
tion, ϕ , can be used to weight the incoming light from differ-
ent directions [Max95]. An isotropic phase function is used
in this paper, which is the simplest case, weighting the light
equally in all directions.

3.5. Volume Ray Casting

Having obtained the scattered intensity of each voxel, the
final intensity of a pixel in the image, Ieye, is computed using
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Figure 3: GPU flow chart of the presented methods, which
includes local piecewise integration, global light integration
and estimations of in-scattering. The last step is incremen-
tally refined until the intensity from all the in-scattering di-
rections are updated. The objects in the dotted square are
the intermediate results of the shader programs.

Figure 4: Occluding objects can be missed when computing
αg in the left image since opacity is not pre-computed for
rays (gray) that originate in empty blocks (black squares)
ignored by the multi-resolution structure. This problem is
avoided by advancing the ray (blue line) to the next non-
empty block, as shown in the right image, for this special
case. The samples taken are marked with orange dots.

a Riemann sum to discretize the ray casting integral:

Ieye =
n

∑
k=0

gk

k−1

∏
p=0

(1−α(sp)) (12)

where gk is

gk = Ibias +(1− Ibias) · Is(sk)︸ ︷︷ ︸
I f inal

·c(sk) ·α(sk)

c and α are the color and opacity, for each point, sk, ac-
cording to the current TF domain. A parameter, Ibias, in the
range [0..1], is introduced in order to adjust the minimum
light level. The light source is considered to distribute only
white light but the equations can easily be extended to han-
dle colored light.

4. Implementation

This section describes the implementation utilized to effi-
ciently solve the equations presented in the previous sec-
tion. Three shader programs have to be executed to update
the light computations. The intermediate results obtained by

these programs are volumes containing αl p (eq. 6), αg(eq. 7)
and I f inal (eq. 12), respectively, as illustrated in fig. 3. To
fill these three volumes each slice must be rendered, one-
by-one, to a frame buffer object (FBO) that is attached to
the corresponding slice in the respective 3D texture target.
An additional shader program is used for the final ray cast-
ing step, computing Ieye. To speed up the interaction dur-
ing an illumination update the stored light, I f inal , does not
have to include calculations for the whole scattering sphere
at once. The in-scattering contribution can be progressively
refined by adding computations for one additional direction,
each time Ieye is updated, until all directions are computed.
The direction of the light source is computed first so that
the shadows seen during interaction are the best approxima-
tion of the final illumination. The subsequent directions of
the scattering sphere are found by subdividing a tetrahedron,
icosahedron or octahedron to a level that gives the desired
number of rays. For a correct incremental update the new re-
sults of I f inal have to be blended (eq. 13) with the previously
stored intensities, Istored . Iblended is the new value to store
and j is the current ray among the J rays used to discretize
the scattering sphere.

Iblended =
1
j
· I f inal +(1− 1

j
) · Istored (13)

The calculations performed in the presented method result
in a large amount of data since each step needs to store
computations for each voxel. For example, if the illumina-
tion is computed for a volume of 5123 then three additional
5123 volumes are needed to store the results of the αlp, αg
and I f inal computations. However, it is not reasonable to use
this much space for light calculations. As mentioned in 3.2
the resolution of the SVR can be reduced, which implies
that neighboring points use the same global integration. Fur-
ther reduction of storage space is obtained by employing a
flat blocking multi-resolution data management [LLYM04].
This approach gives the possibility to reduce the amount of
data to process without significant loss in visual quality (see
section 2). With this approach a medical dataset of 512 cubed
voxels can commonly be stored using 256x256x128 voxels
without significant loss of important information. By per-
forming the light computations directly in the coordinates
of the multi-resolution data structure, as in [HLY07], it is
possible to skip calculations for regions that are empty. It
is therefore feasible to reduce the texture sizes by at least
a factor of eight, and the number of render passes required
for an illumination update decreases greatly. Interpolation
problems can, however, occur since the blocks in the multi-
resolution structure are not packed according to their spatial
location. Potential artifacts can, in most cases, be avoided or
reduced by clamping the sample locations to a proper dis-
tance from the block borders [LLY06]. This solution is suf-
ficient to prevent artifacts in αl p and I f inal . Since the data
storage in the SVR is allowed to be reduced by a large fac-
tor, however, clamping is not a possible solution when com-
puting the global opacity, αg. In this case it is therefore nec-
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Data reduction A B C
323 2563

8.9:1 284 552 233 68
14.8:1 178 515 145 68
22.1:1 121 403 96 48
35.2:1 81 365 62 46

Piecewise segment A
length (voxels) 323 643 1283 2563

4 261 267 439 1428
8 284 297 373 552

16 331 339 380 641
32 436 439 463 862

Table 1: Performance, in milliseconds (ms), for different levels of illumination updates ((A), (B) and (C) as in fig. 3) versus
varying data reductions (left table). The piecewise segments are 8 voxels long. In the right table the performance is shown for
different sizes of the SVR versus varying lengths of the local piecewise segments for light update (A). The data reduction is
8.9:1. Measurements in both tables are performed for a volume of 5123 voxels, rendered in a 1024x1024 window. The same
volume, TF and rendering settings are used in fig. 7, using a step length of 16 voxels.

(a)Ibias = 0, RΩ = 16 (b)Ibias = 0, RΩ = 48 (c)Ibias = 0.2, RΩ = 16 (d)Ibias = 0.2, RΩ = 48

Figure 5: Light is integrated, for a CT scan of a carp, with varying settings for Ibias and RΩ. The shadows becomes less distinct
with a large radius (denoted in units of voxels) of the scattering sphere, Ω. Ibias adjusts the minimum intensity of each voxel.

essary to compute the estimates in a regular linear volume
so that linear interpolation can be used without causing arti-
facts. Another problem that arises with the flat blocking data
management is that blocks that do not include any content in
the TF domain are ignored in the multi-resolution structure.
Local rays that originate in the empty blocks might, in the
computation of αg, cover parts of neighboring blocks that
are not empty. The occlusion in those blocks will then be
lost and artifacts can appear. For this reason, the ray is ad-
vanced to the next non-empty block if a sample point in eq. 7
is located in an empty block. An illustration of this problem
is shown in fig. 4.

5. Results

The results shown in this section have been generated us-
ing a standard PC equipped with an Nvidia GeForce 8800
Ultra graphics board with 768 MB of graphics texture mem-
ory. The overall performance of the presented illumination
method depends mainly on the size of the SVR, the length of
the piecewise segments and the data reduction in the multi-
resolution data management. Speed-ups due to an increased
data reduction are shown in table 1(left). This table also
shows performance of the different update levels, (A), (B)
and (C), illustrated in fig. 3. (A) is updated once when the
TF or the light conditions are changed, (B) is updated once
for each refinement of the in-scattered light and (C) shows
the performance of a rendering with an already existing light
computation. The right table show timings of varying sizes
of the SVR versus different lengths of the piecewise seg-
ments for the update level (A). Visual error due to the data
reduction, of 8.9:1 used in this table, is hardly noticeable
with the employed TF. As can be seen in table 1(right), the

length of 8-16 voxels, with these settings, gives significantly
better performance. With a length of 8 voxels the global light
integration is updated in 284-552 ms, depending on the SVR
size, and 62-233 ms for first order scattering incremental re-
finements. High frame rates, 15-22 frames per seconds (fps),
are reached once the light calculations are updated, since
only one additional texture look-up must be performed for
each sample during ray casting.

The variation in illumination effects obtained when ad-
justing the user defined parameters can make important fea-
tures in the volume more prominent. Fig. 5 illustrates how
the parameters Ibias and RΩ affect the illumination. Ibias ad-
justs the minimum lighting so that no region is completely
dark and an increase of the scattering sphere radius, RΩ, re-
sults in less distinct shadows. The shadows are, in this imple-
mentation, generally quite indistinct since an isotropic phase
function is used.

Approximating the absorption integral using local piece-
wise linear integration can introduce interpolation errors. A
volume rendered without this approximation is used to ana-
lyze artifacts in fig. 6. Integration of the light intensities, for
each point in the volume to the light source, without the lo-
cal piecewise method, is approximately 10 times slower. An
error image, using a perceptually adapted color error in the
CIE 1976 L*u*v* color space (CIELUV) [Fai98,LLYM04],
is shown in fig. 6c. The scale of the pixel-wise error, ∆E,
has a Just Noticeable Difference (JND) at 1.0. The errors
in this comparison are very small, with a root mean square
(RMS) of 0.19 for ∆E, and mainly appear at sharp edges and
thin structures. An RMS measure, however, captures indi-
vidual pixels with high distortion quite poorly. The rate of
pixels with a ∆E above 6, ∆E6, is therefore also reported (as
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(a) Opacity integration for each point to
the light source (5110 ms).

(b) Opacity computed with piecewise
integrations (545 ms).

(c) Pixel-wise error, ∆E

Figure 6: A comparison of illumination integrated for each point to the light source, in (a), with intensities computed with our
approximation using piecewise integration, in (b). The volume and the SVR are 5123 voxels, the view-port is 1024x1024 pixels
and no in-scattering is considered. A color-coded error image that shows the pixel-wise error, ∆E, is provided in (c). The errors
that appear are small (∆ERMS = 0.19 and ∆E6=6%), and mainly appear at sharp edges and thin structures.

in [LLYM04]), which is 6% for the measurements in fig. 6c.
The size of the SVR used to store αg is, in these calcula-
tions, equal to the size of the volume. A reduction of the
SVR size results in a performance increase but with a poten-
tial quality loss. Block artifacts, in the form of jagged edges,
appear on sharp edges and surfaces if too low a resolution is
chosen (see fig. 7). Also, banding effects appear on the side
of the head due to the interpolation between shadowed and
un-shadowed regions. This image series is used for the mea-
surements in table 1 using a piecewise segment length of 16
voxels. A significant reduction of the SVR size is possible
during interaction since a sufficient context of the illumina-
tion is still maintained.

6. Conclusions

Local piecewise integration is employed to efficiently com-
pute the propagation of light from a global light source to-
wards each voxel in a volumetric dataset. The method is in-
teractive and the obtained scattering effects are nearly physi-
cally correct, compared to Kniss et al. [KPH∗03] that utilizes
only a blur function. Additional advantages of our method
are that the light source can easily be positioned anywhere
in the scene, even within the volume (fig. 8), and light can
be computed for large scale volumes since a multi-resolution
data management scheme is used. These possibilities are dif-
ficult to achieve with methods that compute light propaga-
tion in object order from the light source. The realism of the
presented method can easily be further increased by allowing
different phase functions for different tissue types, instead of
using a simple isotropic phase function. The method can also
easily be extended to use up to four light sources by casting
four rays simultaneously and using the storage space in the
three additional channels of each texture. In future work it
would also be interesting to extend the method for multiple
scattering. This would be possible with an incremental up-
date of I f inal . However, the phase functions used after the
first order scattering must be limited to isotropic scattering
since no information of scattering directions is stored.

(a) 163→1 (b) 83→1 (c) 43→1 (d) 23→1

Figure 7: Block artifacts appear due to reduced size of the
shadow volume representation. The original volume size is
5123 with a data reduction of 8.9:1 and the SVR is computed
for (a) 323 (b) 643 (c) 1283 and (d) 2563 voxels. Jagged
edges appear in (a) and (b), as can be seen in the close ups.
Also, band artifacts arise at the side of the head. Compu-
tation times for these images are as shown in table 1. The
length used for the piecewise segments is 16 voxels.

Shadows from a global light source emphasize anatom-
ical structures that otherwise can be difficult to see, but it
can be debated whether global shadowing is beneficial in
medical applications since important areas such as tumors
could be obscured. With control of the minimum intensity,
Ibias, of each point in the volume it is possible to see fea-
tures without missing important structures due to complete
occlusion (see fig. 5). Interactively moving the light source
further decreases the problem of overly shadowed regions. In
addition, global illumination does not have to exclude other
shading methods but can rather serve as a complement. The
best solution might be to allow the user to efficiently blend
local and global shading effects for an optimal exploration
of features in a dataset. In medical applications it is, in many
cases, preferable to allow static illumination, fixing the light
source relative to the volume. The light intensities need then
only be recomputed when the transfer function is changed
or a new light position is set with respect to the volume of
data. A comprehensive user study will be needed to evalu-
ate the use of this method in medical applications to ensure
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Figure 8: Two examples, with different positions of the
light source, using the presented illumination technique for
a medical volume (5123 voxels) of a heart. A stent has been
inserted into the aorta. (Ibias = 0.1, RΩ = 16 and J = 32)

clinical usefulness and value. A pilot study has, however, al-
ready been conducted on twelve test persons, comparing the
perceived depth using the presented illumination method and
the gradient based diffuse shading that is common in medical
applications today. One of the tasks in the study was to deter-
mine the closest of two blood vessels in a synthetic dataset.
The results of the study indicate that less errors and faster
answers are given using the presented illumination method.
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