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Abstract
In this paper we present a method for finding the optimal camera alignment for a tracking system with multi-
ple cameras, by specifying the volume that should be tracked and an initial camera setup. The approach we use is
twofold: on the one hand, we use a rather simple gradient based steepest descent method and on the other hand, we
also implement a simulated annealing algorithm that features guaranteed optimality assertions. Both approaches
are fully automatic and take advantage of modern graphics hardware since we implemented a GPU-based accel-
erated visibility test. The proposed algorithms can automatically optimize the whole camera setup by adjusting the
given set of parameters. The optimization may have different goals depending on the desired application, e.g. one
may wish to optimize towards the widest possible coverage of the specified volume, while others would prefer to
maximize the number of cameras seeing a certain area to overcome heavy occlusion problems during the tracking
process. Our approach also considers parameter constraints that the user may specify according to the local envi-
ronment where the cameras have to be set up. This makes it possible to simply formulate higher level constraints
e.g. all cameras have a vertical up vector. It individually adapts the optimization to the given situation and also
asserts the feasibility of the algorithm’s output.

Categories and Subject Descriptors (according to ACM CCS): G.1.6 [Numerical Analysis]: Optimization Con-
strained optimization, Global optimization, Gradient methods, Simulated annealing I.3.7 [Computer Graphics]:
Three-Dimensional Graphics and Realism Virtual reality I.4.1 [Image Processing and Computer Vision]: Digi-
tization and Image Capture Camera calibration I.4.8 [Image Processing and Computer Vision]: Scene Analysis
Motion, Tracking

1. Introduction

The number of methods and systems using multiple cam-
eras for 3D reconstruction has drastically increased over the
past few years [Fau93] [KH94] [FZ98] [Pol00] [KNZI02].
The variety of this kind of systems ranges from low cost
hardware like simple webcams trough commodity hardware
[Tsa87] up to expensive high performance infrared tracking
systems. There need to be at least two cameras in the sys-
tem and in practice there may be a lot more, like in mo-
tion capturing for instances. This makes it difficult to find
the optimal alignment for all cameras. Since all these sys-
tems live from the fact that the view frusta of their cameras
overlap, it is extremely important to find the best possible
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alignment. The quality of a tracked or captured sequence,
in terms of maximal visibility and minimal occlusion, is di-
rectly connected to the quality of the camera setup. If the
setup is constructed incorrectly, the tracking sequence qual-
ity will be poor. In the best case you will simply have to
do the whole capture process again and in the worst case of
online tracking the missing data cannot be recovered. Recap-
turing a whole sequence can be arbitrarily expensive, consid-
ering the amount of time, manpower, materials and money
spent on certain movie sequences nowadays [Mar99]. For
all tracking scenarios it is preferable to guarantee an optimal
underlying camera setup from the start.
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2. Related work

Although there are different techniques to calibrate a single
camera or a set of cameras to estimate certain parameters
like the current alignment [Tsa86] [Zha98] or lens distor-
tion [BBV01], those techniques often used in Augmented
Reality (AR) applications [GCHO02] do not focus on how
to position several cameras to get the best volume cover-
age. There are publications that focus on multi-camera sys-
tems like [SMP05,AW05,SWI06] while others consider sys-
tems with only one camera [HS97]. Our goal is to optimize
the alignment of a multi-camera system by using methods
from the mathematical minimization theory like the ones de-
scribed in [Hro02]. We had to adapt those techniques from
the continuous case to our discrete approach of the problem.

Due to the considerable processing power of modern pro-
grammable graphics hardware, a variety of approaches for
leveraging this power have been introduced lately, leading to
the (not quite precise) acronym GPGPU for general purpose
computation on graphics hardware. The applications range
from very graphics-centric uses like ray-tracing [PBMH02]
over computational fluid dynamics [HBSL03] to very gen-
eralized numerical algorithms [KW03]. An overview of
general purpose computations on GPUs can be found
in [OLG∗05]. We take advantage of the additional process-
ing resources on the graphics card to accelerate the camera
visibility test.

3. Overview

The following sections gradually explains how our algorithm
works. First we are going to start by stating our approach of
the problem and explain why we chose this method. Then
we will specify how to compute the quality and score for
a given camera setup. Afterwards we will discuss the opti-
mization techniques that we use, and finally we will present
the achieved results and our conclusions.

4. Camera setup optimization

4.1. Specifying the problem

The aim is to track a moving object within a certain volume
without any data loss. This means that all positions within
this volume need to be visible by at least two cameras at all
times, when we neglect occlusion problems. The question is
how to position these cameras, such as to reach this total cov-
erage. In fact, this is the necessary condition for 3D recon-
struction of positions within the volume. The supreme goal
would be the reconstruction inside the complete volume. Al-
though achieving this goal may seem to be impossible, e.g.
in the case where the volume to be tracked is bigger than
the sum of all camera-view-frusta, the goal will always be
to minimize the unseen part of the volume or the part only
covered by one camera. Positions within the desired track-
ing volume are classified as traceable once they are seen by
at least two cameras of the specified setup.

Figure 1: Optimization step sequence for a five sided CAVE
with four cameras. The camera positions were constrained
to remain on the open ceiling of the CAVE. Notice the in-
creased point sample rate in head height to improve the
head-tracking robustness in the CAVE.

4.1.1. Volume of interest

First of all we need to describe the volume inside of which
we want to perform 3D position reconstruction. In order to
do so we are going to specify a completely arbitrary list of
positions, that we will henceforth call volume of interest.
This approach yields maximum flexibility in case of fancy
shaped tracking volumes or certain regions of interest inside
the volume which, have increased importance.

We simply can describe complex volumes by sampling
them without even taking care of the sample’s ordering. Or
we could describe the volume by testing a uniform grid of
positions against a set of implicit functions we provide. We
can even specify volumes that are completely disjoint in
space without any additional effort.

Stressing the importance of a certain region inside the vol-
ume of interest becomes almost trivial since we may simply
increase or duplicate the number of positions in this specific
area of the volume. The use of a weighting mechanism in
the scoring function is another possibility, the only thing we

c© The Eurographics Association 2006.

82



Cerfontaine et al. / Camera Setup Optimization for Optical Tracking

have to do in that case is to add an importance weight to
every position.

In some cases where the volume of interest has a high
symmetry like a platonic solid for instance it may seem triv-
ial to find the optimal solution for the camera alignment
problem through an analytic approach. As long as compli-
cations like parameter constraints, local restrictions and spe-
cific regions of interest remain unconsidered this is accept-
able. But even then the analytic approach needs to be adapted
and re-evaluated for every change in the volume of interest.
In contrast, our algorithm only needs to be restarted and then
it automatically optimizes the multi-camera system’s align-
ment to fit the needs of the user.

Figure 2: Optimization for a circular setting with central
region of interest

4.1.2. Camera setup

The second important part of the tracking problem are the
cameras. To be able to optimize the setup, our algorithm
needs to know about the cameras we use. In fact, optimiz-
ing the camera setup means optimizing the individual cam-
era parameters. Thus for the gradient based steepest descent
approach in section 4.3.1 we need initial values for the pa-
rameters we want to optimize, and fixed values for constant
parameters. In order to concretize the parameters we will
name them to allow a better comprehension. The necessary
parameters to decide whether a point in space is currently

seen by a camera are its position and orientation as well
as those parameters describing the viewing volume of the
camera device. We considered two possible scenarios for the
viewing volume: First the classical view-frustum and sec-
ond a view-cone for lenses with huge radial distortion, e.g.
fish-eye-lens webcams [BBV01]. In this paper focus on the
frustum scenario where in addition to the position and ori-
entation of the camera we need the six culling planes for
maximal flexibility. This leaves us with twelve parameters
per camera, which we need to specify and optimize. Usually
the parameters concerning the view-frustum of the camera
can be looked up in the camera’s manual since they are a di-
rect consequence of the current camera’s lenses and settings.
Finding some field of view angles and focal distances is suf-
ficient to set up the corresponding view frustum. For homo-
geneous camera setups with identical cameras we have to
check the frustum parameters only once, while with hetero-
geneous camera systems we need to collect these parameters
for each camera type.

The six remaining parameters concerning the camera’s
initial position and orientation will have to be given
separately for each camera. There are various ways to
gather them, e.g. measuring an existing setup with a laser
rangefinder device. Another more convenient way would be
to use the algorithm described in [SMP05] to compute them
automatically from camera footage of known regular cali-
bration shapes. Since these are the parameters we want to
optimize, the measurements just need to be approximate and
not done a hundred percent accurate. Providing an initial
camera setup may seem complex, but also has the important
advantage to give us feasibility certitude for the computed
optimized camera setup. Since the initial setup is supposed
to be feasible, the outcoming solution, representing the clos-
est local minimum, is probably more realistic than a solution
which is far away from it. Now we will explain how to eval-
uate a given camera setup’s quality before we go into further
details.

4.2. Measuring the camera setup quality

Once the camera parameter values are available, we need to
evaluate the impact of altering them on the setup’s quality
in terms of coverage of the specified volume of interest. In
order to do this we compute an N × M visibility matrix v
where N is the number of cameras and M is the number of
volume samples. This matrix tells us whether the ith camera
sees the jth position or not. Every position is tested against
each camera, and the outcome is written to the visibility ma-
trix v[i][ j] ∈ {0,1}. Having this matrix computed allows us
to specify a scoring or evaluation function taking the matrix
as input. Depending on the given requirements and scenario
it is possible to have various evaluation methods. Probably
the most common for tracking would be to count the number
of positions seen by at least two cameras.

Evaluating the quality of a given camera setup is called
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a query, i.e. computing its number of traceable positions
�positionstraceable, can be split up into three distinct pro-
cesses:

1. For every camera i, compute the visibility v[i][ j] ∈ {0,1}
of every point j.

2. For every point j, add up the visibility scores over all
cameras i, i.e. v j = ∑N

i=1 v[i][ j].
3. For every point j, threshold v j with the desired mini-

mum number k of cameras seeing point j and sum up the
results, i.e. �positionstraceable = ∑M

j=1 threshk(v j) with
threshk(n) = 1 for n ≥ k and threshk(n) = 0, otherwise.

A setup achieving an increased number of traceable posi-
tions for this evaluation method has a better coverage of the
specified volume of interest. But if heavy occlusion prob-
lems are encountered during the tracking process it may be-
come necessary to increase the number k of cameras neces-
sary for a position to be classified as traceable. For the eval-
uation this simply means counting the number of positions
seen by at least three, four or even more cameras thus en-
hancing the robustness against marker occlusion during mo-
tion capture or simple head tracking for instances. The visi-
bility matrix also offers the possibility to measure a camera’s
impact on the whole camera setup. To do so we simply sum
up the number of positions seen by this camera or count the
positions seen by the camera which account for the number
of traceable positions.

In some cases it might prove useful to use viewing cones
instead of view frusta for the visibility test; in fact, cheap
camera devices like most webcams suffer from radial dis-
tortion problems. This means that the corners of an image
provided by such a camera are distorted. So the pixels in the
corners do not necessarily yield the objects one would ex-
pect when casting a ray through those pixels on the image
plane. Therefore it might be better to completely discard the
image’s corners during the 3D reconstruction process. Al-
though there are techniques [BBV01] [Wil94] for computing
image filters and transformations to cope with radial distor-
tion, it is often the case that these kinds of transformations
cannot be applied in real-time scenarios due to performance
problems. In such cases, we may skip the corners and keep
only the central, inner circle of the image by swapping the
classical view frustum test with a view cone test in our eval-
uation method. We would still have to transform the consid-
ered position in space to the camera’s coordinate system and
check if the distance from the camera’s origin to the point
lies within near and far plane range. We also need a simple
scalar product to check whether the angle between the view
axis of the camera and the direction vector from the camera
to the point is smaller than half the opening angle of the cone
in order to decide wether the point is seen.

Because the scoring function of our evaluation method
only depends on the computed visibility matrix, we may
simply alter the way we compute it without having to adapt
the score function or even the complete optimization mecha-

nism based on it. The camera setup’s quality or score can be
expressed as the remaining fraction of unseen or not trace-
able positions. Hence zero would be an already perfect setup
and one would be the worst camera setup where not even a
single position in the volume of interest fulfils the desired
criterions. However, having a means to evaluate and mea-
sure the camera setup’s quality enables us to change camera
parameters and to compute the impact on the final score.

4.2.1. Shifting the workload to the GPU

As the first two steps of the evaluation method presented in
the previous section consist of largely identical operations
being executed on a large number of data objects, i.e. points,
they can easily be modeled as SIMD (Single Instruction -
Multiple Data) operations (see [Sie79]). This in turn allows
for a mapping to the computational model employed in mod-
ern GPUs. The final step is a reduction operation, which is
more difficult to be executed efficiently on graphics hard-
ware [Har05]. Luckily, modern GPUs offer an asynchronous
query mechanism, which provides information about the
number of drawn fragments for a given time interval, and
which can be used for the final summation step.
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Figure 3: Order of operations and data flow for GPU-based
camera setup evaluation.

To employ GPUs for the computation of the given prob-
lem, data elements and computations are mapped to graph-
ical primitives and vertex or fragment shaders, respectively.
We store the point coordinates in the color components of
32bit floating-point RGBA textures. For the results of the
visibility check as well as the summation process, we rely
on 8bit textures with a single color channel. This allows a
threshold with a desired visibility of up to 255 cameras. For
now, we use pbuffers for render-to-texture functionality. For
the computations, we exclusively use fragment shaders oper-
ating on texels. As usual in GPGPU applications, we execute
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computations by drawing a single quad over the render tar-
get.

This leads to the following order of operations for the
evaluation of a given camera setup (see Figure 3):

1. For every camera, the fragment shader for the visibility
test is parameterized with the camera’s transformation
matrix. It takes the point texture as input and writes its
result into a texture associated with its camera. By hav-
ing every camera associated with a dedicated texture, the
results of the visibility check can be re-used for a future
setup evaluation if the camera has not moved.

2. The contents of all camera textures is added into the sum-
mation texture through additive blending.

3. An occlusion query is started, which will count the num-
ber of fragments drawn until the end of the query.

4. The fragment shader for thresholding is parameterized
with the desired minimum visibility. It takes the summa-
tion texture as input and writes a fragment for every point
with at least the desired visibility count and discards the
fragment otherwise.

5. The occlusion query is finished, resulting in the number
of fragments drawn, i.e. points passing the threshold in
the previous step.

6. The results of the occlusion query are retrieved.

Note, that the graphics pipeline is quite deep on modern
hardware. In combination with its ability to execute com-
mands asynchronously with the calling program, this allows
the graphics hardware and the main processor to work in par-
allel, thus leading to a more efficient use of available com-
puting resources. Nevertheless, retrieving the result of an oc-
clusion query forces the GPU and the CPU to synchronize.
In order to avoid unnecessary stalling, we execute steps 1
to 5 for several camera setups before retrieving the results
of the query, whenever possible. This minimizes synchro-
nization overhead and maximizes parallelization of GPU and
CPU.

4.3. Optimizing the camera alignment

4.3.1. Discrete, gradient based steepest descent

As the problem we are trying to solve is discrete, a camera
either sees a position or not, we neither have a function nor
a system of equations we could try to minimize or solve.
But we have a score that indicates how close we are to the
final goal. Our approach takes the output from this scoring
function and tries to minimize it in the same way a solver for
non-linear systems of equations would minimize the residual
of the system to be solved.

Knowing all parameters for all cameras in the setup gives
us the possibility to modify them and evaluate the impact
on the final score. By increasing or decreasing a parameter
value like the camera position on the X-axis we can compare
the obtained scores and decide whether it is better to move

the camera in positive or negative X direction. Having the
scores for the initial, increased and decreased camera posi-
tion enables us to compute a gradient for the score function
sco(posX ) with respect to this parameter. We either compute
the gradient G(posX ) as forward, backward or central differ-
ences.

The gradient vector for all parameters indicates the direc-
tion of greatest improvement from the current camera setup
state. Moving the whole setup into that direction would thus
yield the best increase in terms of tracking quality within
the volume of interest with respect to the specified score
function. Moving the whole system, i.e. modifying all pa-
rameters at once, is called an aggregate step, while alter-
ing only one parameter at a time is called a single step. To
achieve faster convergence from the initial camera setup to-
wards the local minimum of the score function, we use ag-
gregate steps as long as they improve the setup’s quality.
Once the quality would have been worsened by an aggre-
gate step we switch to single step mode and modify the pa-
rameter with the greatest gradient first. If improvements can
not be obtained even through repeated single steps, the local
minimum of the score function has been reached. In some
cases it might prove useful to diminish the stride to see if the
minimum can be approached even more accurately.

4.3.2. Simulated annealing

Figure 4: Camera setup optimization using simulated an-
nealing with positional constraints to the upper edges of the
CAVE.

In addition to the steepest descent gradient based algo-
rithm described in the previous section, we implemented a
simulated annealing variant [Hro02]. This implementation
has the advantage to be independent of initial parameter val-
ues since it uses a random uniformly distributed sampling
of the domain of the score function. Therefore the stride
for each variable parameter also becomes obsolete. The only
similarity to the gradient based variant is the score function
and the fact that this function is discrete. This discreteness is
somehow special since simulated annealing is typically used
for minimizing continuous functions. Another advantage of
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simulated annealing is that it does not necessarily get stuck
in the closest local minimum. Depending on the current tem-
perature of the system it has a certain probability to leave an
already good state to find a better one, even if it has to go
through worse states before. The temperature is an indicator
for the likelihood to change the current state for an inferior
one. The greater the temperature, the higher is the probabil-
ity for such an exchange. In general the starting temperature
is high and then gradually decreases during the optimization
process. This so called cooling procedure progressively sta-
bilizes the whole system.

4.3.3. High level parameter constraints

Sometimes it is useful to restrain the optimization algo-
rithm to the local environment where the cameras have to be
placed. For instances, if we plan to use the camera footage
for a movie, like the bullet time effect in the first Matrix
film [Mar99], it would be appropriate to keep a vertical up
vector during the capture process. Sometimes, due to spatial,
technical or camera mounting limitations, the camera param-
eters can only take certain values within a valid interval. To
integrate such constraints into the optimization, we adapted
the way we modify the camera’s parameters. The first thing
that makes up a parameter is its variability. In fact some pa-
rameters like the six camera frusta values might be constant.
Such parameters can be skipped from the optimization us-
ing a simple flag which reduces the amount of degrees of
freedom in the system. Next we might want to specify an
interval of values that the parameter may take. When using
support stands to mount the cameras they can only be placed
at certain heights between the minimum and the maximum
range of the stand. The last property we integrated is interval
cyclicity, meaning that as for angles between −π and π radi-
ans defining the camera’s orientation we can cycle through
the defined interval. You could also imagine an ordered list
of intervals with valid parameter values giving you full flex-
ibility to constrain your setup’s optimization. When experi-
menting with different parameter constraints the benefits of
the GPU implemented visibility test in terms of speedup are
a real asset.

5. Results and use cases

Since the number of possible scenarios for our optimization
algorithm is quite large, we took several common use cases
and focused on those for our analysis. The first case we ex-
amined was the one displayed in Figure 1. We parameterized
a five sided CAVE with four cameras that had to remain on
the open top-side. We also increased the sample rate in head
height to enhance the head-tracking reliability.

The camera’s position and orientation are represented us-
ing an OpenGL style cartesian coordinate system where the
viewer looks into negative Z-axis direction and the camera
up vector points to the Y-axis. The camera view frustum is
drawn as a wire frame to keep its inside visible.

The employed solving method was the steepest descent
approach and the corresponding convergence curve is shown
in Figure 5. The Y-axis shows the normalized score ∈ [0,1]
and the X-axis indicates the number of visibility tests, called
queries, that were necessary so far. We intentionally opted
for this runtime indication and comparison method, since it
is independent of the underlying hardware and the chosen
visibility test (CPU or GPU). It also has the advantage of
being applicable for both the steepest descent and the sim-
ulated annealing algorithms. As depictured in Figure 5 the
curve is continuous and monotone, which matches our ex-
pectations as steepest descent is a greedy approach that only
takes parameter values that improve the setup’s quality for
the next step.

Figure 5: Steepest descent convergence curve.

The second scenario we examined had even harder con-
straints than the first one. The cameras in the CAVE had to
remain on the upper edges because of a mounting rail con-
struction. This time we used the simulated annealing imple-
mentation and came to the solution in Figure 4 and the curve
in Figure 6. The curve is not monotone anymore since the
algorithm has a certain probability of exchanging its current
camera setup for a lower-quality one. This probability is de-
termined by the temperature mentioned in the simulated an-
nealing section. As the temperature drops during the cooling
process this probability decreases and the convergence curve
smoothes. A remarkable feature of this use case is the sym-
metry of the final setup obtained in Figure 4. The random
sampling employed here would have suggested a more un-
symmetrical solution.

Comparing the steepest descent and the simulated anneal-
ing algorithms is not as easy as it may seem because the out-
come strongly depends on the initial parameter values for
the steepest descent algorithm, while simulated annealing is
completely independent of it. Another complicating factor is
that simulated annealing is not deterministic, and thus the re-
sults may vary from time to time. The overwhelming amount
of degrees of freedom including the number of cameras, all
their parameters and constraints, as well as the infinite pos-
sibilities related to the volume of interest, make it difficult to
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Figure 6: Simulated annealing convergence curve.

produce a fair, complete and exhaustive comparison. In gen-
eral, the simulated annealing algorithm takes more time to
evaluate than steepest descent but may find better settings,
especially when the initial values for steepest descent are
meager. Regular, symmetric volumes of interest are more
suitable to the gradient approach so that simulated anneal-
ing is more likely to find a better solution with irregular vol-
umes.

As third case we considered the circular setup with the
central region of interest from Figure 2. Here you can no-
tice that the analytical solution to place the cameras on the
outskirts of the volume is not necessarily the best solution.
In the lower part of the figure is an intermediate step of the
steepest descent algorithm were you can see how the cam-
eras on one side are gradually lowered and turned down-
wards while the cameras on the other side do exactly the
opposite to minimize the untraceable part of the volume.
The algorithm was able to considerably increase the trace-
able volume because the initial setup was far from covering
the desired volume.

5.1. GPU acceleration benefits

For measuring the results of shifting the computational load
of the camera setup evaluation to the GPU, we compared
the execution time of an evaluation request including score
retrieval running on a CPU and a GPU. This evaluation is
called query in Figures 5 and 6. The test machine consisted
of a 3.2GHz Pentium 4 equipped with an NVIDIA GeForce
6800 Ultra. All fragment shaders were implemented using
GLSL.

Using the CPU turned out to be faster than using the GPU
for small numbers of points to be evaluated, e.g. a volume
with 16x16x16 samples resulting in 4096 points. However,
our measurements showed a significant speed-up by employ-
ing the GPU with a rising number of points and cameras.
Evaluating setups with 1 to 4 cameras with 100k to 1M
points resulted in an acceleration factor of 6 to 8. For ex-
treme setups with 36 cameras and over 2M points, we even

achieved a speed-up factor of 9, which is a major asset when
experimenting with different initial parameter values and/or
constraints for the gradient based steepest desent method.
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Figure 7: Benchmark results for CPU-based and GPU-
based evaluation of a camera setup.

6. Conclusions and future work

We developed an algorithm to improve the tracking reliabil-
ity in virtual environments like CAVEs for instances. This al-
gorithm is also applicable to any multi-camera setup used for
3D-reconstruction. Examples include motion tracking sys-
tems or modern special effect movie scenes. It could also be
used in the conception of camera based security and surveil-
lance systems to analyze and optimize area coverage, al-
though this use case has not been evaluated yet.

The employed optimization methods were able to signifi-
cantly increase the tracking volume of the given camera se-
tups, see Figures 5 and 6. A score of 50% may seem rather
poor when minimizing towards 0 in the case of Figures 4 and
6. Considering the positional constraints applied to the cam-
eras, their viewing angle and the tracking volume it is still a
convincing result.

The GPU-based query implementation demonstrated the
GPU’s supremacy over the CPU in SIMD scenarios again.
Although runtime is not really crucial for this application it
is always preferable to have the desired results as soon as
possible. Especially when we want to improve the precision
of our optimization, we have to increase the position sample
rate to get a better approximation of a continuous volume.
In such cases the computation lasts for several minutes on a
standard CPU. The sample rate for the screen shots in Fig-
ures 1, 2 and 4 were intentionally low to grant the reader a
better visibility. The number of positions is limited by the
maximum texture and memory size of the graphics card but
should be sufficient for most applications.

We will conduct further investigations on the optimiza-
tions’s impact on real life tracking sequences in various vir-
tual environments. An alternative implementation using a
genetic optimization algorithm is also planned. The different
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optimization strategies will be compared in order to decide
whether there is one superior approach or if the algorithms
are complementary with respect to the considered environ-
ment.
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