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Abstract

Parallel computing has been frequently used for reducing the rendering time of high-fidelity images, since the
generation of such images has a high computational cost. Numerous algorithms have been proposed for parallel
rendering but they primarily focus on utilising shared memory machines or dedicated distributed clusters. A local
desktop grid, composed of arbitrary computational resources connected to a network such as those in a lab or
an enterprise, provides an inexpensive alternative to dedicated clusters. The computational power offered by such
a desktop grid is time-variant as the resources are not dedicated. This paper presents fault-tolerant algorithms
for rendering high-fidelity images on a desktop grid within a given time-constraint. Due to the dynamic nature of
resources, the task assignment does not rely on subdividing the image into tiles. Instead, a progressive approach
is used that encompasses aspects of the entire image for each task and ensures that the time-constraints are met.
Traditional reconstruction techniques are used to calculate the missing data. This approach is designed to avoid
redundancy to maintain time-constraints. As a further enhancement, the algorithm decomposes the computation
into components representing different tasks to achieve better visual quality considering the time-constraint and
variable resources. This paper illustrates how the component-based approach maintains a better visual fidelity
considering a given time-constraint while making use of volatile computational resources.

Categories and Subject Descriptors (according to ACM CCS): Computer Graphics [I.3.1]: Hardware Architecture—
Parallel processing; Computer Graphics [I.3.7]: Three-Dimensional Graphics and Realism—Ray tracing; Com-
puter Graphics [I.3.2]: Graphics Systems—Distributed/network graphics;

1. Introduction

Nowadays, high-fidelity rendering forms an integral part of
areas such as product visualisation, archaeological recon-
structions, architectural walk-throughs and movie special ef-
fects. These renderings are usually produced by solving the
rendering equation [Kaj86] using a Monte Carlo simula-
tion. This process is computationally intensive; hence paral-
lel computing has been often employed to cut down the ren-
dering time. Many parallel rendering algorithms have been
devised exploiting either data parallelism by decomposing
the computations in object space or task parallelism by de-
composing in image space [CDR02]. These algorithms have
been targeted at dedicated resources such as shared mem-
ory machines or dedicated clusters known as render farms.

In contrast, local desktop grids provide a cheaper option to
these expensive resources.

Desktop grids are based on the concept of harnessing idle
CPU cycles of a desktop PC by cycle stealing. The origins of
this idea can be traced back to the PARC Worm [SH82] and
since then it has been effectively used by various BOINC
projects [And04, ACK∗02], GIMPS [GIM] and others to
solve complex scientific problems. A desktop grid is formed
by multiple resources which connect to a network without
offering any guarantee of service. As these resources are
undedicated, computational power offered by these desktop
grids is volatile. A local desktop grid infrastructure is built
by using institutional resources such as those in a lab or an
enterprise. With the advent of multi-core CPUs, running a

c© The Eurographics Association 2009.

DOI: 10.2312/EGPGV/EGPGV09/103-110

http://www.eg.org
http://diglib.eg.org
http://dx.doi.org/10.2312/EGPGV/EGPGV09/103-110


Aggarwal et al. / Time-constrained High-fidelity Rendering on Local Desktop Grids

+ + + =

Figure 1: Image of the Cornell Box divided into 4 groups of pseudo-randomly chosen pixels. Each of these groups can be
independently computed in parallel. In practice, the image is divided into many more groups. Please note that the resolution of
256×192 used in these images is for illustrative purposes only.

local desktop grid has become more viable as some of the
cores may not be in constant use.

Computational problems which can be modelled as bag-
of-tasks applications are suitable for execution on desktop
grids as they can be broken into smaller independent sub-
tasks. These subtasks can be executed in parallel on any
of the available resources of a desktop grid using a task
pull-model whereby any idle resource pulls off a task from
a central server. Volatility of resources means that redun-
dancy is needed for providing fault-tolerance. Ray tracing
[Whi80] easily lends itself to this model as computation of
one pixel is completely independent of any other pixel. How-
ever, scheduling each pixel as a different task would incur a
high communication overhead and therefore pixels are gen-
erally grouped together in the form of image tiles when par-
allel computing is employed.

The use of time-constraints is an elegant way of employ-
ing changeable resources. However, such an approach in-
troduces many challenges. Redundancy needs to be avoided
while trying to meet a given time-constraint to obtain a bet-
ter visual fidelity. A straightforward solution for adapting
the ray tracing algorithm for computation on desktop grids
is to group pixels chosen pseudo-randomly [Sob94, vdC35]
over the complete image space instead of using tiles (see
Figure 1). If a task fails to complete, image reconstruction
techniques can be used to fill in the missing data. It would be
difficult to reconstruct an image if a tile of pixels is grouped
together as a task instead, as there would be holes in the im-
age when redundancy is not used and a task would fail . By
using image reconstruction algorithms, redundancy can be
avoided while maintaining a time-constraint.

Generation of high-fidelity images using ray tracing re-
quires multiple per pixel computations to account for global
illumination effects. This paper presents a further enhance-
ment to the novel way of using time-variant resources such
as a local desktop grid, by breaking down these per pixel
computations into components. This enables better visual
quality to be achieved within a user defined time-constraint.
In this component-based algorithm, direct and indirect light
calculations are separated into different tasks. Furthermore,
each task refines the solution progressively and consists of a
set of pseudo-randomly chosen pixels in order to avoid re-
dundancy as explained above.

This paper is organised as follows: Section 2 presents
some previous work in the field of parallel rendering, time-
constrained rendering and desktop grids. Section 3 dis-
cusses the details of the straightforward approach and the
component-based algorithm. Section 4 contains the results
comparing the component-based algorithm with the straight-
forward approach. The conclusion and future work are pre-
sented in Section 5.

2. Related Work

2.1. Parallel Rendering

The large computational complexity exhibited by high-
fidelity rendering has encouraged researchers to tackle the
rendering problem with parallel computing. A detailed sur-
vey of these techniques is presented by Chalmers et al.
[CDR02]. Distributed ray tracing [CPC84] is relatively easy
to parallelise if the entire scene description can be dupli-
cated on each processor, as each processor can be designated
to independently work on a part of the image space. How-
ever, load balancing remains a challenging issue. Heirich et
al. [HA98] provided a good comparison of various load bal-
ancing techniques and showed that any static task subdivi-
sion strategy is affected by load imbalances. Badouel et al.
[BP90] described a dynamic demand-driven load balancing
based on the master-worker paradigm where by each worker
is assigned a 3×3 tile of pixels when it becomes idle. But
this approach suffered from scalability and therefore, Green
et al. [GP90] used a hierarchy of masters to counter this.
Reisman et al. [RGS00] devised a dynamic load balancing
strategy for progressive ray tracing on distributed clusters.

One of the first parallel architectures designed for interac-
tive ray tracing using 96 processors and shared memory was
proposed by Muuss et al. [Muu95]. Another such volume
rendering system was proposed by Parker et al. [PMS∗99]
using an optimised static load balancing approach and it sup-
ported image based rendering with realistic shadows. The
disadvantage of these approaches is that they used expensive
supercomputers. Wald et al. [WSBW01] enhanced the meth-
ods presented in [PMS∗99] by using a an object dataflow
strategy to run on a distributed cluster. Using a highly op-
timised SIMD code they were able to achieve interactiv-
ity. Wald et al. [WKB∗02, BWS03] further enhanced this
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by adding global illumination and handling a few dynamic
scene changes by modifying instant radiosity [Kel97].

The previous approaches for parallel rendering have re-
lied on utilising expensive dedicated equipment and have not
looked at the issues of time-constraints, fault-tolerance and
load balancing while computing in parallel on time-variant
resources such as a desktop grid.

2.2. Time-constrained Rendering

An important characteristic of rendering on changeable re-
sources is to obtain highest possible quality within a given
time-constraint. Funkhouser et al. [FS93] devised a mecha-
nism for predicting the level of detail and the shader to be
used for maintaining constant frame-rates by using a greedy
algorithm. Using a decision theoretic framework and flexible
level of detail, real-time rendering was achieved by Horovitz
et al. [HL97]. Dumont et al. [DPF03] added perceptual guid-
ance to the decision theoretic framework for hardware-based
global illumination. Debattista et al. [DSSC05] provided
a framework for controlling the pixel quality in a time-
constrained setting for generation of high-fidelity images
without perceivable difference.

2.3. Desktop Grids

The desktop grid is an emerging computing infrastruc-
ture providing a much cheaper alternative than current
supercomputers, whilst still offering significant computa-
tional power. The current average throughput of the BOINC
projects is 1.20 PetaFLOPS [AR09], which is more than
1.10 PetaFLOPS achieved by the current fastest supercom-
puter [TOP]. The desktop grid is an effective computing re-
source even at an institutional level and SZTAKI Desktop
Grid framework [KPK06] is one such example. Bag-of-tasks
applications are best suited to run on the desktop grids where
communication between parallel processes is a major bottle-
neck for tightly-coupled applications as advised by Cirne et
al. [CBS∗03].

Desktop grid has been also known as volunteer comput-
ing, as the resource owners offer idle CPU cycles without
any guarantee of service. This poses a big challenge when
computing on desktop grids as the resources are change-
able and the algorithms need to be able to cope with faults.
One of the two primary fault-tolerance mechanisms, redun-
dancy [ZZH∗04] or checkpointing-and-restarting [DAS06]
or a hybrid [AC05] of the two may be employed for masking
the volatility of resources. However, when rendering with
time-variant resources under time-constraints, image recon-
struction techniques can be applied to cope with faults if an
intelligent image sampling strategy is used. Previous algo-
rithms for rendering on a computational grid can be found
in [ACD08,CSL06], but these rely on the fault-tolerance pro-
vided by the grid middleware to tackle any faults that may

arise. A time-critical visualisation method for grid comput-
ing presented by Gao et al. [GLH∗08] also relied on redun-
dancy.

3. Time-constrained Fault-tolerant Parallel Rendering
Algorithms

In this section, details of two novel methods for time-
constrained fault-tolerant parallel rendering are discussed.
The goal of the presented algorithms is to break down the
rendering computations into subtasks in an elegant manner
such that each discrete subtask refines the solution progres-
sively while taking care that in the case where one or more of
them fail to complete, the missing data can be reconstructed.
The description of various attributes that help the presented
algorithms to achieve this objective are addressed in the fol-
lowing subsections.

3.1. Straightforward Approach

For rendering high-fidelity images, several computations are
needed per pixel. As explained earlier in Section 1, these per
pixel computations can be carried out in parallel, indepen-
dently of one another. The idea behind this algorithm is to
exploit this inherent parallelism of the rendering computa-
tions by utilising changeable resources.

3.1.1. Task Subdivision and Fault-tolerance

While rendering in parallel, an image is traditionally divided
into groups of neighbouring pixels which are computed in-
dependently on parallel processors. The disadvantage of us-
ing such an approach while computing on variable resources
such as a desktop grid is that if a task fails, image recon-
struction techniques would not be able to approximate the
missing data as there would be gaps in the image. Duplicate
tasks would need to be scheduled in order to cope with faults,
as is done in most applications which provide fault-tolerance
using redundancy. However, the presented algorithms avoid
such redundancy by subdividing the image into sets of pix-
els using a pseudo-random sampling strategy (see Figure 1)
proposed by Sobol [Sob94] instead of using tiling. These
groups of pixels are scheduled as different tasks which are
completed in parallel. A well known image reconstruction
technique, nearest-neighbour reconstruction, is then used to
fill in the missing data. In this technique, data from the pixel
nearest to the missing pixel is used for estimating the colour
value. A single buffer is stored at the master to accumulate
the light samples and if some pixels are missing then this
buffer is reconstructed to obtain the final result.

3.1.2. Task Scheduling and Load Balancing

A master-worker paradigm is used for rendering in paral-
lel. All the tasks to be completed are kept in a queue on the
master. This is a pull-model where each idle worker sends a
request to ask for work from the master. The master then

c© The Eurographics Association 2009.

105



Aggarwal et al. / Time-constrained High-fidelity Rendering on Local Desktop Grids

assigns it a task from the front of the task queue. Using
fine granularity, this demand-driven dynamic task schedul-
ing maintains a well-balanced load.

3.1.3. Time-constraint

The master keeps track of the time and whenever it assigns
a task to the worker for the first time, it sends it a times-
tamp for the deadline. The worker checks if this timestamp
is about to expire, while rendering the image. At a small Δt
time before the timestamp is about to expire, it sends back
the data for all the pixels for which the computations have
been completed. The value of Δt is chosen such that the
results from the worker would reach the master before the
time-constraint expires. The master discards any results re-
ceived after the deadline and stops scheduling any new tasks
after the deadline has expired. The master then uses recon-
struction methods, if need be, to generate the final image.
The reconstruction is done in real-time using a commodity
Graphics Processing Unit.

3.2. Component-based Algorithm

The motivation for this algorithm is to be able to achieve
better visual quality by limiting the reconstruction noise.
The division of the computations at a pixel level allows a
finer granularity meaning more pixels can be scheduled per
job. Therefore, with each completed job in a given time-
constraint more information is obtained, reducing the depen-
dency on image reconstruction techniques. The lighting cal-
culations at a pixel level are subdivided into components.

The radiance at a point p in direction -Θ is given by the
rendering equation [Kaj86]:

L(p→Θ) =

Le(p→Θ)+
∫

Ωp

fr(p,Θ↔Ψ)cos(Np,Ψ)L(p←Ψ)δωΨ

For a specific direction Ψi,

Li(p→ Θ) =∫
Ωp

fr(p,Θ↔Ψi)cos(Np,Ψi)L(p←Ψi)δωΨ

Traditionally, it is common to subdivide, the computation
into direct(Ld) and indirect(Lid) computations [SSH∗98,
DSSC05], using Ψd to refer to the direction of the direct
contribution of the light and Ψid for the indirect contribu-
tion:

L(p→Θ) = Le(p→Θ)+ Ld(p→ Θ)+ Lid(p→ Θ)

Furthermore, the indirect computations can be broken into
separate components such as indirect diffuse, indirect spec-
ular and indirect glossy. The component-based approach
divides the light components into indirect diffuse which
shall be referred to as indirect lighting and all the other
non-indirect diffuse components are grouped together which
shall be referred to as direct lighting.

3.2.1. Component-based Task Subdivision

Task subdivision in the straightforward approach is further
enhanced by the component-based approach, by subdividing
computations into components on a per pixel level as well.
This is in addition to image space subdivision employed in
the straightforward approach as explained in Section 3.1.1.
The lighting calculations are primarily broken into two com-
ponents, namely direct and indirect light calculations. The
direct light is approximated by ray tracing the scene us-
ing different samples on area light sources. This computa-
tion can be split such that a group of tasks generating the
complete image, samples a different point on the area light
source. The direct lighting can then be obtained by averaging
results from these tasks. The estimation of indirect lighting
is done by sampling Virtual Point Lights (VPLs) [Kel97].
Light paths are traced by shooting rays from the light source
and the VPLs are created at the points where these intersect
with the scene. These VPLs are then sampled with visibil-
ity rays to obtain the indirect lighting. If α VPLs are to be
sampled for generating the image, they can be grouped into
β sets where each set contains α / β VPLs. Each group of
tasks generating the whole image can then sample one of
the β subsets independently of the other groups. The images
generated by the different groups of tasks, then need to be
averaged to obtain the complete estimation of the indirect
light calculation.

3.2.2. Fault-tolerance

The fault-tolerance mechanism used is the same as explained
in Section 3.1.1, wherein reconstruction techniques are used
for dealing with faults. A single buffer is stored at the master
to accumulate the direct light samples and if some pixels are
missing then this buffer is reconstructed. On the other hand,
multiple buffers are stored for indirect light samples, one for
each set of VPLs being sampled together. Each set of VPLs
generates a considerably different image than another set.
Therefore, to be able to reconstruct the indirect lighting with
a better visual fidelity, multiple buffers are used for each set
of VPLs. Furthermore, an indirect buffer is discarded if it
does not contain a minimum percentage of data and there are
other buffers which contain more than the minimum amount.
This is done to prevent the reconstruction noise from having
a big impact on the visual quality of the image.

3.2.3. Task Scheduling and Load Balancing

A similar approach is used for task scheduling and load bal-
ancing as explained in Section 3.1.2. Each task computes a
part of one of the lighting components (direct or indirect) for
a group of pseudo-randomly chosen pixels. Two task queues
are maintained at the master, one contains the tasks for di-
rect lighting computations and the other for indirect lighting
computations. Tasks are chosen alternatively from the two
queues when the workers send a request for more work. A set
of tasks computing the direct lighting for different groups of
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a) Sibenik (80,483 Polygons) b) Conference Room (190,953 Polygons) c) Cornell Box (63,055 Polygons)

Figure 2: Scenes used for experiments.

Direct Light Indirect Light Direct Light Indirect Light

10.0 727 726 0.00 29.10 1586 22.6

8.0 515 514 0.00 0.00 991 51.66

4.0 214 214 0.00 52.45 479 76.66

10.0 653 653 0.00 36.34 1440 29.75

5.0 154 154 0.00 52.34 663 67.68

3.0 95 94 0.00 51.66 298 85.5

6.0 377 377 0.00 50.91 1125 45.12

4.0 124 123 0.00 51.95 565 72.46

2.0 21 21 67.18 67.23 130 93.7

Cornell Box

Scene

Component-based Approach Straightforward Approach

Percentage of 
Reconstructed 

Pixels

Number of 
tasks completed

Percentage of Reconstructed 
Pixels

Time-constraint 
(in seconds) Number of Tasks Completed

Conference 
Room

Sibenik

Table 1: Component-based approach versus Straightforward approach

pixels by sampling the same point on the area light sources
are queued together. A group of tasks which computes the
indirect lighting from a given set of VPLs is scheduled in
two equal parts. The first part of the group which calculates
fifty percent of the pixels is scheduled before another group
of tasks which calculates the complementary half of the pix-
els using another set of VPLs [KH01]. The second part of
the group which uses the first set of VPLs is scheduled after
one half of all the tasks have been scheduled. This is done
so as to give a better visual quality by sampling more sets of
VPLs within a given time-constraint, as the indirect lighting
can be reconstructed if the time-constraint does not permit
the completion of all tasks.

The same approach as mentioned in Section 3.1.3 is used
for handling the time-constraints.

4. Results

The presented algorithms have been implemented using the
Condor Master-Worker framework [GKYL01] and run on

a local desktop grid formed by connecting twenty four ma-
chines with two dual-core AMD Opteron processors running
at 2.6Ghz at each node. Each machine also had 8GB RAM
shared among the four CPU cores. Each core was used in-
dependently as the number of idle CPUs in a machine vary
with the load on it. Such a testbed was chosen because it
made it possible to compare the visual quality of the two
proposed algorithms. Experiments were conducted for time-
constraints and fault-tolerance and the results obtained are
detailed in the following section.

4.1. Time-constraints

The presented algorithms have been compared and the re-
sults are shown in Table 1. Figure 2 contains the three scenes
that were chosen for comparison. The image resolution used
was 1024×768 and 16 samples per pixel were used for direct
lighting while the indirect lighting was calculated using 256
VPLs. The image was broken into 64 groups of pixels for the
component-based approach. Each of these groups computed
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b) VDP for Component-based Approach

d) VDP for Straightforward Approachc) Straightforward Approach

a) Component-based Approach

Figure 3: VDP comparison for images of Sibenik model generated with a time-constraint of 10 seconds. In the VDP output,
the grey pixels depict no perceivable difference. The green pixels are used to represent low probability of noticeable difference,
while the red pixels are used for depicting high probability.

a single sample for the direct lighting and hence 1024 tasks
were used in total for computing 16 samples per pixel. For
the indirect lighting computations, 256 VPLs were split into
16 sets of 16 VPLs each. Hence 16 buffers were used at the
master for storing the indirect computations. Here, also the
image was subdivided into 64 groups of pixels and a total of
1024 tasks was used to calculate the indirect lighting. For
the straightforward approach the whole image was subdi-
vided into 2048 groups of pixels so that the number of tasks
to be completed for the whole solution remained the same
for both approaches. For each of these 2048 groups, the task
computed 16 samples per pixel for the direct lighting and
sampled all 256 VPLs for the indirect lighting.

The visual quality of the images generated using the two
approaches was compared using a well-known Visual Dif-
ference Predictor(VDP) metric [Dal93]. This metric is used
for predicting the probability with which two images would
be perceived differently by a human. The VDP (P>75%) de-
notes the percentage of pixels in an image that would be per-
ceived differently with a probability higher than 75%. The
images rendered without any time-constraint were used as
the gold standard while using the VDP for error prediction.
It was found that the time needed for generating the gold
standard images for both approaches was almost the same.

Component-based 
Approach

Straightforward 
Approach

4.0 25.98 30.47
8.0 12.31 17

10.0 9.55 11.54
3.0 17.58 54.35
5.0 15.78 30.71

10.0 1.55 7.89
2.0 13.43 13.99
4.0 6.72 7.27
6.0 4.41 4.44

Sibenik

Cornell Box

VDP (P>75%) Time-constraint 
(in Seconds)Scene

Conference 
Room

Table 2: VDP results

The VDP results are shown in Table 2. It can be seen from
Table 2, that the error in visual quality as predicted by VDP
for a given time-constraint has been found to be always less
for the images computed using component-based approach
as compared to the straightforward approach. The difference
between the two approaches is considerably higher for a
shorter time-constraint. This variation is more evident for the
Sibenik Model than the Cornell Box because the impact of
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a) Straightforward 
    Approach

b) Component-based
     Approach 

c) Indirect light for
    Component-based
    Approach

d) Direct light for 
    Component-based
    Approach

Figure 4: A part of Cornell Box image is shown to compare
visual quality for the component-based approach with the
straightforward approach at a time-constraint of 2 seconds.

reconstruction noise on visual quality is higher for a complex
scenes. The visual quality of the two approaches appears to
converge as the time-constraint is increased. Figure 3, de-
picts the images of Sibenik model at a time-constraint of 5
seconds for both approaches along with the VDP output im-
ages.

An important thing to note here is that, as advised by Ra-
manarayanan et al. [RFWB07], VDP is a good metric but
not a substitute for the human eye. To illustrate this fact,
Cornell Box images generated using the two presented ap-
proaches with a time-constraint of two seconds are shown in
Figure 4. The values of VDP(P>75%) obtained are 13.93%
and 13.43% (as shown in Table 2) whereas the image gener-
ated by the component-based approach is much more visu-
ally appealing than the one generated by the straightforward
approach as it has lower reconstruction noise.

4.2. Fault-tolerance

In order to illustrate the fact that the presented algorithms
are capable of producing results on volatile resources han-
dling both addition and removal of resources, the resources
were varied in a controlled fashion. In one run, the resources
were increased from 14 machines (56 cores) to 24 machines

(96 cores) linearly with one machine being added each sec-
ond and the time constraint used was 10 seconds. The VDP
(P>75%) was found to be 11.15% when compared to the
gold standard. In the second run, the resources were de-
creased from 24 machines (96 cores) to 14 machines (56
cores) linearly with one machine was being removed each
second and the time-constraint used was again 10 seconds.
The VDP (P>75%) was found to be 11.31% when compared
to the gold standard. This is close to VDP (P>75%) value
of 9.55% for the image of the Conference Room generated
without varying the resources with a time-constraint of 10
seconds. The component-based algorithm was used for these
results as it provides better visual fidelity.

5. Conclusion and Future Work

This paper presents two novel algorithms for rendering
in parallel on volatile resources in a user defined time-
constraint. It demonstrates the use of local desktop grids
for computing high-fidelity images. Furthermore, it illus-
trates that time-constraints are a good way of using resources
which are dynamic in nature. Fault-tolerance is also handled
without using redundancy especially under time-constraints.

A comparison between the two presented approaches has
been carried out and it has been shown that the component-
based approach offers a better visual quality over the
straightforward approach. This can be attributed to the fact
that the component-based approach increments the visual
quality in steps and is less dependent on image reconstruc-
tion techniques when compared to the straightforward ap-
proach. These algorithms can be further extended to ren-
der high-fidelity animations on local desktop grids as well,
where computations for each frame of the animation can be
parallelised using the presented approaches and tasks from
all the frames can be queued up on the master. Although care
must be taken to filter reconstruction noise between frames
to prevent flickering.

It has been observed that the current frameworks for task
management on desktop grids are developed with an aim of
trying to provide guarantee of service for the applications on
volatile resources by using traditional fault-tolerant mecha-
nisms. The ramp-up time of Condor master-worker frame-
work was also found to be on the high side. These issues
would make it difficult to achieve interactive rates. Off-line
rendering on the other hand, can cope with faults without re-
lying on such fault-tolerance techniques as explained in Sec-
tion 3.1.1. Hence, a task management framework with dy-
namic task scheduling which would focus on achieving max-
imum throughput would enhance the performance of desk-
top grids even further from the rendering perspective.

Future work should look at incorporating perceptual met-
rics in task scheduling to further improve the visual quality.
In addition, work needs to be done to use better reconstruc-
tion algorithms and to predict and include the reconstruction
time within the time-constraint.
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